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Resumo Para sobreviverem e se afirmarem num mercado que é cada vez mais com-

petitivo, as empresas são forçadas a otimizar os seus processos com vista

ao aumento dos lucros e à redução dos custos. Alguns desses processos

envolvem frequentemente decisões associadas quer a gestão de stocks

quer a roteamento de veículos, tornando assim o problema de gestão de

stocks e roteamento muito importante em investigação operacional.

A incerteza está associada a vários problemas de gestão de stocks e

roteamento e ignorar a natureza incerta de alguns parâmetros pode re-

sultar em fracas tomadas de decisão. Os problemas de gestão de stocks e

roteamento são, em geral, complexos tornando-se ainda mais complexos

quando alguns dos seus parâmetros são considerados incertos. Várias

abordagens para lidar com a incerteza têm sido propostas na literatura,

tais como a programação estocástica e a otimização robusta.

Nesta tese estudamos vários problemas de gestão de stocks e roteamento

onde alguns parâmetros, tais como os tempos de viagem e as procuras,

são considerados incertos. Tais problemas são estudados de um ponto de

vista teórico e prático originando várias contribuições importantes.

São estudadas e comparadas diferentes abordagens para lidar com a in-

certeza associada aos tempos de viagem no problema de transporte marí-

timo. Para as abordagens estudadas são propostos métodos exatos e

heurísticos, sendo também discutidas estratégias de melhoramento dos

mesmos.

O problema estocástico de produção, gestão de stocks e roteamento é us-

ado para testar uma nova heurística proposta chamada Adjustable Sam-

ple Average Approximation, especialmente desenhada para problemas es-

tocásticos com dois estados.





Resumo (cont.) Esta heurística usa informação recolhida de várias soluções admissíveis

para identificar variáveis que são frequentemente fixadas a zero ou a um e

constrói gradualmente uma solução de alta qualidade baseada em ideias

the relaxamento e fixação de variáveis.

Uma nova abordagem dual Lagrangiana para uma classe de problemas

robustos (que incluem o problema de gestão de stocks como caso particu-

lar) é também proposta. Esta abordagem permite relacionar algumas das

mais importantes abordagens usadas para lidar com problemas robustos,

bem como desenhar heurísticas poderosas baseadas na interpretação dos

multiplicadores Lagrangianos.

Além disso, propomos também uma nova heurística chamada Weighted

Proximity Search, para resolver uma vasta amplitude the problemas de

otimização (quer determinísticos quer sujeitos a incerteza).



Keywords Inventory Routing; Uncertainty; Stochastic Programming; Robust Opti-

mization; Heuristics

Abstract To survive and stand out in a market that has become more and more com-

petitive, the companies are forced to optimize their processes to increase

profits and reduce costs. Some of those processes often involve both in-

ventory and routing decisions, making the Inventory Routing Problem (IRP)

very important in operations research.

Uncertainty is inherent to many IRPs and ignoring the uncertain nature

of some parameters may result in poor decisions. The IRPs are, in gen-

eral, complex and become even more complex when uncertain parameters

are considered. To deal with the uncertainty, several approaches, such as

stochastic programming and robust optimization, have been proposed in

the literature.

In this thesis we study several IRPs where some parameters, such as travel

times and demands, are assumed uncertain. Such problems are studied

from both a theoretical and a practical point of view, leading to several im-

portant contributions.

Different approaches to deal with the uncertainty in the travel times in the

maritime IRP are studied and compared. For the studied approaches, both

exact methods and heuristic algorithms are proposed, and strategies to en-

hance them are discussed.

The stochastic production IRP is used to test a new proposed heuristic

called Adjustable Sample Average Approximation, specially designed for

general two-stage stochastic problems. This heuristic uses the information

of several feasible solutions to identify variables that are frequently fixed to

zero or to one and gradually constructs a high quality solution based on

relax-and-fix ideas.

A new Lagrangian dual approach for a class of robust problems (for which

the inventory problem is a particular case) is also proposed. This approach

allows to relate some of the most important approaches usually used to

handle robust problems and to design powerful heuristic schemes based

on the interpretation of the Lagrangian multipliers.

Furthermore, we also propose a new heuristic called Weighted Proximity

Search, to solve a wide range of optimization problems (either determinis-

tic or subject to uncertainty).
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Chapter 1

Introduction

Operational Research (OR) is a very important field in mathematics, since it can be used to model

and solve complex problems arising in real-world situations. As a result, the number of practitioners of

OR has increased in the last decades, and some companies have already created its own OR department

to optimize processes, aiming to increase profits and reduce costs.

Nowadays, the practice of OR is strongly helped by powerful optimization solvers (e.g. Xpress,

Cplex, Gurobi, etc.), and some problems faced by the companies can easily be solved by using them.

However, there are problems that require more serious attention since they cannot simply be solved to

optimality by implementing a mathematical formulation on a solver. Some of those problems include

the Vehicle Routing Problem (VRP) and the Inventory Problem (IP) as subproblems. Since these two

problems often appear together in supply chain management, the routing and the inventory decisions need

to be coordinated. Handling each of these problems independently may result in suboptimal solutions, and

consequently poor decisions [30, 34, 49]. Hence, to achieve higher profits, some companies have adopted

integrated schemes in which the decision maker is responsible for both the distribution of the products

and for the management of the stock levels of those products at the clients. The resulting problem is

known as Inventory Routing Problem (IRP).

The IRP has been target of a large number of studies over the years, thus many important contribu-

tions have emerged [2, 5, 10, 30, 31, 33, 39, 57]. Since the IRP can be seen as a combination of the VRP

(a NP-hard problem [54]) with the IP (that becomes NP-hard when additional constraints are considered

[58]), it is, in general, difficult to solve. The first contributions on IRP in the literature are focused only

on deterministic problems, where it is assumed that all the parameters used are unchanged and exactly

known. However, this assumption is not usually true in real-life problems where some data are not ex-

actly known. Measurement errors, rounding errors and estimation/prediction errors are some of the most

common sources of uncertainty. In particular, in the IRP, the uncertainty is frequently incorporated by

considering uncertain travel times [3, 4] and uncertain future demands [6, 65], but other uncertain param-

eters have also been considered in literature such as the lead-times [8, 61], the volatility and pressure of

gazes (affected by weather conditions) [32], the revenue/prices [9], etc.

Ignoring the uncertain nature of some parameters often leads to poor decisions and/or serious infea-

sibilities. Therefore, optimization based on nominal/expected values is no longer a reasonable option. To
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deal with uncertain parameters several approaches have been proposed in the literature. Stochastic pro-

gramming [26, 27, 50], (including chance-constrained programming [29] and risk measures [60]), robust

optimization [15, 17, 18, 40], fuzzy programming [14, 69], and dynamic programming [12, 13] are some

of the most used approaches. The choice of the approach used to deal with the uncertainty depends on

both the degree of knowledge about the uncertain parameters and the nature of the problem at hand.

As remarked before, integrated schemes are desirable to reduce operational costs and to increase prof-

its. However, such integration is not always considered by all the OR practitioners, and the main reason

is that integrated schemes usually result in complex models difficult to solve. Such models become even

more complex when the uncertainty is incorporated into the problem. Hence, the purpose of this thesis is

the study of complex IRPs under uncertainty arising in real-world situation, from both a theoretical and

a practical point of view, in order to: i) construct effective and efficient algorithms to obtain good quality

solutions and ii) compare different approaches to deal with the uncertainty.

The remaining of this chapter is composed of four sections. In Section 1.1 we present the main

approaches used in this thesis, in particular the stochastic programming and the robust optimization, and

the most used methods. Section 1.2 identifies the main objectives behind our research, while Section 1.3

presents a small description of the written papers highlighting their main findings and relating them with

the research objectives. Finally, in Section 1.4 we provide some final considerations and some research

directions.

1.1. Main approaches and methods

In this section we introduce the main approaches used in our research to deal with the uncertainty: the

stochastic programming and the robust optimization. We also cover the most common solution methods

used in this thesis to solve the optimization problems under uncertainty.

1.1.1 Stochastic programming

In the stochastic programming it is assumed that the probability distribution underlying the uncertain

parameters is known or can be estimated. The stochastic models are usually characterized by constraints

that are either allowed to be violated (and in that case a penalty is incurred, the so-called soft constraints)

or satisfied with a given probability. Furthermore, this approach focus on the optimization of the expec-

tation of functions depending on both the decision and the random variables.

The exact beginning of the stochastic programming is not known since different studies on this area

were conducted more than 60 years ago. However, the stochastic programming with recourse was inde-

pendently introduced in 1955 by Dantzig [35] and Beale [11] and its first application appeared in [41].

The main idea is to divide problems in several stages, among which information is revealed. The simplest
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case corresponds to the two-stage stochastic programming in which the first-stage decision variables are

determined before the uncertainty is revealed and the second-stage variables are the recourse actions,

determined after the uncertainty is revealed. A general two-stage recourse model can be formulated as

min
x∈X

cT x + EF[H(x, ξ̃)] (1.1)

where

H(x, ξ) = min
y≥0
{ h(ξ)T y | A(ξ)x + B(ξ)y ≥ b(ξ) }

In this model, x and y are the vectors of the first-stage and the second-stage decision variables, respec-

tively, while ξ̃ represents the random variable governed by the probability distribution F and ξ is a real-

ization of that variable. Set X denotes the first-stage feasible set, A(ξ) and B(ξ) are uncertain matrices

and b(ξ) and h(ξ) are uncertain vectors. In particular, when the recourse matrix B(ξ) is not subject to

uncertainty (meaning that B(ξ) can simply be written as B), the model is called fixed recourse model.

Moreover, when for each first-stage solution at least one second-stage feasible solution exists, the model

is called complete recourse model.

In 1957, Bellman [12] proposed a mathematical theory, known as dynamic programming, widely

used to handle multi-stage decision processes. Two years later, Charnes and Cooper [29] introduced the

chance-constrained programming (also known as probabilistic programming) in which some constraints

with uncertain parameters must be satisfied with a specific probability. Risk measures, such as the value-

at-risk (VaR) and the conditional value-at-risk (CVaR), are tools to measure and manage risks, and they

are closely related with chance-constrained programming. Given the function H(x, ξ̃) used in (1.1) and a

given probability β, the value-at-risk VaRβ[H(x, ξ̃)] is the lowest value of H(x, ξ̃) such that the probability

of having a realization lower than this lowest value is higher than the probability 1−β, i.e.,

VaRβ[H(x, ξ̃)] = min
γ
{γ : P[H(x, ξ̃) ≤ γ] ≥ 1−β}

and the CVaR is the mean value of H(x, ξ̃) having a realization higher than the value-at-risk at a probability

1−β, i.e.,

CVaRβ[H(x, ξ̃)] = E[H(x, ξ̃) | H(x, ξ̃) ≥ VaRβ[H(x, ξ̃)]].

The risk measures originally appeared in finance contexts, however, they were brought for more general

optimization problem (outside of finance) in 2000 by Rockafellar and Uryasev [60], who explained how

linear programming techniques can be used to evaluate/measure the CVaR.

Van Slyke and Wets [64] introduced the L-shaped method, which is based on the Benders decom-

position procedure (that is discussed with more detail in Section 1.1.3), for solving two-stage stochastic
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programming problems. This method was then extended to multi-stage problems by Birge [25] and it has

been applied to several stochastic programming problems (e.g. [28, 55, 62]).

Another widely used algorithm in stochastic programming is the Sample Average Approximation

(SAA) proposed by Kleywegt et al. [52]. Based on Monte-Carlo simulation, this algorithm approximates

the expected value function (usually difficult to compute) by an average function of a random generated

sample, i.e.,

EF[H(x, ξ̃)] ≈
|Ω|∑
k=1

pkH(x, ξk)

where Ω is the set of the different realizations of the uncertainty, called scenarios (sampled according

to the probability distribution F), ξk denotes the value of the uncertain parameters when scenario k ∈ Ω

occurs and pk is the probability associated with the scenario k. When this approximation is used in (1.1)

and a scenario based formulation is considered, the resulting problem is called SAA problem. Hence,

the SAA algorithm consists on solving several SAA problems for different randomly generated samples

to obtain a set of candidate solutions. Such solutions are then evaluated on a larger sample and the best

solution for that sample is selected.

Stochastic programming is a powerful technique to solve complex problems, however, this approach

is usually characterized by some drawbacks, namely i) requires the full knowledge of the underlying

distribution of the data ii) the computation of the expectation, that is often difficult and even impractical

in some cases and iii) the complexity of the resulting models. To circumvent these difficulties has been

a concern of the OR community, which explains why the number of studies on stochastic programming

has drastically increased in the last years. For general surveys and tutorials on stochastic programming

see for instance [26, 27, 37, 48, 50, 63].

1.1.2 Robust optimization

Contrary to the stochastic programming, in the Robust Optimization (RO) it is not assumed any

specific distribution for the uncertain parameters. The only assumption made is that they belong to a

known bounded set, called uncertainty set. Hence, based on the study of the worst-case scenario, the RO

aims to find solutions that must be feasible for all the possible realizations of the uncertain parameters in

the uncertainty set. In that sense the constraints in this approach are hard constraints.

RO was introduced in 1973 by Soyster [66], who proposed a linear programming model with un-

certain parameters in which the constraints must be satisfied for every concretization of the parameters

within a convex set. The proposed model becomes too conservative, meaning that the cost of the solution

found to ensure robustness substantially increases when compared with the cost of the deterministic so-
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lution. In the 90’s, new contributions (El-Ghaoui and Lebret [40], Ben-Tal and Nemirovski [17, 18, 19]),

aiming at obtaining less conservative tractable models, emerged. In particular, ellipsoidal uncertainty sets

were considered and tractable conic quadratic models, based on the study of the Robust Counterpart (RC)

of the nominal problem, were proposed. Given a nominal generic problem of the form

max{cT x | aT x ≤ b}

its RC can be formulated as

max{cT x | aT x ≤ b, ∀a ∈ U} (1.2)

where x ∈ Rn is the vector of decision variables, c ∈ Rn, a ∈ Rn, b ∈ R and U is a generic uncertainty

set. The practical difficulty of handling a robust problem is much related to the tractability of its RC.

As stated before, when the uncertainty set is ellipsoidal, the robust counterpart can be converted into a

conic quadratic model. Moreover, it is well-known that when the uncertainty set is a polyhedron, the

corresponding RC is linear. The proof is based on an approach commonly used in RO, the dualization

approach. To introduce and illustrate this approach we explain in detail how the RC of a robust problem

can be converted into a linear problem when the uncertainty set is a polyhedron.

Let us consider the RC defined by (1.2) in which U is a polyhedral uncertainty set of the form

U = {a = ā +δz | z ∈ Z},

where ā is the nominal value, δ is the maximum allowed deviation from the nominal value, z is the vector

of the uncertain variables and Z is the primitive uncertainty set defined by

Z = {z ∈ Rn | Dz ≤ d}

Problem (1.2) can be explicitly written in terms of the primitive uncertainty set as

max{cT x | (ā +δz)T x ≤ b, ∀z ∈ Z}

Constraint (ā + δz)T x ≤ b must be satisfied for all z ∈ Z, which can be ensured by considering the

worst-case scenario. In this case the worst-case scenario corresponds to maximizing the left hand-side

with respect to the uncertain variables as follows

max
z∈Z
{ (ā +δz)T x } = max

z:Dz≤d
{ (ā +δz)T x } = āT x + max

z:Dz≤d
{ (δz)T x } = āT x + max

z:Dz≤d
{ (δT x)T z }
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By the duality theory, we have that

max{ (δT x)T z |Dz ≤ d } = min{ dT u | DT u = δT x, u ≥ 0 }.

Thus, problem (1.2) is equivalent to the following linear problem

max{cT x | āT x + dT u ≤ b, DT u = δT x, u ≥ 0}.

A special (and widely used) polyhedral uncertainty set, called budget uncertainty set, was introduced

by Bertsimas and Sim [23, 24]. This uncertainty set is characterized by a budget constraint that limits the

total number of uncertain variables that are allowed to deviate from the nominal values. What made this

uncertainty set so popular is that it allows to adjust the level of conservatism of a robust solution in terms

of the probabilistic bounds for constraints violation.

In some RO problems, not all the decisions must be taken at the same time, i.e., some decisions can be

taken only after the uncertainty is revealed. In 2004, Ben-Tal et al. [16] introduced the Adjustable Robust

Counterpart (ARC) in which some decision variables are defined as functions of the uncertain parameters,

that is, the value of the variables can be adjusted to those parameters. The ARC is, in general, less con-

servative than the RC but is usually intractable. By restricting the adjustable variables to affine functions

of the uncertain data, one obtains the Affinely Adjustable Robust Counterpart (AARC), which has been

shown to be a good approximation of the ARC. This work marks the birth of a new line of thought in the

RO: the Adjustable RO. The use of affine functions usually leads to a tractable approximations and, in

some cases, the AARC approach is optimal [21, 22, 51], which makes this approach very attractive in the

OR community.

During the last years, a new approach to deal with the uncertainty, called Distributionally Robust

Optimization (DRO), has been widely studied [38, 46, 67]. The DRO can be seen as a mixture of both

the robust optimization and the stochastic programming, since the uncertain parameters are governed by

a probability distribution that is itself subject to uncertainty. Such distribution is assumed to belong to an

ambiguity set comprising all distributions that are compatible with prior information, like mean, variance,

etc.. The main idea of the DRO is to address some of the problems associated with both the stochastic and

the robust approaches: the lack of knowledge of the underlying distribution and the high conservatism,

respectively. However, the DRO models (even when tractable [46]) are, in general, difficult to solve,

specially when the optimization problem at hand is complex.

The literature on RO is extensive and some surveys can be found: surveys on general RO [15, 21, 44],

survey on adjustable RO [68], survey on less conservative approaches in RO [47].
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1.1.3 Solution methods

In this section we describe some of the optimization methods used in this research, in particular, we

revise the decomposition algorithms and two matheuristics: the iterated local search and the proximity

search.

Decomposition methods consist on dividing optimization problems, usually difficult to solve, into

small problems easier to solve. The key idea of these methods is to explore tractable substructures of

the problems and design efficient methods to derive bounds for the optimal solution value. Such bounds

are extremely important to improve the efficiency of several algorithms, such as the branch-and-bound

algorithm [53].

Several decomposition methods have been proposed in the literature over the years (see [45] for a

deeply discussion on decomposition methods). The first decomposition method was proposed by Dantzig

and Wolfe [36] in 1960. The main idea behind this method is to reformulate the original problem into a

master problem and one (or more) subproblem(s). The method starts with a small number of solutions

(columns) on the master problem and then, new solutions (columns), that improve the current objective

function value, are successively generated by the subproblem(s) and added to the master problem that

is resolved each time a new solution is inserted. This method, known as Dantzig-Wolfe decomposition

(or column generation), is an iterative method that stops when no more solutions/columns improving the

current objective function value are generated by the subproblem(s).

Benders [20] proposed a decomposition method for problems with a special block structure in which

the variables can be divided into two subsets. As in the Dantzig-Wolf decomposition, the problems

are decomposed into a master problem, which determines the value of the first set of variables, and a

subproblem, in which the value of the second set of variables is computed by considering the value of the

first set of variables fixed. If the obtained solution is infeasible then some cuts, called Benders cuts, are

generated and added to the master problem that is resolved when a new constraint is inserted. The process

is repeated until no cuts are generated, meaning that the obtained solution is optimal. This algorithm is

known as Benders decomposition algorithm.

While the Dantzig-Wolf decomposition is also known as a column generation algorithm (in which

new variables are successively added to the master problem), the Benders decomposition can be seen as a

row generation algorithm (in which constraints/cuts are successively added to the master problem). Sev-

eral decomposition algorithms are based on the inclusion of both constraints and variables into the master

problem. Such algorithms are known as row-column generation algorithms and they are particularly

suitable for two-stage stochastic and robust problems in which the uncertainty is incorporated through

scenarios. To have a reasonable representation either of the probability distribution (in the stochastic ap-

proach) or the uncertainty set (in the robust approach), the number of scenarios that should be considered

is usually large. However, in practice, not all those scenarios need to be included in the model to obtain
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the optimal solution, which justify the use of the row-column generation algorithms. The general idea of

these algorithms is presented in Figure 1.1.

Is there a scenario 𝜉 

leading to (a) 

constraint(s) violation? 

Add the constrains and 

the variables associated 

with scenario 𝜉 to the 

master problem 

Yes 

STOP 

No 

 

 

Initialize the master 

problem with k 

scenarios  

 

Solve          

the master 

problem 

Figure 1.1 – Row-column generation algorithm.

The algorithm starts by adding a small number k of scenarios (or just one) to the master problem. The

master problem is solved and a solution is obtained. Then, the subproblem (usually known as adversarial

problem in the robust optimization) is solved to check if there is a scenario that must be included into the

master problem. In robust optimization, the scenarios included are the ones violating any constraint of

the original problem, while in the stochastic programming such scenarios can be, for instance, the ones

that increase the objective function value. When the algorithm is used as exact method, it stops when no

more scenarios need to be included into the master problem. However, when it acts as an heuristic, other

stopping criteria, such as time limit or proximity between the current lower and upper bounds, can be

used.

When the decomposition methods fail to find good quality solutions for complex optimization prob-

lems within a reasonable time limit, heuristic strategies must be employed. A possible choice is the use

of the Iterated Local Search (ILS) heuristic, based on the local branching idea of Fischetti and Lodi [42].

The key idea of this heuristic is to restrict the search space in order to quickly find good quality solutions.
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Let us consider a set of binary variables {z1, . . . ,zn} and let us denote by N the set of indexes N =

{1, . . . ,n}. For a given positive integer parameter ∆ the neighborhood of z̄ is defined as the set of feasible

solutions of the problem at hand satisfying the additional local branching constraint:∑
i∈N|zi=0

zi +
∑

i∈N|zi=1

(1− zi) ≤ ∆. (1.3)

Hence, the neighborhood of z̄, is the set of solutions that differ by a maximum of ∆ values from the

zi variables of the current solution z̄. The left hand-side of the local branching constraint (1.3) is called

Hamming distance function and it is also used in the Proximity Search (PS) heuristic recently proposed

by Fichetti and Monaci [43]. In the PS heuristic, the original objective function of the problem at hand

is replaced by the Hamming distance function to a reference solution, and a cutoff constraint is added to

impose that any new solution found improves the objective function value.

The general idea of both the ILS and the PS heuristics is presented in Figure 1.2.
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Figure 1.2 – Iterated local search heuristic (on left) and proximity search heuristic (on right).
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Both the heuristics starts from an initial feasible solution for the problem. Such solution is used to

build the Hamming distance function that is either incorporated into the local branching constraint and

added to the model (in the ILS heuristic) or used to replace the original objective function (in the PS

heuristic). In both cases, the resulting model is solved and it is checked either if the obtained solution

improves the objective function value (in the ILS heuristic) or if any feasible solution is found (in the PS

heuristic). If yes, the Hamming distance function is re-centered in the new obtained solution, otherwise,

the process stops.

We only highlight the ILS and the PS heuristics since they are the most used heuristics in our research.

Its choice is mainly related with the fact that they only require the use of the Hamming distance function

and the mathematical model of the problem at hand. Therefore, they can easily be applied to different

optimization problems, in particular, to complex optimization problems. Moreover, these heuristics pro-

vide a good trade off between the quality of the obtained solution and the amount of time required in its

computation.

1.2. Research objectives

The inventory routing problem is very important in OR since it naturally appears in many real-world

situations. In spite of being target of large amount of studies over the years, this problem is still chal-

lenging due to its complexity, specially when uncertainty is considered. Stochastic programming and

robust optimization are within the most popular approaches used to deal with uncertain parameters [23],

which justify the great effort of the OR community to make such approaches more efficient. However,

even considering all the progress made, it is still hard to successfully apply such approaches to complex

problems. In the literature, the contributions focused on applying stochastic and robust techniques to

complex inventory routing problems are scarce. Hence, the main purpose of this research is to study

mathematical programming approaches for complex inventory routing problems where some parameters

are uncertain. We intend to devote a large part of our research to the Maritime Inventory Routing Prob-

lem (MIRP), where the decision maker is responsible for both the transportation of the products and for

the management of the stocks of those products at the ports. Maritime transportation is one of the most

common ways of cargo transportation, specially between distant places, and it is heavily conditioned by

varying and unpredictable weather conditions. Given that the shipping industry is capital intensive, to

study the MIRP subject to uncertainty becomes even more relevant since modest improvements in fleet

utilization can imply a large increase in profits. However, we also intend to study inventory routing prob-

lems associated with land transportation. The study of such problems allows us to consider different types

of uncertainty, namely associated with the demands that are usually unknown or difficult to predict. In

particular, we intend to focus on the Production-Inventory-Routing Problem (PIRP), where production



1.2. Research objectives 11

decisions are combined with the IRP, and on the Inventory Problem with Setups (IPwS), where the setups

turn the problem difficult to solve.

To achieve our main goal, the problems considered need to be studied from both a theoretical and a

practical point of view, which allows to identify more specific objectives of our research that are described

next.

When a decomposition approach (with a master and a subproblem) is adopted, the master problem

is much related to the nominal (deterministic) problem, that is usually well studied. Hence, we aim to

develop new theoretical results mainly focused on the study of several subproblems. Such results include

the derivation of relaxations and valid inequalities as well as the creation of separation algorithms to solve

subproblems efficiently. In particular, in the case of the robust optimization, we aim to derive bounds for

the value of the subproblem by considering relaxations. A deep theoretical study of the subproblems can

lead to a better understanding of the role played by some variables and constraints in the problems. Based

on that, we aim to develop heuristic schemes that allow to quickly obtain good quality solutions.

When a decomposition approach cannot be employed and the model needs to be treated as a whole,

valid inequalities and extended formulations can be used to help the solvers to find feasible solutions, or

even optimal solutions, faster. Since IRPs are, in general, complex problems it becomes usually hard to

find optimal solutions. In those cases, heuristic schemes become relevant again. Developing heuristics

that provide good quality solutions with a reasonable computational effort and are as general as possible,

making them applicable to a wide range of problems, is also an objective of our research.

Another objective of this research is to apply and compare several approaches to deal with the un-

certainty on IRPs. The scientific literature on stochastic programming and robust optimization is vast,

but the number of works comparing different techniques to deal with uncertainty, in problems related

with the IRP, is small. Some of those include: Adida and Perakis [1], Ribas et al. [59], Maggioni et al.

[56] and Alem et al. [7]. However, those works do not provide common conclusions regarding the best

strategy to deal with uncertainty, suggesting that there is not a strategy that is absolutely better for all the

optimization problems. Hence, we intend to apply different approaches, namely stochastic programming,

robust optimization and risk measures, to specific inventory routing problems and compare them in terms

of model complexity, and also in terms of both the cost and the structure of the solutions obtained.

The objectives of this research can be summarized as follows:

RO1 : Characterize and compare solutions for particular IRP obtained from different approaches

kkldddddddd to deal with uncertainty.

RO2 : Develop effective and efficient heuristic schemes to obtain good quality solutions for general

kklddddddddoptimization problems, including the IRP.

RO3 : Theoretical study of several subproblems occurring when decomposition procedures are
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kklddddddddemployed, which includes the derivation of valid inequalities, relaxations and the design

kkldddddddd of separation algorithms.

RO4 : Relate and compare approaches and models in robust optimization.kkldddddddd

RO5 : Derive valid inequalities and extended formulations for complex IRP when they are studied

kkdddddddd as a whole and not decomposed.

Table 1.1 provides an overview of all the chapters in this thesis. Column Problem identifies the

optimization problem studied. The next four columns present the approaches used, while the last five

columns relate each chapter with the research objectives presented before.

Table 1.1 – Chapter summary: optimization problem considered, approach used, and relation with each research
objective.
 

 

Chapter 

 Approach Used Research Objectives 

Problem Stochastic   Robust Risk Measures Deterministic RO1 RO2 RO3 RO4 RO5 

2  

MIRP 

✓     ✓ ✓   

3  ✓    ✓ ✓  ✓ 

4 ✓ ✓ ✓ ✓ ✓     

5 PIRP ✓     ✓   ✓ 

6 IPwS  ✓    ✓ ✓ ✓  

7 General ✓   ✓  ✓    

 

 

 

 

 

 

 

 

 

 

 

 

Although uncertainty is not addressed in Chapter 7, in that chapter we propose a heuristic that can

easily be applied to a wide range of problems, including stochastic and robust problems.

1.3. The collection of papers

The structure of this thesis is based on a collection of six papers, either already published or under

review in international journals. The papers address the research objectives defined in Section 1.2. For

each one of those papers we briefly highlight the main contributions and indicate the complete reference

when published. The first three papers, corresponding to the Chapters 2, 3 and 4, are devoted to the MIRP.

Chapter 5 refers to the stochastic PIRP, while Chapter 6 corresponds to the robust IPwS. In Chapter 7,

a new heuristic for solving general optimization problem, including stochastic and robust problems, is

described.

1.3.1 MIRP with uncertain travel times

The first three papers in this thesis (Chapters 2, 3, and 4) focus on a single product MIRP with both

consumption and production ports and a fleet of heterogeneous vessels. Each port has a constant con-
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sumption/production rate over the planing horizon and a lower/upper stock limit that should be respected.

The travel times are assumed uncertain. In Chapter 2 this problem is handled under a stochastic program-

ming approach, while in Chapter 3 robust optimization is employed. In Chapter 4 we developed CVaR

models for the MIRP and compare them with the ones resulting from both the stochastic programming

and the robust optimization approaches.

1.3.1.1 Stochastic MIRP

Chapter 2 introduces a complete recourse scenario based stochastic model for the MIRP. In such

model the concept of backlog is used to define the amount of inventory that violates the stock limits and

it is assumed that the travel times follow a three parameter log-logistic probability distribution.

To solve the stochastic model, an exact decomposition procedure is proposed. Such procedure follows

the idea of the L-Shaped algorithm: at each iteration, the scenario that leads to an increase of the current

objective function value is selected and added to the master problem that is reoptimized. A Mixed Integer

Programming (MIP) based local search heuristic, in which a local branching constraint is used, is also

proposed to solve the stochastic model. Following the SAA method, we test both the decomposition

procedure and the local search heuristic on a set of real-world instances. For the larger size instances,

a time limit is imposed to the master problem resulting from the decomposition procedure, so it acts

as a heuristic. For those instances, the MIP based local search heuristic outperforms the decomposition

approach, not only in terms of the cost of the obtained solutions but specially in terms of the stability of

the solutions.

In this paper it is also analysed the impact of using different values to penalize the amount of backlog

in the stochastic model, in terms of the stability of the solutions and the computational time required to

obtain such solutions.

The complete reference associated with this chapter is the following:

• Agostinho Agra, Marielle Christiansen, Lars Magnus Hvattum, and Filipe Rodrigues. A MIP based

local search heuristic for a stochastic maritime inventory routing problem. In Paias A, Ruthmair M,

Voß S, (eds), Computational Logistics. Lecture Notes in Computer Science, Springer, 9855, 18–34,

2016.

1.3.1.2 Robust MIRP

Chapter 3 presents a robust optimization model for the MIRP in which the travel times are assumed

to belong to the uncertainty budget polytope introduced by Bertsimas and Sim [23, 24]. An exact row-

and-column generation procedure, in which the scenarios (found in the adversarial problem) leading to

constraints violation are successively added to the master problem, is proposed.
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To solve the adversarial problem efficiently, a separation algorithm is created. Since the exact pro-

cedure can be very time consuming, specially for large size instances, several improvement strategies,

aiming to reduce the total time per iteration as well as the total number of iterations, are discussed.

Such strategies include the use of valid inequalities, warm start techniques, scenarios aggregation and the

choice of first-stage solutions maximizing a given robustness criterion. The efficiency of the improvement

strategies considered is demonstrated through the computational results, since when such strategies are

employed, both the total time per iteration and the total number of iterations are drastically reduced.

To quickly obtain good quality solutions for the most difficult instances, an ILS heuristic is applied.

The computational tests carried out to compare the performance of both the exact procedure and the ILS

heuristic, show that, in general, for the instances easier to solve, the optimal solution is obtained by the

ILS heuristic faster than by using the exact procedure. For the harder instances, the exact decomposi-

tion algorithm works heuristically (meaning that a time limit per iteration is imposed), and the obtained

solutions are, in general, worse in terms of cost than the ones obtained by the ILS heuristic.

Finally, by exploring a particular instance from the data set used, it is possible to observe that small

variations on the maximum number of allowed delays on the travel times can lead to solutions structurally

very different. Moreover, the same instance is used to better understand how the robustness of the solu-

tions affects the capacity of each port to keep the stock level within the stock limits when delays on travel

times occurs.

The complete reference associated with this chapter is the following:

• Agostinho Agra, Marielle Christiansen, Lars Magnus Hvattum, and Filipe Rodrigues. Robust opti-

mization for a maritime inventory routing problem. Transportation Science, 52(3), 497–737, 2018.

1.3.1.3 Comparing approaches in MIRP

Chapter 4 presents several techniques that can be used to deal with the uncertainty in the MIRP.

The first two techniques are deterministic approaches in which the uncertain travel times are replaced by

their expected values. One corresponds to the deterministic approach already introduced in Chapters 2

and 3, while the other is a deterministic approach with inventory buffers. The stochastic programming

approach (introduced in Chapter 2) and the robust optimization approach (described in Chapter 3) are

also considered in this chapter.

By using the CVaR measure in the context of the MIRP, two new optimization models are derived.

The first model, in which a single value-at-risk is used, aims to control the total amount of backlog in

all ports during the planing horizon. The second model, in which a value-at-risk for each port visit is

considered, allows to control the buffer at each port (important to prevent stock violations). Moreover, we

explain how the values-at-risk obtained from the second CVaR model can be used to define soft inventory
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bounds (bounds on the inventory limits that are allowed to be violated with a penalty) for the deterministic

approach with inventory buffers.

Another important contribution of the research presented in this chapter is the extensive computa-

tional experience carried out to compare the performance of all the approaches considered based on

several quality parameters. In the computational results, several parameters for the approaches used are

tested, dominated approaches are identified and empirical distributions of the backlog for the different

approaches are analysed. The computational results show how important is to incorporate uncertainty in

the MIRP. They also indicate that the best solutions in terms of the maximum violation of the stock limits

are, in general, obtained by the robust approach, while the best solutions in terms of both the average vio-

lation of the stock limits and the probability of such violations occurs are associated with the approaches

that use inventory buffers.

The complete reference associated with this chapter is the following:

• Filipe Rodrigues, Agostinho Agra, Marielle Christiansen, Lars Magnus Hvattum, and Cristina Re-

quejo. Comparing techniques to modelling uncertainty in a maritime inventory routing problem.

European Journal of Operational Research, 277(3), 831–845, 2019.

1.3.2 Stochastic PIRP

Chapter 5 presents a heuristic for general two-stage stochastic problems, called Adjustable Sample

Average Approximation (ASAA), that uses the information of several feasible solutions to identify vari-

ables that are frequently fixed to zero or to one and gradually constructs a high quality solution based on

relax-and-fix ideas. The performance of the proposed heuristic is evaluated on the PIRP with stochastic

demands following three different distributions: Uniform, Normal and Gamma.

In this chapter we start by presenting a brief overview of the solution methods found in the literature

sharing features with the proposed ASAA algorithm. A mathematical model for the stochastic PIRP is

then presented and several extended formulations and valid inequalities are used to enhance the model.

In particular, we derived a new valid inequality that seems to work well in the stochastic PIRP. Since

most of the valid inequalities considered are written in terms of each scenario and/or each time period, its

number is large. Therefore, two strategies are discussed, aiming to ensure that only the most important

inequalities (the non-dominated ones) are added to the model. Then, some known static algorithms and

techniques (such as the ILS heuristic, the use of precedence relations and the classic SAA algorithm) are

presented. The proposed adjustable algorithm is also described in detail.

In the computational tests we study the effect of both the extended formulations and the valid inequal-

ities and compare the proposed ASAA algorithm against the classic SAA algorithm, commonly used to

solve stochastic problems. The computational results show that the proposed ASAA algorithm provides
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better solutions than the ones obtained by the classic SAA method, specially when combined with some

static approaches.

The complete reference associated with this chapter is the following:

• Agostinho Agra, Cristina Requejo, and Filipe Rodrigues. An adjustable sample average approxi-

mation algorithm for the stochastic production-inventory-routing problem. Networks, 72(1), 5-24,

2018.

1.3.3 Robust IPwS

Chapter 6 presents a Lagrangian dual approach for a class of two-stage min-max robust problems with

decomposable functions (for which the robust inventory problem is a particular case), when the budget

uncertainty set is considered. The proposed approach is based on a reformulation of the adversarial

problem occurring in a min-max model. Such reformulation starts by creating copies of both the uncertain

variables and the uncertainty set (in a way that the uncertainty set becomes constraint-wise independent).

Further, a set of constraints is imposed enforcing that all the copies of the variables created must be

equal. By relaxing those constraints in the usual Lagrangian way, we obtain a mixed integer linear model

called Lagrangian dual model. This model allows to relate several approaches usually used in robust

optimization, namely the exact min-max approach, the dualization approach and the affine approximation.

In particular, we prove that the proposed Lagrangian dual model coincides with the affine approximation

model.

After being presented for a general class of two-stage robust problems, the proposed Lagrangian dual

approach is applied to the robust inventory problem and particular theoretical results are derived.

Based on the interpretation of the Lagrangian multipliers as penalties, a new guided ILS heuristic

and a new subgradient optimization method based on the Lagrangian dual model are proposed. Such

heuristics are then tested against the exact min-max approach, the dualization approach, the affine ap-

proximation and the classic ILS heuristic on a set of instances from the robust inventory problem with

setup costs.

The computational results indicate that the guided ILS outperforms the classic ILS and is outper-

formed by the subgradient optimization method. Theses results also show that by using the interpretation

of the Lagrangian multipliers as penalties powerful heuristic schemes can be constructed.

The paper associated with this chapter was submitted to an international journal. The incomplete

reference is the following:

• Filipe Rodrigues, Agostinho Agra, Cristina Requejo, and Erick Delage. Lagrangian duality for

robust problems with decomposable functions: the case of a robust inventory problem. (Under

major revision).
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1.3.4 Weighted proximity search

Chapter 7 is devoted to a new heuristic, called Weighted Proximity Search (WPS), that can be seen as

a generalization of the classic PS heuristic recently proposed by Fichetti and Monaci [43]. In this chapter

we start by describing the classic PS heuristic in which the Hamming distance is used to search for feasible

solutions in the neighborhood of the current solution. By including weights in the Hamming distance

function, we create the concept of the weighted Hamming distance function in which lower weights

are associated with the binary variables that are more likely to change its current value in the optimal

solution and higher weights are associated with the variables that are expected to remain unchanged. The

new weighted Hamming distance is used in the proposed WPS heuristic aiming to help the MIP solvers

to quickly identify good feasible solutions. After, several strategies to determine weights are discussed

and classified into three classes: static, dynamic and adaptive.

To test the performance of the proposed heuristic, fifteen sets of instances from three optimization

problems (p-median problem, set covering problem and stochastic lot-sizing problem with setup costs)

are considered. Several performance measures are defined and used to compare the proposed WPS heuris-

tic against the classic PS heuristic.

The results for the three optimization problems considered clearly indicate that the WPS heuristic

with the adaptive weights outperforms the classic PS heuristic in terms of all the performance measures

considered. This means that a right choice of the weights can lead to substantially better solutions to the

WPS heuristic than the ones obtained by the PS heuristic.

The paper associated with this chapter was recently submitted to an international journal. The incom-

plete reference is the following:

• Filipe Rodrigues, Agostinho Agra, Lars Magnus Hvattum, and Cristina Requejo. Weighted prox-

imity search. (Submitted to an international journal).

1.4. Final considerations and further work

In this research we study complex inventory routing problems when parameters such as demands and

travel times are assumed to be uncertain. Such problems include the maritime inventory routing problem,

the production-inventory-routing problem and the inventory problem with setups.

Our research has made important contributions both theoretical and practical.

We used different approaches to deal with uncertainty in inventory routing problems (stochastic pro-

gramming, robust optimization, the use of risk measures, and the use of inventory buffers) and made

an extensive comparative study of the solutions obtained in terms of its structure, cost and flexibility in

dealing with disruptions.
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For a class of robust optimization problems, which includes inventory management problems, we

introduce a new Lagrangian dual model and establish relations between some of the most important

approaches in the literature: the exact min-max approach and both the classical dual and the affine ap-

proximations. By using the interpretation of the Lagrangian multipliers as penalties, efficient heuristics

are also proposed for robust inventory problems.

A strong paradigm of our research is to develop methods and explore ideas that can be easily applied

to a wide range of problems. Among the explored ideas are the use of a warm start and the choice of

the first-stage solutions maximizing a robust criteria (to speed up decomposition approaches to robust

problems), and the use of relax-and-fix techniques. Also several ideas that explore the structure of the

solutions were analysed to guide well-known search methods, such as the iterated local search and the

proximity search, for quickly finding better solutions by associating different weights to the variables

aiming to differentiate the variables from each other. In particular, this is the basis of the general heuristics

proposed in Chapters 5 and 7.

Large part of our research is devoted to the study of the MIRP. For the non-deterministic variants

of the problem, we consider a two-stage model where the routing and the loading/unloading decisions

are here-and-now decisions, and the start time and the inventory level of each port visit are adjustable

decisions. This kind of structure is particularly suitable for MIRPs with long travel times, in which there

is no flexibility in the routing plan, meaning that, once defined, it cannot be changed any more. However,

for MIRPs problems in which the ports are relatively close, and consequently the travel times are short,

it is desirable to allow some flexibility in the route planing. Hence, recourse actions (also involving the

routing plan) should be considered after observing the travel time (and any delays) while traveling from

one port to the next. In this case, the MIRP naturally becomes a multi-stage problem. Therefore, an

interesting topic for further research would be to study MIRPs with additional flexibility in the route

planning through a multi-stage model.

The choice of the most suitable approach to deal with the uncertainty in a given problem heavily

depends on both the position of the decision maker regarding the risk of disruptions and the knowledge

about the uncertainty. The stochastic programming requires a deeper knowledge on the uncertain pa-

rameters than the robust optimization, and it usually leads to models more difficult to solve. The robust

optimization often leads to tractable models (when some particular uncertainty sets are considered), but

the obtained solutions can be too conservative. As future research direction, we intend to study new and

recently proposed approaches to deal with the uncertainty in complex optimization problem aiming to

overcome the main drawbacks of both the stochastic programming and the robust optimization. In partic-

ular, we intend to focus on the distributionally robust optimization since in the literature the applications

of this approach to IRPs are still limited, mainly due to the complexity of the resulting models.

Another research direction is to continue the work developed in Chapter 7, which consists on the
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creation of powerful heuristics for general problems. First of all, we intend to apply the ideas described

in Chapter 7 to other heuristics in which the Hamming distance is used, such as the ILS and the Feasibility

Pump. Then we aim to consider more sophisticated techniques, such as machine learning techniques, to

predict the value that should be assigned to some variables to more quickly obtain near-optimal solutions.
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[68] I. Yanıkoğlu, B. L. Gorissen, and D. den Hertog. A survey of adjustable robust optimization. Euro-

pean Journal of Operational Research, 277(3):799–813, 2019.

[69] H. J. Zimmermann. Fuzzy set theory and its application. Boston: Kluwer Academic Publishers,

1991.



Chapter 2

Stochastic MIRP

A MIP based local search heuristic for a stochastic maritime
inventory routing problem

Agostinho Agra∗ · Marielle Christiansen† · Lars Magnus Hvattum‡ · Filipe Rodrigues∗

Published in Lecture Notes in Computer Science, 2016

Abstract We consider a single product maritime inventory routing problem in which the production

and consumption rates are constant over the planning horizon. The problem involves a heterogeneous

fleet of ships and multiple production and consumption ports with limited storage capacity. In spite of

being one of the most common ways to transport goods, maritime transportation is characterized by high

levels of uncertainty. The principal source of uncertainty is the weather conditions, since they have a

great influence on sailing times. The travel time between any pair of ports is assumed to be random and

to follow a log-logistic distribution. To deal with random sailing times we propose a two-stage stochastic

programming problem with recourse. The routing, the order in which the ports are visited, as well as

the quantities to load and unload are fixed before the uncertainty is revealed, while the time of the visit

to ports and the inventory levels can be adjusted to the scenario. To solve the problem, a MIP based

local search heuristic is developed. This new approach is compared with a decomposition algorithm in a

computational study.
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2.1. Introduction

We consider a maritime inventory routing problem (MIRP) where a heterogeneous fleet of ships is

transporting a single product between ports. There exists one type of ports where the product is produced,

and in the other ports the product is consumed. The production and consumption rates are constant over

the planning horizon. At all ports, there exists an inventory for storing the product, and lower and upper

limits are given for each port. Each port can be visited one or several times during the planning horizon

depending on the size of the storage, the production or consumption rate, and the quantity loaded or

unloaded at each port visit. The MIRP consists of designing routes and schedules for a fleet of ships in

order to minimize the transportation and port costs, and to determine the quantities handled at each port

call without exceeding the storage limits. The MIRP is a very important and common problem in maritime

shipping and is relevant when the actors involved in a maritime supply chain have the responsibility for

both the transportation of the cargoes and the inventories at the ports. The shipping industry is capital

intensive, so a modest improvement in fleet utilization can imply a large increase in profit. Therefore,

the ability of ship operators to make good decisions is crucial. However, the MIRPs are very complex to

solve due to the high degree of freedom in the routing, scheduling, number of port visits, and the quantity

loaded or unloaded at each port visit.

There exists a solid amount of research and resulting publications within MIRPs, and these have

formed the basis of several surveys: Papageorgiou et al. [18], Christiansen et al. [10], and Christiansen

and Fagerholt [8, 9]. In addition, Coelho et al. [12] and Andersson et al. [4] surveyed both land-based

and maritime inventory routing problems.

Maritime transportation is characterized by high levels of uncertainty, and one of the most common

uncertainties is the sailing times that are affected by heavily changing weather conditions. In practice,

unpredictable delays may affect the execution of an optimal deterministic plan. In order to compensate

for such delays, it is possible for the ships to speed up when necessary. However, in practice it will most

often be beneficial to consider the uncertainty explicitly when finding the optimal plan.

Even though maritime transportation is heavily influenced by uncertainty, most of the research re-

ported in the literature on maritime routing and scheduling consider static and deterministic problems.

However, some contributions exist, and we describe the ones that are closest to the MIRP with stochastic

travel times studied here. For a ship routing and scheduling problem with predefined cargoes, Chris-

tiansen and Fagerholt [7] design ship schedules that are less likely to result in ships staying idle at ports

during weekends by imposing penalty costs for arrivals at risky times (i.e. close to weekends). The re-

sulting schedule needs to be more robust with respect to delays from bad weather and time in port due to

the restricted operating hours in port during weekends. Agra et al. [3] solved a full-load ship routing and

scheduling problem with uncertain travel times using robust optimization. Furthermore, Halvorsen-Weare

and Fagerholt [14] analysed various heuristic strategies to achieve robust weekly voyages and schedules
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for off-shore supply vessels working under tough weather conditions. Heuristic strategies for obtaining

robust solutions with uncertain sailing times and production rate were also discussed by Halvorsen-Weare

et al. [15] for the delivery of liquefied natural gas. For a crude oil transportation and inventory problem,

Cheng and Duran [6] developed a decision support system that takes into account uncertainty in sailing

time and demand. The problem is formulated as a discrete time Markov decision process and solved by

using discrete event simulation and optimal control theory. Rakke et al. [19] and Sherali and Al-Yakoob

[20, 21] introduced penalty functions for deviating from the customer contracts and the storage limits,

respectively, for their MIRPs. Christiansen and Nygreen [11] used soft inventory levels to handle uncer-

tainties in sailing time and time in port, and these levels were transformed into soft time windows for a

single product MIRP.

Agra et al. [2] were the first to use stochastic programming to model uncertain sailing and port times

for a MIRP with several products and inventory management at the consumption ports only. A two-stage

stochastic programming model with recourse was developed where the first-stage consists of routing,

and loading/unloading decisions, and the second-stage consists of scheduling decisions. The model was

solved by a decomposition approach similar to an L-shaped algorithm where optimality cuts were added

dynamically, and the solution process was embedded within the sample average approximation method.

The objective of this paper is to present a general single product MIRP with stochastic sailing times

and a heuristic method to solve the problem. As in the work by Agra et al. [2], we have developed

a two-stage stochastic programming model with recourse where the first-stage consists of routing and

loading/unloading decisions, and the second-stage consists of scheduling decisions. Although the two

problems have several differences (the number of products considered, management inventory at supply

ports, and random aspects of uncertainty), this work was also motivated by the stability problems reported

for the approach followed by Agra et al. [2]. When the instances become harder, the objective function

values obtained by the heuristic approach had large levels of variance. As in previous work we assume

the inventory limits can be violated with a penalty. Here we discuss in more detail the impact of the

value of such penalties on the stability of the solution procedure, since different penalty values may

correspond to different decision maker strategies, and may influence the efficiency of branch and cut based

procedures. Low penalty values will be used when backlogged consumption and excess of production are

less important than the routing cost, and generate low transportation cost solutions. High penalty values

create solutions that are averse to inventory limit violations. Since the fractional solutions obtained by

linear relaxations will present, in general, no violation of the inventory limits, the integrality linear gaps

tend to be much higher when the penalty values are higher, which deteriorates the performance of branch

and cut based procedures. Additionally, in order to circumvent the stability problems, we propose a new

heuristic procedure which is based on a local search heuristic that uses the solution from a corresponding

deterministic problem as a starting solution.
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The remainder of this paper is organized as follows: The mathematical model of the deterministic

problem is presented in Section 2.2, while the stochastic model is presented in Section 2.3. Section 2.4

presents the heuristic stochastic solution approaches. Extensive computational results are reported and

discussed in Section 2.5, followed by some concluding remarks in Section 2.6.

2.2. Mathematical model for the deterministic problem

In this section we introduce a mathematical formulation for the deterministic problem.

Routing constraints

Let V denote the set of ships and N denote the set of ports. Each ship v ∈ V must depart from its initial

position, that can be a point at sea. For each port we consider an ordering of the visits accordingly to the

time of the visit.

The ship paths are defined on a network where the nodes are represented by a pair (i,m), where i

indicates the port and m indicates the visit number to port i. Direct ship movements (arcs) from node

(i,m) to node ( j,n) are represented by (i,m, j,n). For ease of notation, if a ship departs from a point at sea,

an artificial port is created and a single visit is associated with it.

We define S A as the set of possible nodes (i,m), S A
v as the set of nodes that may be visited by ship v,

and set S X
v as the set of all possible movements (i,m, j,n) of ship v.

For the routing we define the following binary variables: xim jnv is 1 if ship v travels from node (i,m)

directly to node ( j,n), and 0 otherwise; wimv is 1 if ship v visits node (i,m), and 0 otherwise; zimv is equal

to 1 if ship v ends its route at node (i,m), and 0 otherwise; yim indicates whether a ship is making the mth

visit to port i, (i,m), or not. The parameter µ
i

denotes the minimum number of visits at port i and the

parameter µi denotes an upper bound on the number of visits at port i.

wimv−
∑

( j,n)∈S A
v

x jnimv = 0, ∀v ∈ V, (i,m) ∈ S A
v , (2.1)

wimv−
∑

( j,n)∈S A
v

xim jnv− zimv = 0, ∀v ∈ V, (i,m) ∈ S A
v , (2.2)

∑
v∈V

wimv = yim, ∀(i,m) ∈ S A, (2.3)

yim = 1, ∀(i,m) ∈ S A : m ∈ {1, · · · ,µ
i
}, (2.4)

yi(m−1)− yim ≥ 0, ∀(i,m) ∈ S A : µ
i
+ 1 < m ≤ µi, (2.5)
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xim jnv ∈ {0,1}, ∀v ∈ V, (i,m, j,n) ∈ S X
v , (2.6)

wimv,zimv ∈ {0,1}, ∀v ∈ V, (i,m) ∈ S A
v (2.7)

yim ∈ {0,1}, ∀(i,m) ∈ S A. (2.8)

Equations (2.1) and (2.2) are the flow conservation constraints, ensuring that a ship arriving at a node

also leaves that node or ends its route. Constraints (2.3) ensure that a ship can visit node (i,m) only if

yim is equal to one. Equations (2.4) fix yim to 1 for the mandatory visits. Constraints (2.5) state that if

port i is visited m times, then it must also have been visited m−1 times. Constraints (2.6)-(2.8) define the

variables as binary.

Loading and unloading constraints

Parameter Ji is 1 if port i is a producer; −1 if port i is a consumer. Cv is the capacity of ship v. The

minimum and maximum loading and unloading quantities at port i are given by Q
i
and Qi, respectively.

In order to model the loading and unloading constraints, we define the following continuous variables:

qimv is the amount loaded or unloaded from ship v at node (i,m); fim jnv denotes the amount that ship v

transports from node (i,m) to node ( j,n). The loading and unloading constraints are given by:∑
( j,n)∈S A

v

f jnimv + Jiqimv =
∑

( j,n)∈S A
v

fim jnv, ∀v ∈ V, (i,m) ∈ S A
v , (2.9)

fim jnv ≤Cvxim jnv, ∀ v ∈ V, (i,m, j,n) ∈ S X
v , (2.10)

Q
i
wimv ≤ qimv ≤ min{Cv,Qi}wimv, ∀v ∈ V, (i,m) ∈ S A

v , (2.11)

fim jnv ≥ 0, ∀v ∈ V, (i,m, j,n) ∈ S X
v , (2.12)

qimv ≥ 0, ∀v ∈ V, (i,m) ∈ S A
v . (2.13)

Equations (2.9) are the flow conservation constraints at node (i,m). Constraints (2.10) require that the

ship capacity is obeyed. Constraints (2.11) impose lower and upper limits on the loading and unloading

quantities. Constraints (2.12)-(2.13) are the non-negativity constraints.

Time constraints

We define the following parameters: T Q
i is the time required to load/unload one unit of product at

port i; Ti jv is the travel time between port i and j by ship v. It includes also any set-up time required to

operate at port j. T B
i is the minimum time between two consecutive visits to port i. T is the length of

the time horizon, and Aim and Bim are the time windows for starting the mth visit to port i. To ease the

presentation we also define, for each node (i,m), the following upper bound for the end time of the visit:
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T ′im = min{T,Bim +T Q
i Qi}. Given time variables tim that indicate the start time of the mth visit to port i, the

time constraints can be written as:

tim +
∑
v∈V

T Q
i qimv− t jn +

∑
v∈V |(i,m, j,n)∈S X

v

max{T ′im + Ti jv−A jn,0}xim jnv

≤ T ′im−A jn, ∀(i,m), ( j,n) ∈ S A, (2.14)

tim− ti,m−1−
∑
v∈V

T Q
i qi,m−1,v−T B

i yim ≥ 0, ∀(i,m) ∈ S A : m > 1, (2.15)

Aim ≤ tim ≤ Bim, ∀(i,m) ∈ S A. (2.16)

Constraints (2.14) relate the start time associated with node (i,m) to the start time associated with node

( j,n) when ship v travels directly from (i,m) to ( j,n). Constraints (2.15) impose a minimum interval

between two consecutive visits at port i. Time windows for the start time of visits are given by (2.16).

Inventory constraints

The inventory constraints are considered for each port. They ensure that the stock levels are within

the corresponding limits and link the stock levels to the loading or unloading quantities. For each port

i, the consumption/production rate, Ri, the minimum S i, the maximum S i and the initial S 0
i stock levels,

are given. We define the nonnegative continuous variables sim indicating the stock levels at the start of

the mth visit to port i. The inventory constraints are as follows:

si1 = S 0
i + JiRiti1, ∀i ∈ N, (2.17)

sim = si,m−1− Ji

∑
v∈V

qi,m−1,v + JiRi(tim− ti,m−1), ∀(i,m) ∈ S A : m > 1, (2.18)

sim +
∑
v∈V

qimv−Ri

∑
v∈V

T Q
i qimv ≤ S i, ∀(i,m) ∈ S A|Ji = −1, (2.19)

sim−
∑
v∈V

qimv + Ri

∑
v∈V

T Q
i qimv ≥ S i, ∀(i,m) ∈ S A|Ji = 1, (2.20)

siµi
+

∑
v∈V

qi,µi,v−Ri(T − tiµi
) ≥ S i, ∀i ∈ N |Ji = −1, (2.21)

siµi
−

∑
v∈V

qi,µi,v + Ri(T − tiµi
) ≤ S i, ∀i ∈ N |Ji = 1, (2.22)

sim ≥ S i, ∀(i,m) ∈ S A|Ji = −1, (2.23)

sim ≤ S i, ∀(i,m) ∈ S A|Ji = 1. (2.24)
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Equations (2.17) calculate the stock level at the start time of the first visit to a port, and equations (2.18)

relate the stock level at the start time of mth visit to the stock level at the start time of the previous visit.

Constraints (2.19) and (2.20) ensure that the stock levels are within their limits at the end of each visit.

Constrains (2.21) impose a lower bound on the inventory level at time T for consumption ports, while

constrains (2.22) impose an upper bound on the inventory level at time T for production ports. Constraints

(2.23) and (2.24) ensure that the stock levels are within their limits at the start of each visit.

Objective function

The objective is to minimize the total routing costs, including traveling and operating costs. The

traveling cost of ship v from port i to port j is denoted by CT
i jv and it includes the set-up costs. The

objective function is defined as follows:

min C(X) =
∑
v∈V

∑
(i,m, j,n)∈S X

v

CT
i jvxim jnv. (2.25)

2.3. Mathematical model for the stochastic problem

In the stochastic approach, the sailing times between ports are assumed to be independent and ran-

dom, following a known probability distribution (a log-logistic probability distribution which is discussed

in Section 2.5). As in the work by Agra et al. [2], the model introduced here is a recourse model with two

levels of decisions. The first-stage decisions are the routing, the port visits sequence, and the load/unload

quantities. These decisions must be taken before the scenario is revealed. The corresponding first-stage

variables are xim jnv,zimv,wimv,yim, and qimv. The adjustable variables are the time of visits and the inven-

tory levels. In the stochastic approach we allow the inventory limits to be violated by including a penalty

Pi for each unit of violation of the inventory limits at each port i. In addition to the variables tim(ξ), and

sim(ξ) indicating the time and the stock level at node (i,m), when scenario ξ is revealed, new variables

rim(ξ) are introduced to denote the inventory limit violation at node (i,m). If i is a consumption port,

rim(ξ) denotes the backlogged consumption, that is the amount of demand satisfied with delay. If i is a

production port, rim(ξ) denotes the demand in excess to the capacity. We assume the quantity in excess is

not lost but a penalty is incurred.

The main goal of the stochastic approach is to find the solution that minimizes the routing cost C(X)

plus the expected penalty value for inventory deviation to the limits, Eξ(Q(X, ξ)), where Q(X, ξ) denotes

the minimum penalty for the inventory deviations when scenario ξ with a particular sailing times vector is

considered and a set of first-stage decisions, denoted by X, is fixed. In order to avoid using the theoretical

joint probability distribution of the travel times, we follow the common Sample Average Approximation

(SAA) method, and replace the true expected penalty value Eξ(Q(X, ξ)) by the mean value of a large
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random sample Ω = {ξ1, . . . , ξk} of ξ, obtained by the Monte Carlo method. This larger set of k scenarios

is regarded as a benchmark scenario set representing the true distribution [17].

The objective function of the SAA model becomes as follows:

min C(X) +
1
|Ω |

∑
ξ∈Ω

∑
(i,m)∈S A

Pirim(ξ). (2.26)

In addition to the routing and loading and unloading constraints (2.1)-(2.13), the SAA problem has the

following time and inventory constraints.

Time constraints:

tim(ξ) +
∑
v∈V

T Q
i qimv− t jn(ξ) +

∑
v∈V |(i,m, j,n)∈S X

v

T M xim jnv,

≤ T M, ∀(i,m), ( j,n) ∈ S A, ξ ∈Ω, (2.27)

tim(ξ)− ti,m−1(ξ)−
∑
v∈V

T Q
i qi,m−1,v−T B

i yim ≥ 0, ∀(i,m) ∈ S A : m > 1, ξ ∈Ω, (2.28)

Aim ≤ tim(ξ) ≤ BM
im, ∀(i,m) ∈ S A, ξ ∈Ω. (2.29)

The inventory constraints are similar to the constraints for the deterministic problem, but now including

the possible violation of the inventory limits. The big constant T M is now set to 2T since the visits to

ports can now occur after time period T . Similarly, BM
im is set to 2T . The inventory constraints are as

follows:

si1(ξ) = S 0
i + JiRiti1(ξ)− Jiri1(ξ), ∀i ∈ N, ξ ∈Ω, (2.30)

sim(ξ)− Jiri,m−1(ξ) = si,m−1(ξ)− Jirim(ξ)− Ji

∑
v∈V

qi,m−1,v+JiRi(tim(ξ)− ti,m−1(ξ)),

∀(i,m) ∈ S A : m > 1, ξ ∈Ω, (2.31)

sim(ξ) +
∑
v∈V

qimv−Ri

∑
v∈V

T Q
i qimv ≤ S i, ∀(i,m) ∈ S A|Ji = −1, ξ ∈Ω, (2.32)

sim(ξ)−
∑
v∈V

qimv + Ri

∑
v∈V

T Q
i qimv ≥ S i, ∀(i,m) ∈ S A|Ji = 1, ξ ∈Ω, (2.33)

siµi
(ξ) +

∑
v∈V

qi,µi,v−Ri(T − tiµi
(ξ)) + riµi

(ξ) ≥ S i, ∀i ∈ N |Ji = −1, ξ ∈Ω, (2.34)

siµi
(ξ)−

∑
v∈V

qi,µi,v + Ri(T − tiµi
(ξ))− riµi

(ξ) ≤ S i, ∀i ∈ N |Ji = 1, ξ ∈Ω, (2.35)

sim(ξ),rim(ξ) ≥ 0 ∀(i,m) ∈ S A : m > 1, ξ ∈Ω. (2.36)

For brevity we omit the description of the constraints as their meaning is similar to the meaning of the
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corresponding constraints for the deterministic problem. The stochastic SAA model is defined by (2.26)

and the constraints (2.1)-(2.13), (2.27)-(2.36), and will be denoted by SAA-MIRP. Next we make two

important remarks.

Remark 2.1. The SAA-MIRP model has relatively complete recourse, since for each feasible solution to

the first-stage, the inclusion of r variables ensures that the second-stage has always a feasible solution.

Remark 2.2. When a first-stage solution X is known, the second-stage variables can easily be obtained

by solving k separate linear subproblems.

2.4. Solution methods

While the deterministic model can be solved to optimality for small size instances, the SAA-MIRP

model becomes much harder with the inclusion of the inventory violation variables r, and cannot consis-

tently be solved to optimality for large sample sizes. We consider M separate sets Ωi, i ∈ {1, . . . ,M} each

one containing `� k scenarios. The SAA-MIRP model is solved for each set of scenarios Ωi, (replacing

Ω by Ωi in model SAA-MIRP) giving M candidate solutions. Let us denote by X1, . . . ,XM, the first-stage

solutions of those candidate solutions. Then, for each candidate solution the value of the objective func-

tion for the large sample zk(Xi) = C(Xi)+ 1
k
∑
ξ∈Ω Q(Xi, ξ) is computed and the best solution is determined

by X∗ = argmin{zk(Xi) : i ∈ {1, . . . ,M}}. The average value over all sets of scenarios, z̄` = 1
M

∑M
i=1 zi

`
is a

statistical estimate for a lower bound on the optimal value of the true problem and zk(X∗), is a statistical

estimate for an upper bound on the optimal value.

Henceforward we discuss two procedures for solving the SAA-MIRP model for the small sets Ωi.

When employing scenario generation solution procedures it is desirable that no matter which set of sce-

narios is used, one obtains approximately the same objective function value. This is referred to as stability

requirement conditions [17]. Agra et al. [2] used a decomposition scheme for a stochastic MIRP that was

shown to be insufficient to reach stability for hard instances. Here we revisit this procedure and introduce

an alternative method.

2.4.1 Decomposition procedure

A common approach to solve stochastic problems is to decompose the model into a master problem

and one subproblem for each scenario, following the idea of the L-shaped algorithm [5]. The master

problem consists of the first-stage variables and constraints (2.1)-(2.13), and recourse variables and con-

straints (2.27)-(2.36) defined for a restricted set of scenarios. The subproblems consider fixed first-stage

decisions, and are solved for each scenario to supply new variables and constraints to the master problem.

Since the problem has relatively complete recourse, the resulting subproblems are feasible.
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We first solve the master problem including only one scenario to optimality. Then for each disregarded

scenario we check whether a penalty for inventory limit violations is incurred when the first-stage decision

is fixed. If such a scenario is found, we add to the master problem additional variables and constraints

enforcing that deviation to be penalized in the objective function. Then the revised master problem

is solved again, and the process is repeated until all the recourse constraints are satisfied. Hence, as

in the L-shaped method, the master problem initially disregards the recourse penalty, and an improved

estimation of the recourse penalty is gradually added to the master problem by solving subproblems and

adding the corresponding constraints. A formal description of this process is given below.

Algorithm 2.1 Decomposition procedure.
1: Consider the master problem with the scenario corresponding to the deterministic problem
2: Solve the master problem
3: while There is a scenario ξ ∈Ωi leading to an increase of the objective function cost do
4: Add constraints (2.27)-(2.36) for scenario ξ
5: Reoptimize the master problem with the new constraints using a solver for α seconds
6: end while

To check whether there is a scenario ξ ∈ Ωi leading to an increase of the objective function cost, one

can use a simple combinatorial algorithm that, for each scenario, determines the earliest arrival time based

on the computation of a longest path in an acyclic network [2].

2.4.2 MIP based local search procedure

In order to circumvent some possible stability problems resulting from the previous procedure, which

is based on a truncated branch and cut procedure, we propose a heuristic approach that iteratively searches

in the neighborhood of a solution. The procedure starts with the optimal solution from a deterministic

model, and ends when no improvement is observed. For the starting solution we either use the determin-

istic model (2.1)-(2.25), with no inventory violations allowed, or the stochastic model containing only

one scenario where all travelling times are set to their expected value. To define the neighborhood of a

solution, let w denote the solution vector of w variables. Following the local branching idea of Fischetti

and Lodi [13], we consider as the neighborhood of a solution, the set of solutions that can differ in at most

∆ variables, focusing only on the ship visit variables wimv. This local search can be done by adding the

following inequality, ∑
(i,m)∈S A

v ,v∈V |wimv=0

wimv +
∑

(i,m)∈S A
v ,v∈V |wimv=1

(1−wimv) ≤ ∆. (2.37)
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Inequality (2.37) counts the number of variables wimv that are allowed to flip their value from the value

taken in the solution. Note that the routing variables as well as the quantities to load and unload can be

changed freely.

In each iteration of the heuristic procedure, the SAA-MIR model restricted with the inclusion of

(2.37) is solved in its extensive form (without the decomposition procedure), since preliminary tests have

not shown clear benefits in using the decomposition technique in the restricted model. The procedure is

described in Algorithm 2.2.

Algorithm 2.2 MIP based Local Search procedure
1: Solve either model (2.1)-(2.25), or the SAA-MIRP with a single scenario consisting of expected

travel times
2: Set w to the optimal value of w
3: repeat
4: Add constraint (2.37) to the model defined for ` scenarios
5: Solve the model for α seconds
6: Update the solution w
7: until No improvement in the objective function is observed

2.5. Computational tests

This section presents some of the computational experiments carried out to test the two solution

approaches for a set of instances of a maritime inventory routing problem. The instances are based on

real data, and come from the short sea shipping segment with long loading and discharge times relative

to the sailing times. These instances result from those presented in [1], with two main differences. One is

the computation of the traveling times, which we discuss in detail below, and the other is the production

and consumption which we assume here to be constant, where the rates are given by the average of the

corresponding values given in the original set of instances. The number of ports and ships of each instance

is given in the second column of Table 2.2. The time horizon is 30 days. Operating and waiting costs are

time invariant.

Distribution of travel times and scenario generation

Here we describe the sailing times probability distribution as well as how scenarios are generated.

We assume that the sailing times Ti jv(ξ) are random and follow a three-parameter log-logistic probability

distribution. The cumulative probability distribution can be written as

F(Ti jv(ξ)) =
1

1 + ( 1
t )α

,
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where t =
Ti jv(ξ)−γ

β .

This type of distribution was used in [15] for an LNG (liquefied natural gas) tanker transportation

problem, and was motivated by the sailing times calculated for a gas tanker between Rome (Italy) and

Bergen (Norway), as reported in [16]. In the three-parameter log-logistic probability distribution, the

minimum travel time is equal to γ, and the expected travel time is equal to E[Ti jv(ξ)] =
βπ

αsin(π/α) +γ. The

three parameters, in [15], were set to α = 2.24, β = 9.79, and γ = 134.47. In our settings, the deterministic

travel time Ti jv, given in [1], is set to the expected travel time value, that is, Ti jv = E[Ti jv(ξ)]. In addition,

we let γ = 0.9×Ti jv, α = 2.24 (the same value as in [15], since α is a form parameter), and β is obtained

from the equation Ti jv = E[Ti jv(ξ)] =
βπ

αsin(π/α) +γ. In order to draw a sample, each travel time is randomly

generated as follows. First a random number r from (0,1] is generated. Then the travel time Ti jv(ξ) can

be found by setting r =
1

1 + ( 1
t )α

, which gives Ti jv(ξ) = γ+β

(
1− r

r

)− 1
α

.

Computational results

All tests were run on a computer with an Intel Core i5-2410M processor, having a 2.30GHz CPU and

8GB of RAM, using the optimization software Xpress Optimizer Version 21.01.00 with Xpress Mosel

Version 3.2.0.

The number of ports and ships of each instance is given in the second column of Table 2.1. The

following three columns give the size of the deterministic model (2.1)-(2.25), and the last three columns

give the size for the complete stochastic model SAA-MIRP with ` = 25.

Table 2.1 – Summary statistics for the seven instances.

Deterministic Model Stochastic Model
Inst. (| N |, | V |) # Rows # Col. # Int. Var. # Rows # Col. # Int. Var.

A (4,1) 765 545 273 8413 1713 273
B (3,2) 767 590 302 5303 1466 302
C (4,2) 1214 1042 530 8798 2210 530
D (5,2) 1757 1622 822 13157 3082 822
E (5,2) 1757 1622 822 13157 3082 822
F (4,3) 1663 1539 787 9183 2707 787
G (6,5) 4991 5717 2909 20687 7469 2909

Table 2.2 gives the optimal values of several instances for the deterministic model. Columns “No vi-

olations” give the optimal value (column C(X)) and running time in seconds (column Time) for the model

(2.1)-(2.25) with no inventory limit violations allowed. The following columns consider the stochastic

model with the expected travel times scenario only. For three different penalty values for inventory limit

violations (Pi = 1×`, Pi = 10×` and Pi = 100×`, where the ` is omitted for ease of notation) we provide
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the routing cost C(X), the value of the inventory violation (columns Viol) and the running time (columns

Time).

Table 2.2 – Instances and the corresponding routing costs and inventory violations for the expected value scenario

No violations Pi = 1 Pi = 10 Pi = 100
Inst. C(X) Time C(X) Viol Time C(X) Viol Time C(X) Viol Time
A 130.7 1 6.7 60.0 0 130.7 0.0 0 130.7 0.0 0
B 364.8 6 5.2 235.0 0 364.8 0.0 13 364.8 0.0 19
C 391.5 15 14.7 172.0 0 290.5 3.0 4 324.5 0.5 10
D 347.1 3 55.9 177.0 4 347.1 0.0 42 347.1 0.0 52
E 344.9 343 55.8 184.0 4 344.9 0.0 194 344.9 0.0 181
F 460.9 290 182.0 110.0 3 460.9 0.0 437 460.9 0.0 442
G 645.8 2962 336.3 176.5 17 645.8 0.0 6947 645.8 0.0 16296

Table 2.2 shows the influence of the penalty on the solution value and instance hardness. The running

times are small when Pi = 1 and tend to increase with the increase of the penalty. For small penalty values

the instances become easier to solve than for the case with hard inventory bounds. When the penalty

increases, the integrality gaps also increase (as fractional solutions contain, in general, no violation of

the inventory limits) making the instances harder to solve. For Pi = 10, Pi = 100 and for the case where

violations are not allowed, the solutions coincide for all instances except instance C.

Next we report the results using both procedures following the solution approach described in Sec-

tion 2.4 with M = 10 sets of scenarios with size ` = 25, and a large sample of size k = 1000. In Tables 2.3,

2.4, and 2.5, we present the computational results for the decomposition procedure using branch and cut

to solve each master problem with a running time limit of t = 1, t = 2, and t = 5 minutes. After this time

limit, if no feasible solution is found, then the running time is extended until the first feasible solution is

found. For each table we give the results for the three considered cases of penalties, denoted by Pi = 1,

Pi = 10, and Pi = 100. For each penalty we report the following values: the routing cost C(X) of the

best solution X∗ obtained with the procedure described in Section 2.4; the average number of violations

(columns Viol) for solution X∗; the variance between samples σ̂2
B =

1
(M−1)M

M∑
i=1

(zi
` − z̄`)2; the variance

in the larger sample σ̂2
L =

1
(k−1)k

∑
ξ∈Ω

(
C(X∗) + Q(X∗, ξ)− zk(X∗)

)2 ; and the running time, in seconds, of

the complete solution procedure. The running time includes solving the M stochastic problems, and for

each solution, computing the penalty value for the large set of k samples.

Variances σ̂2
B and σ̂2

L are used to evaluate the stability of the procedure. One can observe that when the

penalties increase, the variance for the large sample, σ̂2
L, increases as expected. For the variance between

samples, σ̂2
B, the value also increases when we compare Pi = 1 against the other values. Such behavior

can be explained by the fact that each master problem is solved by a branch and cut procedure and
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as explained above, when the penalty increases, the integrality gaps also increase making the instances

harder to solve. For those harder instances the branch and cut algorithm acts as a heuristic since the search

tree is truncated when the time limit is reached. Thus, the variance tends to increase when we compare

those cases where the instances are solved to optimality (some instances with Pi = 1) against those cases

where the solution procedure acts, in general, as a heuristic (most instances with Pi = 10 and Pi = 100).

However between the cases Pi = 10 and Pi = 100 there is no obvious trend. There are instances where the

decomposition procedure had a better degree of in-sample stability for Pi = 100 than for Pi = 10. Perhaps

as the penalty cost is so high, for some instances the solver identifies the same solution (a solution which

is robust in relation to inventory bounds violation and minimized the routing cost) for most of the small

samples Ωi considered. In general, we may state that the decomposition procedure tends to be less stable

with the increase of the penalties. There is no clear decrease in the variances when the running time limit

is increased.

Table 2.3 – Computational results using the decomposition procedure with a running time limit for each master
problem set to 1 minute

Pi = 1 Pi = 10 Pi = 100
Inst. C(X) Viol σ̂2

B σ̂2
L Time C(X) Viol σ̂2

B σ̂2
L Time C(X) Viol σ̂2

B σ̂2
L Time

A 130.7 0.0 4 0 105 130.7 0.0 27 0 116 130.7 0.0 27 0 118
B 364.8 1.4 13 0 492 364.8 1.4 64 5 3654 364.8 1.3 57 413 4965
C 263.5 3.0 73 0 151 343.9 2.5 91 0 292 411.5 0.0 36 2 749
D 347.1 2.0 190 0 1627 347.1 2.1 2463 5 3975 347.1 2.2 205 514 3524
E 344.9 3.2 358 0 2277 344.9 5.8 5830 13 5394 260.4 18.4 1945 698 4262
F 501.1 0.1 145 0 327 460.9 0.0 451450 0 5361 460.9 0.0 44413 0 4993
G 433.0 133.9 2136 1 1115 484.8 213.6 71357 151 6962 457.6 212.1 2121500 6 7696

Table 2.4 – Computational results using the decomposition procedure with a running time limit for each master
problem set to 2 minutes

Pi = 1 Pi = 10 Pi = 100
Inst. C(X) Viol σ̂2

B σ̂2
L Time C(X) Viol σ̂2

B σ̂2
L Time C(X) Viol σ̂2

B σ̂2
L Time

A 130.7 0.0 4 0 102 130.7 0.0 27 0 114 130.7 0.0 27 0 109
B 364.8 1.4 13 0 583 364.8 1.4 1368 5 6143 364.8 1.3 7539 413 8413
C 263.5 3.0 73 0 150 343.9 2.5 91 0 301 391.5 0.0 54 2 928
D 347.1 2.0 190 0 2367 363.2 0.2 792 0 7133 347.1 2.1 314 486 6602
E 344.9 3.2 358 0 2716 363.9 3.2 8839 7 8637 352.9 0.2 1809 40 9032
F 501.1 0.1 145 0 333 460.9 0.0 7025 0 7368 460.9 0.0 4024 0 7824
G 433.0 133.9 2136 1 3260 543.7 154.5 95489 135 10837 442.3 121.9 746118 9670 13003

In Table 2.6, we report the computational results for the MIP based local search heuristic, starting

with a solution obtained by using a single scenario consisting of expected travel times in the SAA-MIRP

model. Based on preliminary results, not reported here, we chose ∆ = 2. The running time limit is set to 5

minutes, however for most iterations the restricted problem is solved to optimality quickly. In Table 2.7,

we report the corresponding results for the same heuristic but starting with a solution obtained using the
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Table 2.5 – Computational results using the decomposition procedure with a running time limit for each master
problem set to 5 minutes

Pi = 1 Pi = 10 Pi = 100
Inst. C(X) Viol σ̂2

B σ̂2
L Time C(X) Viol σ̂2

B σ̂2
L Time C(X) Viol σ̂2

B σ̂2
L Time

A 130.7 0.0 4 0 102 130.7 0.0 27 0 116 130.7 0.0 27 0 121
B 364.8 1.4 13 0 602 364.8 1.4 1350 5 11781 364.8 1.3 76 413 17530
C 263.5 3.0 73 0 148 343.9 2.5 91 0 277 391.5 0.0 31 2 1611
D 347.1 2.0 190 0 4120 347.1 2.0 590 5 15130 430.3 1.1 395 127 16889
E 344.9 3.2 358 0 6827 352.9 0.2 1791 1 21592 360.9 3.4 5474 768 25769
F 501.1 0.1 145 0 321 460.9 0.0 36 0 11118 460.9 0.0 11200 0 13218
G 433.0 133.9 2136 1 6421 534.0 57.3 54937 4 20462 517.0 107.3 43724 23544 21564

model (2.1)-(2.25), that is, the model where no deviations to the inventory limits are allowed. We can

see that using hard inventory limits for the starting solution leads to a better solution for six instances and

worse for two instances.

Table 2.6 – Computational results using the MIP based local search heuristic

Pi = 1 Pi = 10 Pi = 100
Inst. C(X) Viol σ̂2

B σ̂2
L Time C(X) Viol σ̂2

B σ̂2
L Time C(X) Viol σ̂2

B σ̂2
L Time

A 130.7 0 4 0 205 130.7 0.0 54 0 210 130.7 0.0 54 0 210
B 260.7 32.7 74 0 406 364.8 1.3 22 4 698 364.8 1.3 44 400 769
C 263.5 3.0 87 0 388 391.5 0.0 11 0 704 411.5 0.0 131 0 944
D 377.2 6.2 28 0 2729 347.1 2.0 1 5 2768 347.1 2.0 48 490 2610
E 405.3 5.6 0 0 3731 344.9 3.1 0 7 3728 344.9 3.1 63 718 3694
F 460.9 0.0 46 0 1484 460.9 0.0 197 0 3438 460.9 0.0 197 0 3118
G 711.9 4.8 239 3 5174 679.5 1.6 602 5 6116 798.9 13.3 731 3246 9686

Table 2.7 – Computational results using the MIP based local search heuristic with the starting solution obtained for
the deterministic model with hard inventory constraints

Pi = 1 Pi = 10 Pi = 100
Inst. C(X) Viol σ̂2

B σ̂2
L Time C(X) Viol σ̂2

B σ̂2
L Time C(X) Viol σ̂2

B σ̂2
L Time

A 130.7 0 4 0 72 130.7 0.0 54 0 89 130.7 0.0 54 0 96
B 345.2 3.8 24 0 383 364.8 1.3 22 4 722 364.8 1.3 44 400 719
C 263.5 3.0 87 0 266 354.5 0.5 38 0 533 391.5 0.0 57 0 630
D 347.2 2.0 28 0 1097 347.1 2.0 1 5 2992 347.1 2.0 48 490 3675
E 344.9 3.1 0 0 1214 344.9 3.1 0 7 3227 344.9 3.1 63 718 5822
F 460.9 0.0 46 0 941 460.9 0.0 460 0 1670 460.9 0.0 197 0 1388
G 654.9 1.8 138 0 4592 679.5 1.6 994 5 8130 912.5 0.6 402 112 10332

When comparing the variances with those observed for the decomposition procedure one can observe

that the variances between samples are in general lower, meaning that the local search procedure presents

a higher degree of in-sample stability than the classical decomposition approach. For the larger sample,

both procedures present similar variance values, except for the harder instance (G with Pi = 100) where

the new heuristic procedure provides better out-of-sample stability. The running times of the local search
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heuristic are also lower than those for the decomposition procedure.

Finally, in Table 2.8 we present the overall cost zk(X) for the best solution obtained with the two

solution procedures. Columns Decomp. give the cost value for the decomposition procedure using a

time limit of 5 minutes, and columns MIPLS give the corresponding value for the MIP based local search

heuristic using the starting solution with no inventory deviations. The best result from the two approaches

is highlighted in bold. We can see that the new MIP based local search procedure is better than the

Table 2.8 – Cost zk(X) of the best solution obtained with each one of the solution procedures

kkkkk Pi = 1 kkkkk kkkkk Pi = 10 kkkkk kkkkk Pi = 100 kkkkk
Inst. Decomp. MIPLS Decomp. MIPLS Decomp. MIPLS

A 130.7 130.7 130.7 130.7 130.7 130.7
B 441.0 441.0 725.6 696.0 3707.2 3632.3
C 338.5 338.5 968.9 479.5 454.1 391.5
D 397.7 397.7 857.0 853.9 3261.5 5414.2
E 422.0 422.0 405.1 1115.2 8804.7 8047.7
F 502.9 460.9 460.9 460.9 460.9 460.9
G 3780.8 692.4 14861.1 1085.8 268712.0 2359.6

decomposition procedure in ten instances and worse in two. The decomposition procedure performs well

when instances can be solved to optimality. Overall, we may conclude that the local search heuristic

is more attractive than the decomposition procedure based on the branch and cut when the instances

are not solved to optimality, since the local search heuristic is faster, presents better levels of in-sample

stability for almost all instances and better levels of out-of-sample stability for the hardest instance, and

provides good quality solutions. On the other hand, for the instances that can be solved to optimality, the

decomposition procedure is the best option.

2.6. Conclusions

We consider a maritime inventory routing problem where the travel times are stochastic. The problem

is modeled as a two-stage stochastic programming problem with recourse, where violations of inventory

limits are penalized. A decomposition procedure that solves the master problem using a commercial

solver and a MIP based local search algorithm, are proposed. For several instances the master problem

is not solved to optimality within reasonable running times. Hence both procedures can be regarded

as heuristics. The two procedures are tested for stability using different values for the penalties. A

computational study based on a small set of benchmark instances shows that when the penalties are

low, the instances are easier to solve by exact methods, and the decomposition procedure can be used

efficiently. On the other hand, when penalties are high, the integrality gaps tend to increase making the

decomposition procedure, that uses the branch and cut to solve the master problem, less stable than the



Bibliography 41

MIP based local search heuristic. Additionally, the new proposed heuristic is in general faster than the

decomposition procedure.
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Robust MIRP

Robust optimization for a maritime inventory routing problem
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Abstract We consider a single product maritime inventory routing problem in which the production

and consumption rates are constant over the planning horizon. The problem involves a heterogeneous

fleet and multiple production and consumption ports with limited storage capacity.

Maritime transportation is characterized by high levels of uncertainty, and sailing times can be severely

influenced by varying and unpredictable weather conditions. To deal with the uncertainty, this paper in-

vestigates the use of adaptable robust optimization where the sailing times are assumed to belong to the

well-known budget polytope uncertainty set.

In the recourse model, the routing, the order of port visits, and the quantities to load and unload are

fixed before the uncertainty is revealed, while the visit time to ports and the stock levels can be adjusted

to the scenario. We propose a decomposition algorithm that iterates between a master problem that con-

siders a subset of scenarios and an adversarial separation problem that searches for scenarios that make

the solution from the master problem infeasible. Several improvement strategies are proposed aiming at

reducing the running time of the master problem and reducing the number of iterations of the decom-

position algorithm. An iterated local search heuristic is also introduced to improve the decomposition

algorithm. A computational study is reported based on a set of real instances.

Keywords Robust optimization ·Uncertainty ·Travel time ·Decomposition ·Matheuristic
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3.1. Introduction

In maritime transportation, large cargo quantities are transported between ports. Often storages are

placed at or close to the ports at both ends of a sailing leg. The transportation at sea as well as the storages

at ports are most often parts of a supply chain from producers to end customers. When a single decision

maker has the responsibility for both the transportation of the cargoes and the inventories at the ports, the

routing and scheduling of the ships and the inventory management can be planned simultaneously. The

resulting problem is called a maritime inventory routing problem (MIRP).

The shipping industry is capital intensive with high investment and operating costs for the ships as

well as large and valuable cargoes, so a modest improvement in the fleet utilization can imply a large

increase in profit. Therefore, the MIRP is a very important and common problem in maritime shipping.

These reasons, as well as the difficulties to solve the problem due to high degree of freedom in the routing,

scheduling, number of port visits, and the loaded and unloaded quantity, has lead to a solid amount of

research on MIRPs. The resulting publications have formed the basis of several surveys: Papageorgiou et

al. [40], Christiansen et al. [28], and Christiansen and Fagerholt [26, 27]. In addition, Coelho et al. [30]

and Andersson et al. [11] surveyed both land-based and maritime inventory routing problems.

Maritime transportation is characterized by high levels of uncertainty, and one of the most prevalent

sources of uncertainty is the sailing times that are affected heavily by changing weather conditions. In

practice, unpredictable delays may affect the execution of an otherwise optimal deterministic plan. In

order to compensate for such delays, it is possible for the ships to speed up when necessary. However,

in practice it will most often be beneficial to consider the uncertainty explicitly when finding the optimal

plan.

Therefore, we consider a maritime inventory routing problem (MIRP) with uncertain sailing or trav-

elling times. A heterogeneous fleet of ships is transporting a single product between ports. There is one

set of ports where the product is produced, and another set of ports where the product is consumed. The

production and consumption rates are assumed constant over the planning horizon. In all ports, there ex-

ists a storage for the product, and lower and upper inventory limits are given for each storage. Each port

can be visited once or several times during the planning horizon depending on the size of the storage, the

production or consumption rate, and the quantity loaded or unloaded at each port visit. The MIRP with

uncertain travelling times consists of designing routes and schedules for a fleet of ships that are robust

against delay in travelling times in order to minimize the transportation and port costs, and to determine

the quantities handled at each port call without exceeding the storage capacities.

Even though maritime transportation is heavily influenced by uncertainty, most of the research re-

ported in the literature on maritime routing and scheduling consider static and deterministic problems.

We review some of the existing contributions within maritime transportation considering uncertainties.

For a ship routing and scheduling problem with predefined cargoes, Christiansen and Fagerholt [25]
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design ship schedules that are less likely to result in ships staying idle at ports during weekends by

imposing penalty costs for arrivals at risky times (i.e. close to weekends). The resulting schedule needs

to be more robust with respect to delays from bad weather and unpredictable time in port due to the

restricted operating hours each day and ports being closed during weekends. Agra et al. [7] solved

a full-load ship routing and scheduling problem with uncertain travel times using robust optimization.

Furthermore, Halvorsen-Weare and Fagerholt [35] analysed various heuristic strategies to achieve robust

weekly voyages and schedules for off-shore supply vessels working under tough weather conditions.

Heuristic strategies for obtaining robust solutions with uncertain sailing times and production rate were

also discussed by Halvorsen-Weare et al. [36] for the delivery of liquefied natural gas.

For a crude oil transportation and inventory problem, Cheng and Duran [24] developed a decision sup-

port system that takes into account uncertainty in sailing time and demand. The problem was formulated

as a discrete time Markov decision process and solved by using discrete event simulation and optimal

control theory. Rakke et al. [41] and Sherali and Al-Yakoob [45, 46] introduced penalty functions for

deviating from the customer contracts and the storage limits, respectively, for their MIRPs. Christiansen

and Nygreen [29] used soft inventory levels to handle uncertainties in sailing time and time in port, and

these levels were transformed into soft time windows for a single product MIRP. Agra et al. [6] were

the first to use stochastic programming to model uncertain sailing and port times for a MIRP with sev-

eral products and inventory management at the consumption ports only. Recently, a heuristic stochastic

approach is presented in Agra et al. [9] to be able solve larger instances of the MIRP. Additionally, the au-

thors explain why using penalties for backlogged demands make the deterministic problem much harder,

which also motivates the recourse to robust approaches for MIRP.

Zhang et al. [52], see also Zhang [51], developed robust approaches for an Annual Delivery Plan

problem involving a single producer and multiple customers in the Liquefied Natural Gas business. First,

a maritime inventory routing problem with given time windows for deliveries with uncertain travel dis-

ruptions is solved by use of a Lagrangian heuristic scheme to obtain robust solutions. Second, a more

general robust maritime inventory routing problem with time windows is studied, where the length and

placement of the time windows are also decision variables. The problem is formulated as a two-stage

stochastic mixed-integer program, and the author proposes a two-phase solution approach that considers

a sample set of disruptions as well as their recovery solutions.

Robust inventory routing problems has also been considered in land transportation, but the uncer-

tainty is related to the demands. Solyali et al. [47] proposed a dualization approach, while Agra et al.

[10] developed a decomposition approach for inventory models that can be combined with routing and

uncertain demands. More general robust inventory problems have been considered, see for instance [20],

however the inventory problems usually assume the time is discretized into a finite set of time periods,

which contrasts with our problem where the time is considered continuous. For recent overviews on
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robust optimization see [13, 15, 23, 34].

Uncertainty has been considered for other related routing problems recently. Roldán et al. [42]

present three new customer selection methods for a dynamic and stochastic inventory routing problem.

Aghezzaf [3] considers a variant of the inventory routing optimization problem where customer demand

rates and travel times are stochastic but stationary. He proposes an approach to generate optimal robust

distribution plans. Li et al. [37] consider an inventory routing problem under replenishment lead-time

where the inventory levels are uncertain. They propose and optimization approach based on a genetic

algorithm. Bertsimas et al. [16] introduce a scalable approach for solving a robust and adaptive mixed

integer formulation for an inventory routing problem with demand uncertainty. Desaulniers et al. [31]

consider a new mathematical formulation for the IRP and develop a state-of-the-art branch-price-and-cut

algorithm for solving the problem. A survey on the inventory routing problem with stochastic lead times

and demands can be found in [43].

Zhang et al. [53] study a robust maritime inventory routing problem with time windows and stochastic

travel times, where the length and placement of the time windows are decision variables. The problem is

modeled as a two-stage stochastic mixed-integer program, and a two-phase heuristic solution approach is

proposed.

Adulyasak and Jaillet [2] consider the vehicle routing problem with deadlines under travel time un-

certainty, discussing both stochastic and robust problem variants. Adulyasak et al. [1] solve the land

production routing problem under demand uncertainty considering a stochastic setting by using a Ben-

ders decomposition approach with several enhancements. Other heuristic algorithms for the production

routing problem were proposed by Solyali and Süral [48] and Russell [44]. A comparison between

two scenario-based frameworks, a stochastic programming and robust optimization approach, for supply

planning under uncertainty is provided by Maggioni et al. [39].

The objective of this paper is to present a general robust optimization procedure for solving single

product MIRP with uncertain travelling times that results in robust solutions that are immune to some

sailing times delays and where the inventory limits are not violated due to the delays. In the robust

model, the travelling times belong to an uncertainty set, which we assume to be the well known budget

constrained polytope introduced by Bertsimas and Sim [18]. The total deviation of the travelling times

to the nominal values is controlled by a parameter. This set has the advantage that it is easy to interpret

from a practical point of view, and its structure can be explored from a computational point of view when

decomposition techniques are employed [8, 10, 21].

In relation to existing literature, this paper provides the following contributions:

(i) introduces a robust model to a MIRP in order to derive solutions that are immune to a certain

number of delays in relation to inventory level deviations. This model assumes that the routing,

number of port visits and the quantities to load and unload cannot be adjusted to the uncertain
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scenario, while the time for start of service as well as the inventory levels are adjustable;

(ii) develops a decomposition algorithm, where the problem is relaxed into a master problem and each

robust constraint is written for a small subset of scenarios only, and a separation subproblem that

checks whether the solution is feasible for the omitted robust constraints;

(iii) introduces several improvement strategies for the decomposition algorithm. One set of improve-

ments aims to reduce the running time of each master problem, while the other intends to reduce the

number of iterations of the decomposition algorithm. Most of these improvements can be extended

to other related problems solved by robust optimization;

(iv) a new iterated local search heuristic is presented. The heuristic provides good quality solution and

can also be extended to other robust optimization problems. The heuristic is used to improve the

exact decomposition approach.

The rest of the paper is organized as follows: The mathematical model of the deterministic problem

is presented in Section 3.2, while the robust optimization model and the decomposition algorithm are de-

scribed in Section 3.3. Section 3.4 is devoted to improvement strategies for the decomposition approach.

An iterated local search heuristic is presented in Section 3.5. Furthermore, computational results are

reported and discussed in Section 3.6, followed by some concluding remarks in Section 3.7.

3.2. Mathematical model for the deterministic problem

In this section we present a mathematical formulation for a deterministic version of our maritime

inventory routing problem.

Routing constraints

Let V denote the set of ships and N denote the set of ports. Each ship v ∈ V must depart from its

initial position, which is either a port or a point at sea. For each port we consider an ordering of the visits

accordingly to the time of the visit.

The ship paths are defined on a network where the nodes are represented by a pair (i,m), where i

indicates the port and m indicates the visit number to port i. Direct ship sailings (arcs) from node (i,m) to

node ( j,n) are represented by (i,m, j,n). Figure 3.1 depicts two ship paths. Ship 1 leaves its origin, sails

to Port 1, for the first visit, then Port 2 is visited for the first time, and finally ship 1 terminates its route

servicing Port 3. This is the second visit to Port 3, because Ship 2 visited Port 3 first on its route to Port 1.

We define S A as the set of possible nodes (i,m), S A
v as the set of nodes that may be visited by ship v,

and set S X
v as the set of all possible sailings (i,m, j,n) of ship v. For the routing we define the following
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Figure 3.1 – Example of two ship routes. The route of Ship 1 is represented by solid lines and the route of Ship 2
is represented by dashed lines.

binary variables: xim jnv is 1 if ship v travels from node (i,m) directly to node ( j,n), and 0 otherwise; xO
imv

indicates whether ship v travels directly from its initial position to node (i,m) or not; wimv is 1 if ship v

visits node (i,m), and 0 otherwise; zimv is equal to 1 if ship v ends its route at node (i,m), and 0 otherwise;

zO
v is equal to 1 if ship v is not used and 0 otherwise; yim indicates whether a ship is making the mth visit

to port i, (i,m), or not. The parameter µ
i
denotes the minimum number of visits at port i and the parameter

µi denotes an upper bound on the number of visits at port i.∑
(i,m)∈S A

v

xO
imv + zO

v = 1, ∀v ∈ V, (3.1)

wimv−
∑

( j,n)∈S A
v

x jnimv = 0, ∀v ∈ V, (i,m) ∈ S A
v , (3.2)

wimv−
∑

( j,n)∈S A
v

xim jnv− zimv = 0, ∀v ∈ V, (i,m) ∈ S A
v , (3.3)

∑
v∈V

wimv = yim, ∀(i,m) ∈ S A, (3.4)

yim = 1, ∀(i,m) ∈ S A : m ∈ {1, . . . ,µ
i
}, (3.5)

yi(m−1)− yim ≥ 0, ∀(i,m) ∈ S A : µ
i
+ 1 < m ≤ µi, (3.6)

xim jnv ∈ {0,1}, ∀v ∈ V, (i,m, j,n) ∈ S X
v , (3.7)

xO
imv,wimv,zimv ∈ {0,1}, ∀v ∈ V, (i,m) ∈ S A

v , (3.8)

yim ∈ {0,1}, ∀(i,m) ∈ S A. (3.9)

Equations (3.1) ensure that each ship either departs from its initial position and travels to another node or

the ship is not used. Equations (3.2) and (3.3) are the flow conservation constraints, ensuring that a ship
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arriving at a node either leaves that node or ends its route. Constraints (3.4) ensure that a ship can visit

node (i,m) only if yim is equal to one. Equations (3.5) fix yim to 1 for the mandatory visits. Constraints

(3.6) state that if port i is visited m times, then it must also have been visited m− 1 times. Constraints

(3.7)-(3.9) define the variables as binary.

Loading and unloading constraints

Parameter Ji is 1 if port i is a producer and −1 if it is a consumer. The quantity on ship v at the

beginning of the planning horizon is given by QO
v , and the capacity of ship v is denoted by Cv. The

minimum and maximum loading and unloading quantities at port i are given by Q
i
and Qi, respectively.

In order to model the loading and unloading constraints, we define the following continuous variables:

qimv is the amount loaded or unloaded from ship v at node (i,m); fim jnv denotes the amount that ship v

transports from node (i,m) to node ( j,n), and f O
imv gives the amount that ship v transports from its initial

position to node (i,m). The loading and unloading constraints are given by:

f O
imv +

∑
( j,n)∈S A

v

f jnimv + Jiqimv =
∑

( j,n)∈S A
v

fim jnv, ∀v ∈ V, (i,m) ∈ S A
v , (3.10)

f O
imv = QO

v xO
imv, ∀v ∈ V, (i,m) ∈ S A

v , (3.11)

fim jnv ≤Cvxim jnv, ∀ v ∈ V, (i,m, j,n) ∈ S X
v , (3.12)

Q
i
wimv ≤ qimv ≤ min{Cv,Qi}wimv, ∀v ∈ V, (i,m) ∈ S A

v , (3.13)

fim jnv ≥ 0, ∀v ∈ V, (i,m, j,n) ∈ S X
v , (3.14)

f O
imv,qimv ≥ 0, ∀v ∈ V, (i,m) ∈ S A

v . (3.15)

Equations (3.10) are the flow conservation constraints at node (i,m). Equations (3.11) determine the

quantity on ship v when it travels from its initial node to node (i,m). Constraints (3.12) require that the

ship capacity is obeyed. Constraints (3.13) impose lower and upper limits on the loading and unloading

quantities. Constraints (3.14)-(3.15) are the non-negativity constraints.

Time constraints

We define the following parameters: T Q
i is the time required to load or unload one unit of product at

port i and Ti jv is the travel time between port i and j by ship v. The travel time also includes any set-up

time required to operate at port j. T O
iv indicates the travelling time required by ship v to travel from its

initial position to facility i. T B
i is the minimum time between two consecutive visits to port i. T is the

length of the time horizon, and Aim and Bim are the time windows for starting the mth visit to port i. Such

time windows are considered only for generality, since here we will consider Aim = 0, and Bim = T. To
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ease the presentation we also define, for each node (i,m), the following upper bound for the end time of

the visit: T ′im = min{T,Bim + T Q
i Qi}. Given time variables tim that indicate the start time of each visit at

each port, the time constraints can be written as:

tim +
∑

v∈V:(i,m, j,n)∈S X
v

max{T ′im + Ti jv−A jn,0}xim jnv

+
∑
v∈V

T Q
i qimv− t jn ≤ T ′im−A jn, ∀(i,m), ( j,n) ∈ S A, (3.16)

tim− ti,m−1−
∑
v∈V

T Q
i qi,m−1,v−T B

i yim ≥ 0, ∀(i,m) ∈ S A : m > 1, (3.17)∑
v∈V

T O
iv xO

imv ≤ tim, ∀(i,m) ∈ S A, (3.18)

Aim ≤ tim ≤ Bim, ∀(i,m) ∈ S A. (3.19)

Constraints (3.16) relate the start time associated with node (i,m) to the start time associated with node

( j,n) when ship v travels directly from (i,m) to ( j,n). Constraints (3.17) impose a minimum interval

between two consecutive visits at port i. Constraints (3.18) ensure that if ship v travels from its initial

position to (i,m), then the start time associated with (i,m) is at least the travelling time between the initial

position and port i. Time windows for the start time of visits are given by constraints (3.19).

Inventory constraints

The inventory constraints are considered for each port. They ensure that the stock levels are within

the corresponding limits and link the stock levels to the loading or unloading quantities. For each port

i, the rate of consumption or production, Ri, the minimum S i, the maximum S i and the initial S 0
i stock

levels are given. We define the nonnegative continuous variables sim to represent the stock levels at the

start of the mth visit to port i. The inventory constraints are as follows:

si1 = S 0
i + JiRiti1, ∀i ∈ N, (3.20)

sim = si,m−1− Ji

∑
v∈V

qi,m−1,v + JiRi(tim− ti,m−1), ∀(i,m) ∈ S A : m > 1, (3.21)

sim +
∑
v∈V

qimv−Ri

∑
v∈V

T Q
i qimv ≤ S i, ∀(i,m) ∈ S A : Ji = −1, (3.22)

sim−
∑
v∈V

qimv + Ri

∑
v∈V

T Q
i qimv ≥ S i, ∀(i,m) ∈ S A : Ji = 1, (3.23)

siµi
+

∑
v∈V

qi,µi,v−Ri(T − tiµi
) ≥ S i, ∀i ∈ N : Ji = −1, (3.24)
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siµi
−

∑
v∈V

qi,µi,v + Ri(T − tiµi
) ≤ S i, ∀i ∈ N : Ji = 1, (3.25)

sim ≥ S i, ∀(i,m) ∈ S A : Ji = −1, (3.26)

sim ≤ S i, ∀(i,m) ∈ S A : Ji = 1. (3.27)

Equations (3.20) calculate the stock level at the start time of the first visit to a port, and equations (3.21)

relate the stock level at the start time of the mth visit to the stock level at the start time of the previous

visit. Constraints (3.22) and (3.23) ensure that the stock levels are within their limits at the end of each

visit. Constrains (3.24) impose a lower bound on the inventory level at time T for consumption ports,

while constrains (3.25) impose an upper bound on the inventory level at time T for production ports.

Constraints (3.26) and (3.27) ensure that the stock levels are within their limits at the start of each visit.

Objective function

The objective is to minimize the total routing costs, including travelling and operating costs. The

travelling cost of ship v from port i to port j is denoted by CT
i jv and it includes the set-up costs. CTO

iv

represents the travelling cost of ship v from its initial position to port i. The objective function is defined

as follows:

min C(X) =
∑
v∈V

∑
(i,m, j,n)∈S X

v

CT
i jvxim jnv +

∑
v∈V

∑
(i,m)∈S A

v

CTO
iv xO

imv. (3.28)

3.3. Robust optimization

In this section we first present the robust optimization model and then describe the solution method

proposed.

3.3.1 Mathematical model for the robust formulation

In the robust model the travelling times belong to an uncertainty set. The uncertainty set represents

the situation where there can be at most a number Γ of delays in the ship paths. Instead of the travelling

time Ti jv, we might add a delay T̂i jv to a nominal travelling time value T̄i jv. As the travelling times do

not depend on the visits, one would increase all the travelling times between i and j if Ti jv is increased.

This increase affects mostly those routes where a ship sails multiple times directly between the same two

ports. To have full control on the number of delays, we replace Ti jv by ξim jnv in constraints (3.16) and T O
iv
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by ξO
imv in constraints (3.18):

tim +
∑

v∈V |(i,m, j,n)∈S X
v

max{T ′im + ξim jnv−A jn,0}xim jnv

+
∑
v∈V

T Q
i qimv− t jn ≤ T ′im−A jn, ∀(i,m), ( j,n) ∈ S A, (3.29)∑

v∈V

ξO
imvxO

imv ≤ tim, ∀(i,m) ∈ S A. (3.30)

For ease of notation we will consider in the following T O
imv as a particular case of T jnimv where j is the

initial position of ship v, denoted as o(v), and n will be 1. The uncertainty set is now defined using the

travelling times that depend on the visits, as follows:

ΞΓ = {ξ : ξim jnv = T̄i jv + T̂i jvδim jnv,

0 ≤ δin jmv ≤ 1,v ∈ V, (i,m, j,n) ∈ S X
v ,

∑
v∈V

∑
(i,m, j,n)∈S X

v

δim jnv ≤ Γ}.

This uncertainty set is the well-known budget polytope introduced by Bertsimas and Sim [19], where T̄i jv

is the nominal value corresponding to the expected travel time, T̂i jv is the maximum allowed deviation

(delay), δin jmv is the deviation of parameter Tim jnv from its nominal value, and Γ limits the number of

deviations.

The model introduced here is an adjustable robust program [22, 14, 32, 49] which features two lev-

els of decisions: first-stage variables must be fixed before the uncertainty is revealed, while adjustable

variables can react to account for the uncertainty. Such a concept has also been known as recoverable

robustness [38].

The first-stage variables xim jnv,zimv,wimv,yim, and qimv are the routing, the port visits sequence, and

the loading and unloading decisions. The adjustable variables are those related to the time and the stock

levels. These variables now depend upon the uncertain parameters. Hence, we define tim(ξ), and sim(ξ)

as the time and the stock level of visit (i,m), respectively, when scenario ξ (vector of travel times) is

revealed.

The first stage solution must ensure that, for each possible vector of travel times in the budget poly-

tope, the stock level at each port i is within the inventory bounds S i and S i. For the robust model the time

and inventory constraints are replaced by the following constraints:
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Time constraints:

tim(ξ) +
∑

v∈V:(i,m, j,n)∈S X
v

max{T ′im + ξim jnv−A jn,0}xim jnv

− t jn(ξ) +
∑
v∈V

T Q
i qimv ≤ T ′im−A jn,∀(i,m, j,n) ∈ S X , ξ ∈ ΞΓ, (3.31)

tim(ξ)− ti,m−1(ξ)−
∑
v∈V

T Q
i qi,m−1,v−T B

i yim ≥ 0, ∀(i,m) ∈ S A : m > 1, ξ ∈ ΞΓ, (3.32)∑
v∈V

ξo(v)1imvxO
imv ≤ tim(ξ), ∀(i,m) ∈ S A, ξ ∈ ΞΓ, (3.33)

Aim ≤ tim(ξ) ≤ Bim, ∀(i,m) ∈ S A, ξ ∈ ΞΓ. (3.34)

Inventory management constraints:

si1(ξ) = S 0
i + JiRiti1(ξ), ∀i ∈ N, ξ ∈ ΞΓ, (3.35)

sim(ξ) = si,m−1(ξ)− Ji

∑
v∈V

qi,m−1,v

+ JiRi(tim(ξ)− ti,m−1(ξ)), ∀(i,m) ∈ S A : m > 1, ξ ∈ ΞΓ, (3.36)

sim(ξ) +
∑
v∈V

qimv−Ri

∑
v∈V

T Q
i qimv ≤ S i, ∀(i,m) ∈ S A : Ji = −1, ξ ∈ ΞΓ, (3.37)

sim(ξ)−
∑
v∈V

qimv + Ri

∑
v∈V

T Q
i qimv ≥ S i, ∀(i,m) ∈ S A : Ji = 1, ξ ∈ ΞΓ, (3.38)

siµi
(ξ) +

∑
v∈V

qi,µi,v−Ri(T − tiµi
(ξ)) ≥ S i, ∀i ∈ N : Ji = −1, ξ ∈ ΞΓ, (3.39)

siµi
(ξ)−

∑
v∈V

qi,µi,v + Ri(T − tiµi
(ξ)) ≤ S i, ∀i ∈ N : Ji = 1, ξ ∈ ΞΓ, (3.40)

sim(ξ) ≥ S i, ∀(i,m) ∈ S A : Ji = −1, ξ ∈ ΞΓ, (3.41)

sim(ξ) ≤ S i, ∀(i,m) ∈ S A : Ji = 1, ξ ∈ ΞΓ. (3.42)

The robust model is defined by (3.1)–(3.15), (3.28), (3.31)–(3.42).

3.3.2 Model analysis

The model has an infinite number of variables tim(ξ) and sim(ξ), as well as time constraints and in-

ventory constraints. However, as the recourse model (3.31)–(3.42) is a pure linear model with no binary

variables, similarly to Lemma 1 in [8], it is easy to show that the uncertainty set can be restricted to the

extreme points of the budget polytope. That is ξ ∈ ext(ΞΓ) in constraints (3.31)–(3.42), where ext(ΞΓ) is

the set of extreme points of ΞΓ.
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For a given set Θ of scenarios the robust model will be denoted by R− IR(Θ). Hence, the finite model

restricted to the set of extreme points ext(ΞΓ) will be denoted by R− IR(ext(ΞΓ)).

In order to frame our work within robust optimization we make the following remarks:

Remark 3.1. (a) The model R− IR(Θ) has fixed recourse since the coefficients of the second stage

variables in the objective function and constraints are deterministic. Every variable is either non-

adjustable or fully adjustable, and the uncertainty set can be considered as a scenario-generated

uncertainty set.

(b) The deterministic problem is NP-hard, and it is quite complex since it generalizes and combines

NP-hard problems such as the vehicle routing problem with time windows (VRPTW) and inventory

problems. Current research is being conducted on that (deterministic) problem, such as valid in-

equalities and extended formulations. As the focus is on the robust approaches, we will restrict

ourselves to established results to the deterministic case and focus only on small/medium size in-

stances that can be solved to optimality. Remarks will be done on how the results can be extended

to larger instances.

(c) The value of the second stage (fully adjustable) variables do not affect directly the objective func-

tion value. That is, for given routes and pick-up and delivery quantities (first stage decisions) all

the robust feasible solutions lead to the same objective function value. This is common to the robust

VRPTW problem given in [8] where the second-stage variables (the time of the visit to each node)

do not affect the value of the solution. As a result, any policy for the adjustable variables that finds

a feasible solution for each scenario when such solution exists, is an optimal policy.

As we are dealing with fixed recourse, in theory the second stage variables, tim(ξ) and sim(ξ), can

be eliminated. That is, the set of feasible solutions can be projected onto the space of the first stage

variables. This approach was followed in [12] for a simpler two-stage robust network flow and design

problem, and in [8] robust approaches were used for the two dimensional spaces (with first stage and with

first and second stage variables) for the robust VRPTW problem, albeit the projection has not been done

explicitly. In [12] it was shown that even for simple graph structures the separation of the inequalities

resulting from the projection is NP-hard. In [8] a path formulation was used for the formulation in the

first stage variables space and the corresponding approach was not considered preferable than the one

working in the original space. As in our case, the projection would become much more complex, we

opted to eliminate only the stock sim(ξ) variables. Moreover, keeping the time variables tim(ξ) allows us

to easily use implicitly the policy of assigning to tim(ξ) the earliest possible time of the visit.

Next we eliminate the sim(ξ) variables. Equations (3.35) and (3.36) allow us to write stock variables
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as functions of the time visits:

sim(ξ) = S 0
i + JiRitim(ξ)− Ji

∑
v∈V

m−1∑
n=1

qinv,∀(i,m) ∈ S A, ξ ∈ ΞΓ. (3.43)

Using equations (3.43), constraints (3.39) and (3.40), are converted into the following constraints

S 0
i +

∑
v∈V

∑
m:(i,m)∈S A

qimv ≥ RiT + S i, ∀i ∈ N : Ji = −1, (3.44)

S 0
i + RiT ≤

∑
v∈V

∑
m:(i,m)∈S A

qimv + S i, ∀i ∈ N : Ji = 1. (3.45)

These constraints depend only on the first-stage decisions (decisions with no recourse).

For consumption ports, constraints (3.37) and (3.41) imply, respectively,

Ritim(ξ) ≥
∑
v∈V

m∑
n=1

qinv−
∑
v∈V

RiT
Q
i qimv + S 0

i −S i, ∀(i,m) ∈ S A : Ji = −1, ξ ∈ Ξ∗, (3.46)

Ritim(ξ) ≤
∑
v∈V

m−1∑
n=1

qinv + S 0
i −S i, ∀(i,m) ∈ S A : Ji = −1, ξ ∈ Ξ∗. (3.47)

For loading ports, constraints (3.38) and (3.42) imply:

Ritim(ξ) ≥
∑
v∈V

m∑
n=1

qinv−
∑
v∈V

RiT
Q
i qimv−S 0

i + S i, ∀(i,m) ∈ S A : Ji = 1, ξ ∈ Ξ∗, (3.48)

Ritim(ξ) ≤
∑
v∈V

m−1∑
n=1

qinv + S i−S 0
i , ∀(i,m) ∈ S A : Ji = 1, ξ ∈ Ξ∗. (3.49)

In both cases ξ ∈ Ξ∗ = ΞΓ.

Henceforward we consider the robust model as the model defined by the objective (3.28), and con-

straints (3.1)-(3.15), (3.44)-(3.49). For a given set of scenarios Ξ∗, it will be denoted by R− IR(ext(Ξ∗)).

Remark 3.2. A common approach to handle adjustable robust problems is to employ approximation

techniques such as the well known affine decision rules, see [14, 17]. In our problem the approximation

to use is not as clear as in the case where time periods are considered. A reasonable possibility would be

to write tim(ξ) as an affine function of the travelling times:

tim(ξ) =
∑
v∈V

∑
(k,`, j,n)∈S X

v

ηim
k` jnξk` jnv +

∑
v∈V

ηim
o(v)1imξo(v)1imv +ηim

0



56 Chapter 3. Robust MIRP

where the new (non-adjustable) variables are ηim
k` jn and ηim

o(v)1im.

This approximation has two main drawbacks: (i) it does not take into account other factors that are

relevant to define the time of the visits, such as the inventory levels and the time between consecutive

visits, thus it may restrict the solution space and deteriorate the quality of the solution; (ii) as we do

not have time periods all possible ship paths must be considered leading to a large number of variables.

Comparing to the (exact) row-column decomposition approach discussed in the next section we can see

that, in general, the number of variables used in the approximation would be larger.

Overall, from Remark 3.1, (c), optimal policies can be easily derived for the adjustable variables

which can be efficiently used from a computational point of view as discussed below. Thus, the approxi-

mation decision rules do not seem to help in our case as they may deteriorate the quality of the solution

and do not seem to simplify the problem much.

3.3.3 Solution method

Though finite, the model R− IR(ext(ΞΓ)) tends to be very large because the number of extreme points

of the uncertainty polytope tends to grow rapidly with the problem size. However, as it happens with many

MIP models that are defined through a large number of constraints but where only a few of them need to

be included in the model, an efficient solution method can be designed which can be seen as a variant of

the Benders’ decomposition approach. The main difference is that here both columns and variables are

added. Within robust optimization such approaches became popular recently, see [8, 10, 21, 49, 50]. This

procedure is also known as the Adversarial approach [23].

The decomposition approach works as follows: the problem is relaxed into a master problem (MP),

where each robust constraint is written only for a small subset Ξ∗ ⊂ ext(ΞΓ). Given a feasible solution

to the MP, we check whether the solution is feasible for the omitted robust constraints by solving an

adversarial separation problem (ASP). If a scenario leading to infeasibility is found we expand Ξ∗ and the

corresponding columns and rows are added to the MP and the augmented MP is solved again.

The MP is defined by the objective (3.28), and constraints (3.1)-(3.15), (3.44)-(3.48) defined for a sub-

set Ξ∗ ⊂ ext(ΞΓ). Given a first-stage solution, the ASP amounts to check whether constrains (3.46)-(3.48)

are satisfied for all ξ ∈ ext(ΞΓ), and if not, add the corresponding violated constraints. The decomposition

procedure is summarized in Algorithm 3.1.
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Algorithm 3.1 A column-and-row generation approach for the robust problem.

1: Initialize the subset Ξ∗ ⊆ ext(ΞΓ)← {ξ0} where ξ0 is the scenario with no delays
2: Solve the restricted R− IR(Ξ∗) problem
3: while There is a scenario ξ∗ in ext(ΞΓ) \Ξ∗, leading to a violation of a constraint (3.46)–(3.48) do
4: Add ξ∗ to Ξ∗ (and add the corresponding variables and rows to the model)
5: Solve the new restricted R− IR(Ξ∗) problem
6: end while

3.3.4 Adversarial separation problem

Here we discuss the ASP considered in Step 3 of Algorithm 3.1. Given a solution that considers the

scenarios in Ξ∗, the ASP checks whether this solution is feasible for the remaining scenarios, that is, when

the first stage decisions are fixed we check if there is a set of at most Γ delays that leads to a violation of

an inventory level (lower or upper bound) constraint.

Assume that the values of the first-stage variables are given by xim jnv, zimv, wimv, yim, qimv. We can

see that when variables qimv are set to qimv, the robust constraints (3.46)–(3.48) define time-windows

Aim ≤ tim ≤ Bim for each visit (i,m).

Inequalities (3.46)-(3.47) imply the following time windows for tim, with (i,m) ∈ S A|Ji = −1, ξ ∈ ΞΓ,

−
∑
v∈V

T Q
i qimv +

∑
v∈V

∑m
n=1 qinv + S 0

i −S i

Ri︸                                              ︷︷                                              ︸ ≤ tim(ξ) ≤
∑

v∈V
∑m−1

n=1 qinv + S 0
i −S i

Ri︸                          ︷︷                          ︸,
Aim Bim

and, inequalities (3.49)–(3.48) imply the following time windows for Ji = 1, ξ ∈ ΞΓ,

−
∑
v∈V

T Q
i qimv +

∑
v∈V

∑m
n=1 qinv−S 0

i + S i

Ri︸                                              ︷︷                                              ︸ ≤ tim(ξ) ≤
∑

v∈V
∑m−1

n=1 qinv + S i−S 0
i

Ri︸                          ︷︷                          ︸ .
Aim Bim

For each port visit, we compute the earliest time of visit and then check whether this time is below the

upper time window limit. A recursive approach is followed. Let α((i,m),γ) be the earliest arrival time at

(i,m) when γ arcs are using their maximum travel time. For γ = 0, . . . ,Γ, the value of α((i,m),γ) is given
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by

α((i,m),γ) = max



Aim

Aim

α((i,m−1),γ) +
∑

v∈V T Q
i qi,m−1,v + T B

i ,m > 1

α(( j,n),γ) + T Q
j q jnv + T jiv : x jnimv = 1

α(( j,n),γ−1) + T Q
j q jnv + T jiv + T̂i jv : x jnimv = 1

where α((i,m),γ) = −∞ if γ < 0. Aim is the lower time window limit to the visit, and Aim is the lower limit

forced by the stock level, as derived above. The third expression accounts for the case where the earliest

visit time results from the constraint imposing a time limit between consecutive visits to the same port

(forced by constraints (3.32)). The fourth and fifth expressions account for the case where the service

time results from the visit to another port j (implied by constraints (3.31)). The fourth expression is for

the case where there is no delay in the travelling time, and the fifth expression is for the case where a

delay occurs.

The values α((i,m),γ) are computed following the order given by the times tim observed in the solution

of the MP. This is enough to ensure that α((i,m),γ) is computed after the value α((i,m−1),γ) and values

α(( j,n),γ), α(( j,n),γ−1), when x jnimv = 1 in the MP solution.

The earliest starting time of visit (i,m) is α(i,m) = max{α((i,m),γ) : γ ∈ {1, . . . ,Γ}}. After computing

α(i,m) for each port visit (i,m), we need to check whether α(i,m) ≤ min{Bim,Bim}. If there is a violated

inequality, that means there is a scenario leading to an inventory limit violation, and the constraints and

variables corresponding to that scenario are added. Notice that this separation algorithm generalizes the

one given in [8] where only time windows are considered.

Example 3.1. Consider the example with T = 20, V = {1,2} and N = {1,2,3}. Port 1 is a supply port

and ports 2 and 3 are demand ports. The production/demand rates, the initial stock levels, are given

by R1 = 5,R2 = 1,R3 = 2, S 0
1 = 22,S 0

2 = 10,S 0
3 = 10, respectively. Consider S i = 0 and S i = 50, for all

i = 1,2,3. The quantities loaded/unloaded in the solution are q111 = 37, q211 = 10, q321 = 22, q312 = 8,

q122 = 45. The initial load onboard the ships are Q0
1 = 0, and Q0

2 = 8, and assume the operation times are

negligible T Q
1 = T Q

2 = 0. The routes are depicted in Figure 3.2. The values assigned to each arc represent

the travelling times. We consider an uncertainty set with Γ = 2 and T̂i jv = 1 for all (i, j,v). The plus 1

next to the values assigned to arcs (1,1,2,1) and (2,1,3,2) represent the delay of 1 unit. The values

α((i,n),γ) are given for the critical path leading to node (3,2). The value α((1,1),0) is given by A11 which

is computed from the initial stock (S 0
1 = 22), the production rate R1 = 5, and the load quantity (q111 = 37).

The values of α((2,1),1) and α((3,2),2) are computed from the expression α((i,m),γ) = α(( j,n),γ− 1) +

T Q
j q jnv + T jiv + T̂i jv for the routing arcs (1,1,2,1) and (2,1,3,2). We can see that the solution presented
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is feasible for the deterministic problem with the nominal travelling times but is infeasible for the robust

problem since the earliest arrival time to node (3,2) is 10 leading to a stockout since B32 = 9.

O1

O2

1,1

α((1,1),0) = 3

1,2

2,1

α((2,1),1) = 7

3,1 3,2

α((3,2),2) = 10

3+1

2

2+1

3

4

Figure 3.2 – Example of computation of α((i,m),γ) for Γ = 2 for an instance with three ports and two ships.

3.4. Improvement strategies for the decomposition algorithm

In order to improve the performance of the decomposition approach we test two types of improve-

ments. The first aims to reduce the running time of each master problem, while the second aims to reduce

the number of iterations of the decomposition method.

3.4.1 Solving the master problem

In order to improve the MP solution time we propose two improvements: the inclusion of valid

inequalities and the inclusion of a cutoff value. In both cases, these improvements can lead to a significant

improvement in the solution times for some difficult instances, while having a negligible influence when

solving easy instances.

Valid inequalities

Inequalities from knapsack relaxations have previously been used for MIRPs, see for instance [4, 5].

Here we add a subset of those inequalities that has proved to provide improvements on the integrality gap

of related problems.
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Let Di denote the total net demand of port i ∈ V during the planning horizon. For i ∈ N with Ji = −1,

Di = T ×Ri−S 0
i +S i. For i ∈ N with Ji = 1, Di = T ×Ri +S 0

i −S i Then, the following integer set, for i ∈ N,

is a relaxation of the feasible set.

Θi =

χ ∈ Z|V |+ :
∑
v∈V

Cvχv ≥ Di

 ,
where

χv =
∑

m:(i,m)∈S A
v

wimv,

denotes the number of times vehicle v visits port i during the planning horizon T.

Valid inequalities for Θi, i ∈ N are valid for the set of feasible solutions. A particular case of these

inequalities is the following integer rounding cut

∑
v∈V

∑
m:(i,m)∈S A

v

⌈
Cv

Q

⌉
wimv ≥

⌈
Di

Q

⌉
, (3.50)

where Q can be any positive number. We consider a different inequality for each v ∈ V, taking Q = Qv.

Initial primal bound

A common upper bound can be obtained by solving the well-known box-constrained problem by

considering

ΞB = {ξ : ξim jnv = T̄i jv + T̂i jvδim jnv,0 ≤ δim jnv ≤ 1,∀(i,m, j,n) ∈ S X ,v ∈ V}.

The worst case occurs when all the travelling times take their maximum value, that is, when we consider

the deterministic travelling times Tim jnv = T̄i jv + T̂i jv. Any feasible solution to this deterministic problem

is feasible for the robust problem, and therefore, its objective function value provides an upper bound,

which can be embedded in the decomposition procedure as a cutoff value to prune the search tree when

solving each optimization problem in Step 2 of Algorithm 3.1. The approach followed in this paper is to

solve the box-constrained problem until a desired optimality gap is attained.

3.4.2 Minimizing the number of iterations of the decomposition approach

The running time of each instance depends greatly on the number of MPs solved. Here we propose

three improvement strategies to reduce the number of iterations of the decomposition approach. The first

one is aggregation of scenarios. The second improvement strategy facilitates a warmer start considering
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an initial scenario that leads to an initial solution which incorporates some degree of immunity against de-

lays. Thus the corresponding solution is likely to provide a better lower bound to the value of the optimal

solution than the one obtained with the deterministic case where no delays are considered. Finally, we

adjust our solution approach to choose values on the first-stage variables that maximizes a given criterion

of robustness.

Scenarios aggregation

An improvement introduced in [8] is to add, in each iteration, a scenario that results from the aggre-

gation of several scenarios. Instead of adding a delay on arc (i,m, j,n) for a given ship, one can either add

a delay to all arcs (k, `, j,n) that enter node ( j,n) or add a delay to all arcs (i,m,k, `) that leave node (i,m).

This follows from the fact that at most one such arc can be selected in each feasible solution. Hence,

many scenarios can be aggregated into one augmented scenario.

Warm start

A warmer start can be obtained by adding delays, that is, consider Tim jnv = T̄i jv + T̂i jv, for some arcs.

These delays need to be carefully added since one need to guarantee that no more than Γ delays are added

to any feasible solution. An easy way to ensure that no more than Γ delays are added is either to add

delays to all leaving arcs from port visit (i,m), or add delays to all those arcs entering port visit ( j,n), for

Γ selected port visits. Preferably, the selected visits should be among those that are made in all feasible

solutions. Therefore, a natural selection starts by choosing the origins of each ship and then consider the

first visit to each port, for up to Γ ships.

Choice of first-stage solution maximizing a robustness criterion

The first-stage variables include both the binary variables xim jnv,zimv,wimv,yim, and the continuous

variables qimv. In general, for each vector of binary variables one can find alternative values for the

continuous variables qimv leading to the same objective function value. Hence, given a binary vector

representing the binary decisions, it makes sense to choose among all alternative continuous solutions

one that maximizes a given robustness criterion. This results in a pure linear problem when the binary

variables are fixed as we explain next.

The ASP checks whether the time windows are consistent by assigning to tim the earliest time of visit

value and compare it with an upper bound resulting from the inventory level. Here, since the load/unload
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quantities qimv are variables, the upper time-windows limit depends on these variables as follows:

Bim(q) =



∑
v∈V

m−1∑
n=1

qinv + S i−S 0
i

/Ri, Ji = 1∑
v∈V

m−1∑
n=1

qinv + S 0
i −S i

/Ri, Ji = −1

This means that the following constraints must be satisfied:

tim ≤ Bim(q),∀(i,m) ∈ S A. (3.51)

Let

dim = Bim(q)− tim,∀(i,m) ∈ S A (3.52)

denote the slack in the upper time window constraint that measures the delay that can occur on the time

visit (i,m) without having a violation. Intuitively, a feasible solution with large values for slack variables

dim will be more immune to delays than a solution with small slack values. In order to chose a first-stage

solution, two options are considered. The first option (denoted as Option 1) is to maximize the sum of

the slack variables z =
∑

(i,m)∈S A dim. The second option (denoted as Option 2) is to maximize the smallest

slack dim value, that is, to maximize z = d where

d ≤ dim,∀(i,m) ∈ S A. (3.53)

For completeness, Algorithm 3.2 details the steps that replace Step 2 and Step 4 (solve the restricted

R− IR(Ξ∗) problem) in Algorithm 3.1.

Algorithm 3.2 A two-stage approach for the master problem R− IR(Ξ∗).

1: Solve the restricted R− IR(Ξ∗) problem
2: Fix the the variables xim jnv,zimv,wimv,yim to their solution values
3: Add nonnegative variables dim (and d for Option 2), and constraints (3.51) and (3.52) (and constraints

(3.53) for Option 2)
4: Solve the resulting linear problem by maximizing function z

Example 3.2. In Example 3.1 we can see that for the same routing decisions there are alternative values

of load and unload quantities. For instance, by decreasing q111 to 32 and increasing q122 to 50, the

earliest time for visit (1,1) is now set to 2, (α(1,1),0) = 2, which leads to a situation where no shortage

occurs at node (3,2).
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Remark 3.3. One can see that the first stage solution cannot be complemented with a second stage

solution if there is a delay in the route to node (i,m) greater than dim. A lower bound for the worst case

delay can be computed as the sum of the min{k,Γ} highest values of T̂i jv in the route to node (i,m), where

k is the number of arcs in that route.

3.5. Iterated local search

As the robust MIRP considered is hard to solve, we present an iterated local search heuristic based

on local branching [33]. The idea is to consider as the starting solution the most conservative one, the

solution obtained for the box uncertainty set. This choice has three advantages: (i) it guarantees that a

feasible solution is found; (ii) the starting solution is obtained solving a deterministic problem and can

also be obtained heuristically; (iii) for many instances the value of this solution is not far from the value

of the optimal robust solution. Therefore, any improvement obtained will generate good upper bounds

for those cases.

For the local search, following the local branching idea of Fischetti and Lodi [33], we define the

neighborhood of a solution as the set of solutions that can differ in at most Λ of the wimv variables from

the current solution. The local search can be done by adding the following inequality to the model∑
(i,m)∈S A

v ,v∈V |wimv=0

wimv +
∑

(i,m)∈S A
v ,v∈V |wimv=1

(1−wimv) ≤ Λ. (3.54)

The iterated local search is given in Algorithm 3.3.

Algorithm 3.3 A MIP iterated local search based approach for a given set of scenarios Ξ∗.

1: Solve the deterministic problem corresponding to the box uncertainty set for α seconds
2: repeat
3: Add constraint (3.54) to the model R− IR(Ξ∗)
4: Solve the model for β seconds using the warm start enhancement
5: Update the solution w
6: until No improvement in the objective function is observed

The decomposition approach followed in Algorithm 3.1 decomposes the problem into a MP and a

ASP. While the ASP can be solved efficiently, the MP is NP-hard. Solving the MP to optimality in each

iteration of the decomposition method may be too time consuming. Moreover, to prove optimality, only

the MP considered at the last iteration must be solved to optimality. In order to use this fact we propose

to use Algorithm 3.3 to solve the MP in each iteration of the decomposition algorithm. Only when no

new scenario is found we follow Algorithm 3.1 to prove optimality. The drawback is that we do not know
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in advance which is the last iteration and whether a new better solution for the MP with the same set of

scenarios will be violated by a new scenario. In that case the iterative process must be resumed. The new

enhanced column-and-row generation approach is given in Algorithm 3.4.

Algorithm 3.4 The enhanced column-and-row generation approach.

1: Initialize the subset Ξ∗ ⊆ ext(ΞΓ)← {ξ∗} where ξ∗ is a scenario with Γ delays (see Warm start in
Section 3.4)

2: Solve the restricted R− IR(Ξ∗) problem using Algorithm 3.3
3: Perform Steps 2-4 of Algorithm 3.2
4: while There is a scenario ξ∗ in ext(ΞΓ) \Ξ∗, leading to a violation of a constraint (3.46)–(3.49) do
5: Add ξ∗ to Ξ∗ (and add the corresponding variables and rows to the model)
6: Solve the new restricted R− IR(Ξ∗) problem using Algorithm 3.3
7: Perform Steps 2-4 of Algorithm 3.2
8: end while
9: Save the current best solution as incumbent

10: Solve the restricted R− IR(Ξ∗) to optimality using the incumbent solution
11: Perform Steps 2-4 of Algorithm 3.2
12: while There is a scenario ξ∗ in ext(ΞΓ) \Ξ∗, leading to a violation of a constraint (3.46)–(3.49) do
13: Add ξ∗ to Ξ∗ (and add the corresponding variables and rows to the model)
14: Solve the new restricted R− IR(Ξ∗) using the incumbent solution
15: end while

Note that the solution obtained through Steps 1 to 8 is feasible for the model R− IR(Ω). Hence, the

enhanced algorithm discussed in Section 3.4 corresponds to Steps 9-15 of Algorithm 3.4 where the warm

start is replaced by the best robust solution obtained (resulting from Steps 1−8).

3.6. Computational tests

This section reports the computational experiments carried out to test the solution approaches for a set

of instances of a maritime inventory routing problem with possible delays when travelling between ports.

All tests were run on a computer with an Intel Core i5-2410M processor, having a 2.30GHz CPU and

8GB of RAM, using the optimization software Xpress Optimizer Version 21.01.00 with Xpress Mosel

Version 3.2.0.

3.6.1 Instances

The instances are based on those presented in [4]. There are two main differences: one is the com-

putation of the travelling times, which we discuss in detail below, and the other is the production and

consumption which we assume here to be constant. The number of ports and ships of each instance is
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given in the second column of Table 3.1. Operating and waiting costs are time invariant. The size of the

deterministic model is given in the following three columns. A time horizon of 30 days is considered.

The set of the 21 instances include both easy instances and difficult instances where the deterministic

problem is already difficult to solve.

Table 3.1 – Summary statistics for the 21 instances.

kkkkkkk Deterministic Model kkkkkkk
Inst. (| N |, | V |) # Rows # Col. # Int. Var.

A1, A2, A3 (4,1) 765 545 273
B1, B2, B3 (3,2) 767 590 302
C1, C2, C3 (4,2) 1214 1042 530
D1, D2, D3 (5,2) 1757 1622 822
E1, E2, E3 (5,2) 1757 1622 822
F1, F2, F3 (4,3) 1663 1539 787
G1, G2, G3 (6,5) 4991 5717 2909

The three instances in each group differ from each other in the initial inventory levels. The nominal

travelling times T̄i jv are taken as the travelling times of the instances given in [4]. To define the maximum

delays allowed, T̂i jv, we chose a constant delay α for each instance. This delay was found by increasing

the value of ∆ using steps of 0.1 until the deterministic problem with Ti jv(ξ) = T̄i jv +∆ for all (i, j) becomes

infeasible. The last ∆ leading to a feasible instance was selected. This deterministic case corresponds to

the box uncertainty set.

3.6.2 Summary of the computational results

In this section we report the computational results carried out to test and compare the performance of

both the iterated local search (ILS) heuristic and the decomposition algorithm.

3.6.2.1 Decomposition Algorithm

We start by evaluating the benefits of the use of the improvement strategies in the decomposition

algorithm. Table 3.2 displays the results for the instances G1, G2 and G3, which are the most difficult

instances. The first column gives the instance, the second column gives the value ∆ and the third column

indicates the maximum number of delays, Γ, allowed. The values of Γ range from 0 (corresponding

to the deterministic model) to the number of delays leading to the same solution as the one obtained

for the box uncertainty set. The optimal objective function value is given in Column Cost. The last

three pairs of columns give the running time in seconds (Columns Seconds), and the number of iterations

(Columns Iter) of the decomposition algorithm for 1) the case where no improvements are used (Columns

No improvements), 2) the case where all the improvements are included and Option 1 of minimizing the
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number of iterations improvement is used in Algorithm 3.2 (Columns Improve Opt1), and 3) the case

where all the improvements are included and Option 2 is used (Columns Improve Opt2). When Γ = 0,

the improved versions are not run, and a sign “-” is used in the corresponding columns. The case Γ = 0

corresponds to the deterministic case, and the corresponding cost is therefore a lower bound for the

instances with other values of Γ.

Table 3.2 – Computational results (time and number of iterations) for instances G1, G2 and G3.

k No improvements k k Improve Opt1 k k Improve Opt2 k
Instance ∆ Γ Cost Seconds Iter Seconds Iter Seconds Iter

G1 0.2 0 645.8 975 0 - - - -

G2 1.6
0 560.0 536 0 - - - -
1 560.0 1791 2 1325 2 1375 2
2 589.9 13303 6 2818 6 1960 3
3 589.9 14881 9 4728 5 3010 5
4 631.4 > 604800 >22 123981 13 63734 13

G3 0.4
0 550.7 712 0 - - - -
1 576.2 20999 7 1907 1 3650 4

Note that the instance G2 with Γ = 4 could not be solved to optimality without improvements, within

one week.

Similar results were obtained for the remaining instances, however, in order to simplify the text,

those results were aggregated and are presented in Figures 3.3 and 3.4. In these two figures we display

the aggregated time and the total number of iterations required by each strategy of the decomposition

algorithm to solve all the instances in terms of the different levels of protection Γ, respectively.
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Figure 3. Aggregated Computational Time for All Instances,
Except for Instances G1, G2, and G3, for the Different Values
of Γ
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6.2.2. Comparison Between the Decomposition Algo-
rithm and the ILS Heuristic. For the ILS heuristic, nine
different strategies were tested: the time limit in each
subproblem β was set to 50, 100, and 200 seconds, and
the number of variables wimv that are allowed to flip
their value from the value taken in the current solution,
parameter Λ, is set to 2, 4, and 5.

For the 21 instances, the solutions obtained using the
ILS heuristic and the decomposition algorithm have
the same cost. Hence, the comparison of the solution
methods is done only in terms of the running time. For
all of the instances, except for instances G1, G2, and G3,
the results obtained by the nine strategies tested are
very similar. This can be explained by the fact that most
of the subproblems are solved to optimality within the
time limit. Hence, the results for these instances are
aggregated and summarized in Figures 5 and 6. In Fig-
ure 5, the aggregated computational time required by
the decomposition algorithm improved with Option 2
to obtain the robust solution for all of the instances, in
terms of the values of Γ, is presented. In Figure 6, sim-
ilar results for the number of iterations are presented.

For the instances G1, G2, and G3, the computa-
tional times required to find the robust solution vary
a lot from strategy to strategy. The complete results
for these three instances are displayed in Table 3. The
instance and the Γ value are indicated in the first and

Figure 4. Aggregated Number of Iterations for All
Instances, Except for Instances G1, G2, and G3, for the
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Figure 5. Comparison Between the Aggregated
Computational Time Required by the Decomposition
Algorithm Improved by Option 2 and by the ILS Heuristic to
Obtain the Robust Solution for All Instances, Except for
Instances G1, G2, and G3, for the Different Values of Γ
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second columns, respectively. Columns “Max,” “T̄,”
and “Min” display, respectively, the maximum, the
average, and the minimum computational time used
to obtain the robust solution over the nine different
parameter settings. Column “DT” displays the compu-
tational time required by the decomposition algorithm
improved by Option 2 to get the robust solution and in
column “dif” the difference between values of columns
“DT” and “T̄” is computed. Column “TO” reports
the additional computational time used to prove the
optimality of the solution obtained by the ILS heuris-
tic. Column “Ī” displays the average number of itera-
tions required to find the robust solution and column
“DI” reports the number of iterations required by the
decomposition algorithm improved by Option 2 to get
the robust solution.

Results not reported here show that for the easiest
instances there is no advantage in using the ILS heuris-
tic since it is necessary to spend some time in solving
the box-constrained problem. When the complexity of
the instances increase, the ILS heuristic becomes more
efficient than the decomposition algorithm. By using

Figure 6. Comparison Between the Aggregated Number of
Iterations Required by the Decomposition Algorithm
Improved by Option 2 and by the ILS Heuristic to Obtain the
Robust Solution for All Instances, Except for Instances G1,
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Figure 3.3 – Aggregated computational time for all instances, except for instances G1, G2 and G3, for the different
values of Γ

The results show clear benefits of using the improvements in the decomposition algorithm since,

when the improvements are employed, the running times can be much lower than in the case where no
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For the 21 instances, the solutions obtained using the
ILS heuristic and the decomposition algorithm have
the same cost. Hence, the comparison of the solution
methods is done only in terms of the running time. For
all of the instances, except for instances G1, G2, and G3,
the results obtained by the nine strategies tested are
very similar. This can be explained by the fact that most
of the subproblems are solved to optimality within the
time limit. Hence, the results for these instances are
aggregated and summarized in Figures 5 and 6. In Fig-
ure 5, the aggregated computational time required by
the decomposition algorithm improved with Option 2
to obtain the robust solution for all of the instances, in
terms of the values of Γ, is presented. In Figure 6, sim-
ilar results for the number of iterations are presented.

For the instances G1, G2, and G3, the computa-
tional times required to find the robust solution vary
a lot from strategy to strategy. The complete results
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instance and the Γ value are indicated in the first and
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second columns, respectively. Columns “Max,” “T̄,”
and “Min” display, respectively, the maximum, the
average, and the minimum computational time used
to obtain the robust solution over the nine different
parameter settings. Column “DT” displays the compu-
tational time required by the decomposition algorithm
improved by Option 2 to get the robust solution and in
column “dif” the difference between values of columns
“DT” and “T̄” is computed. Column “TO” reports
the additional computational time used to prove the
optimality of the solution obtained by the ILS heuris-
tic. Column “Ī” displays the average number of itera-
tions required to find the robust solution and column
“DI” reports the number of iterations required by the
decomposition algorithm improved by Option 2 to get
the robust solution.

Results not reported here show that for the easiest
instances there is no advantage in using the ILS heuris-
tic since it is necessary to spend some time in solving
the box-constrained problem. When the complexity of
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Figure 3.4 – Aggregated number of iterations for all instances, except for instances G1, G2 and G3, for the different
values of Γ

improvements are used. Instances G2 and G3 are the ones in which more significant improvements can be

observed. Note that the benefit of the use of the improvement strategies tends to increase when the level

of protection increases. Also the number of iterations is lower when the improvements are included and,

in several cases, mainly when Γ is small, no iterations are required. When comparing both improvements

options to choose a robust solution among alternative optimal solutions to the master problem, we can

see that the number of iterations is lower by using Option 2 than using Option 1. In terms of time there is

no clear evidence indicating which is the best improvement option. However, since for the most difficult

instance, instance G2, optimal solutions are obtained faster by using the improvement Option 2, in what

follows we will only consider the decomposition algorithm enhanced by this option.

3.6.2.2 Comparison between the decomposition algorithm and the ILS heuristic

For the ILS heuristic, nine different strategies were tested: the time limit in each subproblem β was

set to 50, 100 and 200 seconds, and the number of variables wimv that are allowed to flip their value from

the value taken in the current solution, parameter Λ, is set to 2, 4 and 5.

For the 21 instances, the solutions obtained by using the ILS heuristic and the decomposition algo-

rithm have the same cost. Hence, the comparison of the solution methods is done only in terms of the

running time. For all the instances, except for instances G1, G2 and G3, the results obtained by the

nine strategies tested are very similar. This can be explained by the fact that most of the subproblems

are solved to optimality within the time limit. Hence, the results for these instances are aggregated and

summarized in Figures 3.5 and 3.6. In Figure 3.5, the aggregated computational time required by the de-

composition algorithm improved with Option 2 to obtain the robust solution for all the instances, in terms

of the values of Γ, is presented. In Figure 3.6, similar results for the number of iterations are presented.

For the instances G1, G2 and G3 the computational time required to find the robust solution vary a

lot from strategy to strategy. The complete results for those three instances are displayed in Table 3.3.
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Figure 3. Aggregated Computational Time for All Instances,
Except for Instances G1, G2, and G3, for the Different Values
of Γ
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6.2.2. Comparison Between the Decomposition Algo-
rithm and the ILS Heuristic. For the ILS heuristic, nine
different strategies were tested: the time limit in each
subproblem β was set to 50, 100, and 200 seconds, and
the number of variables wimv that are allowed to flip
their value from the value taken in the current solution,
parameter Λ, is set to 2, 4, and 5.

For the 21 instances, the solutions obtained using the
ILS heuristic and the decomposition algorithm have
the same cost. Hence, the comparison of the solution
methods is done only in terms of the running time. For
all of the instances, except for instances G1, G2, and G3,
the results obtained by the nine strategies tested are
very similar. This can be explained by the fact that most
of the subproblems are solved to optimality within the
time limit. Hence, the results for these instances are
aggregated and summarized in Figures 5 and 6. In Fig-
ure 5, the aggregated computational time required by
the decomposition algorithm improved with Option 2
to obtain the robust solution for all of the instances, in
terms of the values of Γ, is presented. In Figure 6, sim-
ilar results for the number of iterations are presented.

For the instances G1, G2, and G3, the computa-
tional times required to find the robust solution vary
a lot from strategy to strategy. The complete results
for these three instances are displayed in Table 3. The
instance and the Γ value are indicated in the first and
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Figure 5. Comparison Between the Aggregated
Computational Time Required by the Decomposition
Algorithm Improved by Option 2 and by the ILS Heuristic to
Obtain the Robust Solution for All Instances, Except for
Instances G1, G2, and G3, for the Different Values of Γ
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second columns, respectively. Columns “Max,” “T̄,”
and “Min” display, respectively, the maximum, the
average, and the minimum computational time used
to obtain the robust solution over the nine different
parameter settings. Column “DT” displays the compu-
tational time required by the decomposition algorithm
improved by Option 2 to get the robust solution and in
column “dif” the difference between values of columns
“DT” and “T̄” is computed. Column “TO” reports
the additional computational time used to prove the
optimality of the solution obtained by the ILS heuris-
tic. Column “Ī” displays the average number of itera-
tions required to find the robust solution and column
“DI” reports the number of iterations required by the
decomposition algorithm improved by Option 2 to get
the robust solution.

Results not reported here show that for the easiest
instances there is no advantage in using the ILS heuris-
tic since it is necessary to spend some time in solving
the box-constrained problem. When the complexity of
the instances increase, the ILS heuristic becomes more
efficient than the decomposition algorithm. By using

Figure 6. Comparison Between the Aggregated Number of
Iterations Required by the Decomposition Algorithm
Improved by Option 2 and by the ILS Heuristic to Obtain the
Robust Solution for All Instances, Except for Instances G1,
G2, and G3, for the Different Values of Γ
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Figure 3.5 – Comparison between the aggregated computational time required by the decompositon algorithm
improved by Option 2 and by ILS heuristic to obtain the robust solution for all the instances, except for instances
G1, G2 and G3, for the different values of Γ
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different strategies were tested: the time limit in each
subproblem β was set to 50, 100, and 200 seconds, and
the number of variables wimv that are allowed to flip
their value from the value taken in the current solution,
parameter Λ, is set to 2, 4, and 5.

For the 21 instances, the solutions obtained using the
ILS heuristic and the decomposition algorithm have
the same cost. Hence, the comparison of the solution
methods is done only in terms of the running time. For
all of the instances, except for instances G1, G2, and G3,
the results obtained by the nine strategies tested are
very similar. This can be explained by the fact that most
of the subproblems are solved to optimality within the
time limit. Hence, the results for these instances are
aggregated and summarized in Figures 5 and 6. In Fig-
ure 5, the aggregated computational time required by
the decomposition algorithm improved with Option 2
to obtain the robust solution for all of the instances, in
terms of the values of Γ, is presented. In Figure 6, sim-
ilar results for the number of iterations are presented.

For the instances G1, G2, and G3, the computa-
tional times required to find the robust solution vary
a lot from strategy to strategy. The complete results
for these three instances are displayed in Table 3. The
instance and the Γ value are indicated in the first and
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second columns, respectively. Columns “Max,” “T̄,”
and “Min” display, respectively, the maximum, the
average, and the minimum computational time used
to obtain the robust solution over the nine different
parameter settings. Column “DT” displays the compu-
tational time required by the decomposition algorithm
improved by Option 2 to get the robust solution and in
column “dif” the difference between values of columns
“DT” and “T̄” is computed. Column “TO” reports
the additional computational time used to prove the
optimality of the solution obtained by the ILS heuris-
tic. Column “Ī” displays the average number of itera-
tions required to find the robust solution and column
“DI” reports the number of iterations required by the
decomposition algorithm improved by Option 2 to get
the robust solution.

Results not reported here show that for the easiest
instances there is no advantage in using the ILS heuris-
tic since it is necessary to spend some time in solving
the box-constrained problem. When the complexity of
the instances increase, the ILS heuristic becomes more
efficient than the decomposition algorithm. By using

Figure 6. Comparison Between the Aggregated Number of
Iterations Required by the Decomposition Algorithm
Improved by Option 2 and by the ILS Heuristic to Obtain the
Robust Solution for All Instances, Except for Instances G1,
G2, and G3, for the Different Values of Γ
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Figure 3.6 – Comparison between the aggregated number of iterations required by the decompositon algorithm
improved by Option 2 and by ILS heuristic to obtain the robust solution for all the instances, except for instances
G1, G2 and G3, for the different values of Γ

The instance and the Γ value are indicated in the first and second columns, respectively. Columns “Max”,

“T̄” and “Min” display, respectively, the maximum, the average and the minimum computational time

used to obtain the robust solution over the nine different parameter settings. Column “DT” displays the

computational time required by the decomposition algorithm improved by Option 2 to get the robust

solution and in column “di f ” the difference between values of columns “DT” and “T̄” is computed.

Column “TO” reports the additional computational time used to prove the optimality of the solution

obtained by the ILS heuristic. Column “Ī” displays the average number of iterations required to find

the robust solution and the column “DI” reports the number of iterations required by decomposition

algorithm improved by Option 2 to get the robust solution.

Results not reported here show that for the easiest instances there is no advantage in using the ILS
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Table 3.3 – Comparison between the ILS heuristic and the decomposition algorithm for instances G1, G2 and G3.

Inst. Γ Max T̄ Min DT di f TO Ī DI
G1 0 273 272 271 975 703 88 − −

0 305 249 176 536 287 87 − −

1 630 433 232 1325 892 31 2 2
G2 2 931 938 689 1960 1022 471 5 3

3 4153 1831 1498 3010 1179 602 12 5
4 16948 7654 6666 63734 56080 6001 16 13

G3 0 201 195 174 712 517 58 − −

1 829 604 466 1907 1303 527 2 4

heuristic since it is necessary to spend some time in solving the box-constrained problem. When the

complexity of the instances increase, the ILS heuristic becomes more efficient than the decomposition

algorithm. By using the ILS heuristic, in some iterations, not all subproblems are solved to optimality,

leading to worse solutions and consequently a greater number of iterations, as shown in Figure 3.6.

Instances G1, G2 and G3 are the most difficult instances, thus more computational time is required to

obtain a solution in each iteration, and this time vary a lot from strategy to strategy. However, these are

the instances that most reflect the power of the ILS heuristic since, independently of the strategy used, the

corresponding computational time is always lower than the one required by the decomposition algorithm.

The obtained results reveal a good performance of the ILS heuristic, since the optimal solution for each

instance was always found with a small computational time.

3.6.3 Results for instance E3

In order to better understand the influence of the levels of protection in a robust solution we deeply

analyse the computational results obtained for instance E3. Detailed information of instance E3 is given

in Table 3.4.

Table 3.4 – Detailed information for instance E3.

i 1 2 3 4 5
[S i, S̄ i] [0,300] [0,350] [0,250] [0,145] [0,300]

Ri 11.63 9.60 7.17 4.27 11.03
Ji 1 1 -1 -1 -1

Table 3.5 – Cost of the robust solution for instance E3 in terms of value Γ.

Γ 0 1 2 3
Cost 226.5 230.4 248.6 267.2

In table 3.5, for each level of protection Γ, the cost of the robust solution is displayed. As an example
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of robustness, we can see that for this instance the optimal solution changes for all values of Γ. That is not

the usual behavior for the remaining instances where the same solution may be optimal for more than one

value of Γ. In fact we could not determine instances characteristics that allow us to identify how sensitive

an instance is to the uncertainty set parameters.

For instance E3, Table 3.6 gives, for each value of Γ, the maximum slack time (Row slack time)

corresponding to the maximum delay that can occur in a single arc without leading to an inventory bound

violation. As expected, the slack increases as Γ increases. Row ∆ gives the maximum delay that can be

added to all travelling times while keeping the solution feasible. This value is lower than the value of

the box constraint (which is 2) since we have the routing decisions fixed. As expected, this value also

increases with the value of Γ.

Table 3.6 – Slack time values for instance E3.

Γ 0 1 2 3
slack time 0 2 4.1 6.95

∆ 0 0.5 0.8 1.8

Figure 3.7 depicts the routing of an optimal solution with Γ = 0. The triple [tim,qimv, sim] is shown

next to each node. We can see that s41 = 0, meaning that when the ship arrives at node 4 for the first

visit the inventory level is zero, and therefore any delay in the critical path to this node will imply a

shortfall. Figures 3.8 and 3.9 give two alternative optimal solutions for the case Γ = 1. The routing is

the same, but the quantities loaded and unloaded and the time of visits are different. The solution in

Figure 3.8 maximizes the minimum slack time, which is determined by the inventory level at node (5,2).

The solution in Figure 3.8 is the one that maximizes ∆ (the value considered when the travelling time in

all arcs is increased by ∆), so the inventory level at nodes (5,2) and (4,1) is zero. We see from the figures

that the ship travelling the dashed line route is cheaper to use than the other ship (traveling the solid line

route).
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Table 3. Comparison Between the ILS Heuristic and the
Decomposition Algorithm for Instances G1, G2, and G3

Inst. Γ Max T̄ Min DT dif TO Ī DI

G1 0 273 272 271 975 703 88 — —
0 305 249 176 536 287 87 — —
1 630 433 232 1,325 892 31 2 2

G2 2 931 938 689 1,960 1,022 471 5 3
3 4,153 1,831 1,498 3,010 1,179 602 12 5
4 16,948 7,654 6,666 63,734 56,080 6,001 16 13

G3 0 201 195 174 712 517 58 — —
1 829 604 466 1,907 1,303 527 2 4

the ILS heuristic, in some iterations, not all subprob-
lems are solved to optimality, leading to worse solu-
tions and consequently a greater number of iterations,
as shown in Figure 6.

Instances G1, G2, and G3 are the most difficult in-
stances, thus more computational time is required to
obtain a solution in each iteration, and this time varies
a lot from strategy to strategy. However, these are the
instances that most reflect the power of the ILS heuris-
tic since, independently of the strategy used, the cor-
responding computational time is always lower than
the one required by the decomposition algorithm. The
obtained results reveal a good performance of the ILS
heuristic, since the optimal solution for each instance
was always found with a small computational time.

6.3. Results for Instance E3
To better understand the influence of the levels of pro-
tection in a robust solution, we deeply analyze the com-
putational results obtained for instance E3. Detailed
information for instance E3 is given in Table 4.

In Table 5, for each level of protection Γ, the cost
of the robust solution is displayed. As an example of
robustness, we can see that for this instance the optimal
solution changes for all values of Γ. That is not the usual
behavior for the remaining instances where the same
solution may be optimal for more than one value of Γ.
In fact we could not determine instance characteristics

Table 4. Detailed Information for Instance E3

i 1 2 3 4 5

[
¯
Si , S̄i] [0, 300] [0, 350] [0, 250] [0, 145] [0, 300]

Ri 11.63 9.60 7.17 4.27 11.03
Ji 1 1 −1 −1 −1

Table 5. Cost of the Robust Solution for Instance E3 in
Terms of Value Γ

Γ 0 1 2 3

Cost 226.5 230.4 248.6 267.2

Table 6. Slack Time Values for Instance E3

Γ 0 1 2 3

Slack time 0 2 4.1 6.95
∆ 0 0.5 0.8 1.8

that allow us to identify how sensitive an instance is to
the uncertainty set parameters.

For instance E3, Table 6 gives, for each value of Γ,
the maximum slack time (row slack time) correspond-
ing to the maximum delay that can occur in a sin-
gle arc without leading to an inventory bound viola-
tion. As expected, the slack increases as Γ increases.
Row ∆ gives the maximum delay that can be added
to all traveling times while keeping the solution feasi-
ble. This value is lower than the value of the box con-
straint (which is 2) since we have the routing decisions
fixed. As expected, this value also increases with the
value of Γ.

Figure 7 depicts the routing of an optimal solution
with Γ � 0. The triple [tim , qimv , sim] is shown next to
each node. We can see that s41 � 0, meaning that when
the ship arrives at node 4 for the first visit the inven-
tory level is zero, and therefore any delay in the critical
path to this node will imply a shortfall. Figures 8 and 9
give two alternative optimal solutions for the case Γ�1.
The routing is the same, but the quantities loaded and
unloaded and the time of visits are different. The solu-
tion in Figure 8 maximizes the minimum slack time,
which is determined by the inventory level at node
(5, 2). The solution in Figure 8 is the one thatmaximizes
∆ (the value considered when the traveling time in all
arcs is increased by ∆), so the inventory level at nodes
(5, 2) and (4, 1) is zero. We see from the figures that the
ship traveling the dashed line route is cheaper to use
than the other ship (traveling the solid line route).

Finally, Figure 10 depicts the minimum, the aver-
age, and the maximum percentage of increase in cost,
among all instances, as a function of Γ. Such informa-
tion gives the price to obtain robust solutions. As we
can see, there is a wide range in the cost increase varia-
tion according to the instance, from aminimum of zero
to a maximum that almost doubles the cost when Γ� 4.

Figure 7. Optimal Solution of Instance E3 with Γ� 0 and
Cost� 226.5
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Figure 3.7 – Optimal solution of instance E3 with Γ = 0 and cost= 226.5.
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Figure 8. Optimal Solution of Instance E3 with Γ� 1 That
Maximizes the Minimum Slack Time and Cost� 230.4
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Figure 9. Routing of an Optimal Solution of Instance E3
with Γ� 1 That Maximizes ∆
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Figure 10. Percentage Increase in Cost as a Function of Γ

0 0.5 1.0 1.5 2.0 2.5 3.0 3.5 4.0
0

10

20

30

40

50

60

70

80

90

%
 in

cr
ea

se
 in

 c
os

t

Max.
Avg.
Min.

Γ

On average, we can observe a steady increase in the
cost for protection against inventory level deviations
with the protection level Γ.

6.4. Results for Large Size Instances
Although the original set of instances includes both
easy and difficult instances, to evaluate the performance
of our approaches for larger instances, a set of 14
instances with a time horizon of 60 days, was con-
sidered. These instances were derived from those pre-
sented in Table 1 by extending the time horizon and
keeping themaximumnumber of visits allowed to each
port. Since we aim to test the most difficult cases, and

Table 7. Computational Results for the Two Deterministic
Problems: Γ� 0 and Box-Constrained

Deterministic (Γ� 0) Box-constrained

Inst. Seconds Cost Seconds Cost

C4 9 529 23 595
C5 22 546 215 675
D4 223 379 163 414
D5 16 289 40 375
E4 39 272 870 391
E5 86 285 278 362
F4 25 387 17 486
F5 6 419 47 507
G4 2,104 672 18,000∗ 766 (20%)
G5 4,194 648 18,000∗ 775 (14%)

Note. An asterisk means that the run time limit was reached.

the instances A4, A5, B4, and B5 are easy to solve, we
omit these four cases.

In Table 7, we display the results for both the deter-
ministic (Γ � 0) and the box-constrained problems.
The instance is indicated in the first column. The last
two pairs of columns give the running time in sec-
onds (columns Seconds), and the cost of the solution
(columns Cost).

For the box-constrained problem, instances G4 and
G5 were not solved to optimality within a time limit of
18,000 seconds (five hours) and the final gap is indi-
cated in parentheses. This fact reinforces that these
instances are difficult since both problems are deter-
ministic problems.

In Table 8 we present the results obtained for the
robust problems with Γ � 1 and Γ � 2. The instance
is indicated in the first column. The last two pairs of
columns give, for both the decomposition algorithm
improved with Option 2 and the ILS heuristic, the run-
ning time in seconds (columns TimeDA and TimeILS) and
the cost of the obtained solutions (columns CostDA and
CostILS).

Instances from C4 to F5 were solved to optimality
using both approaches, thus the cost of the obtained
solutions is the same. In columns CostILS, the value in
parentheses is the cost of the solution obtained at the
end of step 8 in Algorithm 4. This value is presented
only for those cases in which it differs from the opti-
mal one. Recall that for all of the instances with a time
horizon of 30 days, the solution obtained at the end of
step 8 was always the optimal robust solution.

Analyzing the computational time required by each
approach, we can see that, in general, the robust solu-
tions are obtained faster when the ILS heuristic is used,
as happened in the case of the instances with a time
horizon of 30 days.

Instances G4 and G5 were not solved to optimality.
Note that even the deterministic box-constrained prob-
lem cannot be solved to optimality within a reason-
able amount of computation time, as shown in Table 7.

Figure 3.8 – Optimal solution of instance E3 with Γ = 1 that maximises the minimum slack time and cost= 230.4.
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Figure 8. Optimal Solution of Instance E3 with Γ� 1 That
Maximizes the Minimum Slack Time and Cost� 230.4
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On average, we can observe a steady increase in the
cost for protection against inventory level deviations
with the protection level Γ.

6.4. Results for Large Size Instances
Although the original set of instances includes both
easy and difficult instances, to evaluate the performance
of our approaches for larger instances, a set of 14
instances with a time horizon of 60 days, was con-
sidered. These instances were derived from those pre-
sented in Table 1 by extending the time horizon and
keeping themaximumnumber of visits allowed to each
port. Since we aim to test the most difficult cases, and

Table 7. Computational Results for the Two Deterministic
Problems: Γ� 0 and Box-Constrained

Deterministic (Γ� 0) Box-constrained

Inst. Seconds Cost Seconds Cost

C4 9 529 23 595
C5 22 546 215 675
D4 223 379 163 414
D5 16 289 40 375
E4 39 272 870 391
E5 86 285 278 362
F4 25 387 17 486
F5 6 419 47 507
G4 2,104 672 18,000∗ 766 (20%)
G5 4,194 648 18,000∗ 775 (14%)

Note. An asterisk means that the run time limit was reached.

the instances A4, A5, B4, and B5 are easy to solve, we
omit these four cases.

In Table 7, we display the results for both the deter-
ministic (Γ � 0) and the box-constrained problems.
The instance is indicated in the first column. The last
two pairs of columns give the running time in sec-
onds (columns Seconds), and the cost of the solution
(columns Cost).

For the box-constrained problem, instances G4 and
G5 were not solved to optimality within a time limit of
18,000 seconds (five hours) and the final gap is indi-
cated in parentheses. This fact reinforces that these
instances are difficult since both problems are deter-
ministic problems.

In Table 8 we present the results obtained for the
robust problems with Γ � 1 and Γ � 2. The instance
is indicated in the first column. The last two pairs of
columns give, for both the decomposition algorithm
improved with Option 2 and the ILS heuristic, the run-
ning time in seconds (columns TimeDA and TimeILS) and
the cost of the obtained solutions (columns CostDA and
CostILS).

Instances from C4 to F5 were solved to optimality
using both approaches, thus the cost of the obtained
solutions is the same. In columns CostILS, the value in
parentheses is the cost of the solution obtained at the
end of step 8 in Algorithm 4. This value is presented
only for those cases in which it differs from the opti-
mal one. Recall that for all of the instances with a time
horizon of 30 days, the solution obtained at the end of
step 8 was always the optimal robust solution.

Analyzing the computational time required by each
approach, we can see that, in general, the robust solu-
tions are obtained faster when the ILS heuristic is used,
as happened in the case of the instances with a time
horizon of 30 days.

Instances G4 and G5 were not solved to optimality.
Note that even the deterministic box-constrained prob-
lem cannot be solved to optimality within a reason-
able amount of computation time, as shown in Table 7.

Figure 3.9 – Routing of an optimal solution of instance E3 with Γ = 1 that maximizes ∆.

Finally, Figure 3.10 depicts the minimum, the average and the maximum percentage of increase in

cost, among all instances, as a function of Γ. Such information gives the price to obtain robust solutions.
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Figure 8. Optimal Solution of Instance E3 with Γ� 1 That
Maximizes the Minimum Slack Time and Cost� 230.4
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Figure 10. Percentage Increase in Cost as a Function of Γ
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On average, we can observe a steady increase in the
cost for protection against inventory level deviations
with the protection level Γ.

6.4. Results for Large Size Instances
Although the original set of instances includes both
easy and difficult instances, to evaluate the performance
of our approaches for larger instances, a set of 14
instances with a time horizon of 60 days, was con-
sidered. These instances were derived from those pre-
sented in Table 1 by extending the time horizon and
keeping themaximumnumber of visits allowed to each
port. Since we aim to test the most difficult cases, and

Table 7. Computational Results for the Two Deterministic
Problems: Γ� 0 and Box-Constrained

Deterministic (Γ� 0) Box-constrained

Inst. Seconds Cost Seconds Cost

C4 9 529 23 595
C5 22 546 215 675
D4 223 379 163 414
D5 16 289 40 375
E4 39 272 870 391
E5 86 285 278 362
F4 25 387 17 486
F5 6 419 47 507
G4 2,104 672 18,000∗ 766 (20%)
G5 4,194 648 18,000∗ 775 (14%)

Note. An asterisk means that the run time limit was reached.

the instances A4, A5, B4, and B5 are easy to solve, we
omit these four cases.

In Table 7, we display the results for both the deter-
ministic (Γ � 0) and the box-constrained problems.
The instance is indicated in the first column. The last
two pairs of columns give the running time in sec-
onds (columns Seconds), and the cost of the solution
(columns Cost).

For the box-constrained problem, instances G4 and
G5 were not solved to optimality within a time limit of
18,000 seconds (five hours) and the final gap is indi-
cated in parentheses. This fact reinforces that these
instances are difficult since both problems are deter-
ministic problems.

In Table 8 we present the results obtained for the
robust problems with Γ � 1 and Γ � 2. The instance
is indicated in the first column. The last two pairs of
columns give, for both the decomposition algorithm
improved with Option 2 and the ILS heuristic, the run-
ning time in seconds (columns TimeDA and TimeILS) and
the cost of the obtained solutions (columns CostDA and
CostILS).

Instances from C4 to F5 were solved to optimality
using both approaches, thus the cost of the obtained
solutions is the same. In columns CostILS, the value in
parentheses is the cost of the solution obtained at the
end of step 8 in Algorithm 4. This value is presented
only for those cases in which it differs from the opti-
mal one. Recall that for all of the instances with a time
horizon of 30 days, the solution obtained at the end of
step 8 was always the optimal robust solution.

Analyzing the computational time required by each
approach, we can see that, in general, the robust solu-
tions are obtained faster when the ILS heuristic is used,
as happened in the case of the instances with a time
horizon of 30 days.

Instances G4 and G5 were not solved to optimality.
Note that even the deterministic box-constrained prob-
lem cannot be solved to optimality within a reason-
able amount of computation time, as shown in Table 7.

Figure 3.10 – Percentage increase in cost as a function of Γ.
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As we can see there is a wide range on the cost increase variation accordingly to the instance, from a

minimum of zero to a maximum that almost doubles the cost when Γ = 4. On average, we can observe a

steady increase in the cost for protection against inventory level deviations with the protection level Γ.

3.6.4 Results for large size instances

Although the original set of instances include both easy and difficult instances, in order to evaluate

the performance of our approaches for larger instances, a set of 14 instances with a time horizon of 60

days, was considered. These instances were derive from those presented in Table 3.1 by extending the

time horizon and keeping the maximum number of visits allowed to each port. Since we aim to test the

most difficult cases, and the instances A4, A5, B4 and B5 are easy to solve, we omit these four cases.

In Table 3.7, we display the results for both the deterministic (Γ = 0) and the box-constrained prob-

lems. The instance is indicated in the first column. The last two pairs of columns give the running time

in seconds (Columns Seconds), and the cost of the solution (Columns Cost).

Table 3.7 – Computational results for the two deterministic problems: Γ = 0 and box-constrained.

Deterministic (Γ = 0) Box-constrained
Inst. Seconds Cost Seconds Cost
C4 9 529 23 595
C5 22 546 215 675
D4 223 379 163 414
D5 16 289 40 375
E4 39 272 870 391
E5 86 285 278 362
F4 25 387 17 486
F5 6 419 47 507
G4 2104 672 18000∗ 766 (20%)
G5 4194 648 18000∗ 775 (14%)

For the box-constrained problem, instances G4 and G5 were not solved to optimality within a time

limit of 18000 seconds (5 hours) and the final gap is indicated in parenthesis. This fact reinforces that

these instances are difficult since both problems are deterministic problems.

In Table 3.8 we present the results obtained for the robust problems with Γ = 1 and Γ = 2. The

instance is indicated in the first column. The last two pairs of columns give, for both the decomposition

algorithm improved with Option 2 and the ILS heuristic, the running time in seconds (Columns TimeDA

and TimeILS ) and the cost of the obtained solutions (Columns CostDA and CostILS ).

Instances from C4 to F5 were solved to optimality using both approaches, thus the cost of the obtained

solutions is the same. In columns CostILS , the value in parenthesis is the cost of the solution obtained at

the end of step 8 in Algorithm 3.4. This value is presented only for those cases it differs from the optimal

one. Recall that for all the instances with a time horizon of 30 days, the solution obtained at the end of
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Table 3.8 – Computational results for both the Decomposition Algorithm enhanced with Option 2 and ILS heuristic,
for Γ = 1 and Γ = 2.

kkkkkkkkkkkkkk Γ = 1 kkkkkkkkkkkkk kkkkkkkkkkkkkk Γ = 2 kkkkkkkkkkkkk
Inst. TimeDA CostDA TimeILS CostILS TimeDA CostDA TimeILS CostILS

C4 114 564 62 564 507 595 233 595
C5 838 602 483 602 838 602 486 602
D4 617 379 159 379 1522 414 1159 414
D5 137 327 97 327 141 327 147 327 (375)
E4 286 289 108 289 7702 369 6512 369
E5 412 289 112 289 (305) 3180 331 1674 331 (362)
F4 55 387 96 387 (486) 624 486 865 486
F5 1010 490 250 490 882 507 887 507
G4 2404 771∗ 2571 740∗ (787) 3604 761∗ 10800 761∗ (787)
G5 4800 785∗ 4032 736∗ (811) 10800 771∗ 12244 688∗ (820)

step 8 was always the optimal robust solution.

Analysing the computational time required by each approach we can see that, in general, the robust

solutions are obtained faster when the ILS heuristic is used, as happened in the case of the instances with

a time horizon of 30 days.

Instances G4 and G5 were not solved to optimality. Note that even the deterministic box-constrained

problem can not be solved to optimality within a reasonable amount of computation time, as shown in

Table 3.7. Hence, for both the approaches, a time limit of 600 seconds was imposed to solve the restricted

master problem in each iteration. This means that the obtained solutions can be suboptimal. For these

two instances, better solutions were obtained using the ILS heuristic. However, the computational time

required to obtain those solutions is greater than the one required by the decomposition algorithm, since

more iterations were executed.

3.7. Conclusions

We consider a maritime inventory routing problem where the travel times are uncertain. In order to

handle practical cases where the decision maker wishes to avoid inventory shortfalls at the consumers

and exceed inventory capacities at producers, a robust model with recourse is proposed. The routing

decisions and the quantities to load and unload are assumed to be fixed and the time of visit to ports

and the inventory levels are adjustable. A two-stage decomposition procedure that considers a master

problem restricted to a small subset of scenarios and a subproblem that checks whether there are violated

scenarios is presented. Several improvement strategies are introduced. In particular, since the first stage

has, in general, multiple alternative optimal solutions corresponding to a single set of routing decisions,

we discuss approaches to choose the most robust alternative solution in relation to a given criteria. An

iterated local search heuristic based on local branching ideas is introduced that allows us to obtain good
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quality robust solutions for all the tested instances.

A computational study based on a set of benchmark instances shows the effectiveness of the de-

composition procedure with the improvement strategies in solving the robust maritime inventory routing

problem. This study also shows that, in general, protecting the solutions against possible delays makes

the instances harder to solve, since the running times and the number of iterations tend to increase when

the number of links that can suffer a delay increases. Some insight on the robustness of solutions is

obtained by comparing robust solutions against the deterministic solution, and shows that robustness is

closely related to the slack time available for each time window that can be established from the inventory

levels for each port visit.
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Abstract Uncertainty is inherent in many planning situations. One example is in maritime trans-

portation, where weather conditions and port occupancy are typically characterized by high levels of

uncertainty. This paper considers a maritime inventory routing problem (MIRP) where travel times are

uncertain. Taking into account possible delays in the travel times is of main importance to avoid inventory

surplus or shortages at the storages located at ports.

Several techniques to deal with uncertainty, namely deterministic models with inventory buffers; ro-

bust optimization; stochastic programming and models incorporating conditional value-at-risk measures,

are considered. The different techniques are tested for their ability to deal with uncertain travel times for

a single product MIRP with constant production and consumption rates, a fleet of heterogeneous vessels

and multiple ports. At the ports, the product is either produced or consumed and stored in storages with

limited capacity. We assume two-stages of decisions, where the routing and the quantities to load/unload

are first-stage decisions (fixed before the uncertainty is revealed), while the visit time and the inventory

levels at ports are second-stage decisions (adjusted to the observed travel times).

Several solution approaches resulting from the proposed techniques are considered. A computational

comparison of the resulting solution approaches is performed to compare the routing costs, the amount of

inventory bounds deviation, the total quantities loaded and unloaded, and the running times. This com-

putational experiment is reported for a set of maritime instances having up to six ports and five ships.
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4.1. Introduction

Maritime transportation is conditioned by unpredictable events such as bad weather conditions and

queues forming in ports. Such events lead to high levels of uncertainty for the travel times of vessels

when transporting goods between ports. Decision makers should take into account such uncertainty when

designing the distribution plans to prevent inventory disruptions when delays occur. This paper considers

a maritime inventory routing problem (MIRP) where a single product is produced in a set of producer

ports and transported by a fleet of heterogeneous vessels to the consumption ports. Both the production

and consumption rates are constant over the planning horizon at each port.

Lower and upper limits on the storage capacity at each port are considered. The MIRP consists of

designing routes and schedules for a fleet of ships and to determine the quantities to load and unload at

each port to maintain the inventory levels between the given limits, while minimizing the transportation

and port costs. The travel times include both the sailing times and the berth times of the ships at the

destination ports and are considered uncertain. Consequently, assuming deterministic values such as

average times for the travel times, may result in frequent inventory disruptions since the schedules do

not take into account possible delays. Conversely, designing conservative plans that consider worst case

scenarios for the travel times may prevent inventory disruptions (shortages at consumption ports and

surplus at production ports) but usually give solutions with high transportation costs. Hence, it is desirable

to find optimization methods that are able to generate solutions providing a good tradeoff between the

routing costs and inventory disruptions.

The scientific literature on MIRPs is extensive, with surveys provided by Papageorgiou et al. [16],

Christiansen et al. [10], and Christiansen and Fagerholt [9, 8]. Surveys on both land and maritime

transportation were produced by Coelho et al. [12] and Andersson et al. [5]. However, relatively few

contributions exist for MIRPs under uncertainty, so most of the MIRP models described in the literatur

are deterministic. In real life, these models are often resolved when updated information about the values

of the parameters appear. For road-based inventory routing problems considering uncertainty, there exists

a solid amount of research. A survey on the inventory routing problems with stochastic lead times and

demands can be found in [20]. We limit our further literature review to MIRPs under uncertainty.

Different sources of uncertainty have been considered in the MIRP literature, such as uncertainty in

sailing time, port time, production rates, and demand. Halvorsen-Weare et al. [14] studied a liquefied

natural gas MIRP and developed heuristic strategies for obtaining robust solutions considering uncertain

sailing times and production rates. For a crude oil transportation and inventory problem, Cheng and Duran

[7] described a decision support system that takes into account uncertainty in sailing times and demands.

The problem is formulated as a discrete time Markov decision process and solved by using discrete event

simulation and optimal control theory. Recently, Dong et al. [13] propose a rolling-horizon reoptimization

framework and policy analysis for a MIRP. They consider different sources of uncertainty such as time
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charter vessel availability, trip delays, pick-up window information and consumption/production rates.

The framework included a MIP model, stochastic simulations to account for uncertainty sources, and an

algorithm integrating reoptimization and stochastic simulation results.

Christiansen and Nygreen [11] used soft inventory levels to handle uncertainties in sailing and port

time, and these levels were transformed into soft time windows in a single product deterministic MIRP

model. Furthermore, Rakke et al. [17] and Sherali and Al-Yakoob [21, 22] introduced penalty functions

for deviating from the customer contracts and the storage limits in their deterministic MIRP models,

respectively. The problem considered in Rakke et al. [17] is an annual delivery plan problem involving a

single producer and multiple customers in the liquefied natural gas business. This problem is also studied

by Zhang et al. [24], but with time windows for deliveries and uncertain travel disruptions. They propose

a Lagrangian heuristic scheme where soft constraints are used to derive flexible solutions to MIRPs. In

Zhang et al. [23], the length and placement of the time windows are decision variables. The problem

is formulated as a two-stage stochastic mixed-integer program (MIP), and the authors propose a two-

phase solution approach that considers a sample set of disruptions as well as their recovery solutions.

However, Agra et al. [2] were the first to use stochastic programming to model uncertain sailing and

port times for a MIRP with several products and inventory management at the consumption ports only.

A two-stage stochastic programming model with recourse was developed. A similar problem to that

considered here was studied by Agra et al. [3, 4]. In [3] the travel times are considered stochastic, and

the stochastic program is solved using a matheuristic. Agra et al. [4] investigated the use of adaptable

robust optimization where the sailing times are considered unknown and belong to an uncertainty set. A

min-max exact approach is proposed to solve the resulting robust optimization problem.

Some attempts have been made in previous literature to compare different techniques to deal with

uncertainty, for related problems. Maggioni et al. [15] compare stochastic programming with robust

optimization for a real transportation problem where demand and costs are uncertain. Ribas et al. [18]

compare a two-stage stochastic model with a robust min-max regret model and a robust max-min model

for an integrated oil supply chain problem. Adida and Perakis [1] provide a computational study to com-

pare robust and stochastic models for a dynamic pricing and inventory control problem. These studies do

not provide common conclusions regarding the best strategy. However, two observations were made: the

computational complexity of robust optimization is lower than for stochastic programming with recourse,

and stochastic programming models are good as long as the distributional assumptions are correct, but

not necessarily otherwise.

The main goal of this paper is to compare different techniques to handle uncertainty in the MIRP. We

consider a deterministic model with inventory buffers, which in the case of consumption ports corresponds

to safety stocks, the stochastic programming method proposed in [3], the robust optimization method

proposed in [4], and introduce two new models based on the conditional value-at-risk (CVaR) measure.
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As in [3, 4], we assume two-stage models where the vessel routes and the quantities to load and unload

are fixed before the travelling times are known, while the arrival times to ports and the inventory levels

are adjusted to the travelling times. One CVaR model can be regarded as an intermediate strategy that

combines the neutral position regarding the risk of inventory disruption resulting from the stochastic

programming model with the most conservative model resulting from the robust optimization. In this

model the CVaR is used on top of the stochastic model in order to amplify the penalty assigned to the

inventory disruptions when the penalty given in the stochastic program attains a given threshold value

(given by the Value-at-Risk measure). The other model uses the value-at-risk to define soft inventory

bounds that establish the inventory buffers for each load/unload operation, and the CVaR measure is used

to penalize solutions that violate the given soft inventory bounds.

These models are also compared with the deterministic model where the mean values are assumed

for the uncertain parameters (travel times). Based on the proposed models, thirteen solution approaches

are derived by specifying different values for parameters, as well as combining the models. The compu-

tational comparison aims to provide insight into the quality of the solutions resulting from each solution

approach. This quality is measured in terms of the routing costs and inventory disruptions. Moreover, the

models are also compared regarding the execution running times.

The paper has two main contributions. One is the introduction of new models to the MIRP with

uncertain travel times based on the CVaR measure. The other contribution is related to the main motivation

for this research, namely to compare the most common models to handle uncertainty in travel times for

the MIRP, and to evaluate the gains of using these models compared to solving the deterministic problem.

Our computational tests show that efficient solutions can be obtained by utilizing information obtained

when solving stochastic programming models, either in the classical form or by incorporating CVaR.

The paper is organized as follows. The deterministic model is given in Section 4.2. General models

to deal with uncertainty and the corresponding mathematical formulations are discussed in Section 4.3.

In Section 4.4 we describe the experimental setup and the solution approaches resulting from the gen-

eral models using suitable parameter values. In Section 4.5 we report the computational results, and in

Section 4.6 we draw the main conclusions.

4.2. Deterministic model for the MIRP

Here we present the deterministic mathematical model of the MIRP, where the travel times are not

subject to uncertainty. This model was introduced in [3]. We consider a set N of ports that can be either

consumption or production ports, and a set V of heterogeneous vessels. Since each port can be visited

several times, ship paths are defined on a network with nodes (i,m), representing the mth visit to port i,

and arcs (i,m, j,n), denoting the ship movements from node (i,m) to node ( j,n). The set of possible nodes
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is denoted by S A. Each vessel v may visit a specific set of nodes denoted by S A
v and the set of its feasible

movements is denoted by S X
v .

Since both consumption and production ports are considered, a parameter Ji is used to identify the

port nature. That parameter takes value 1 if port i is a production port and -1 otherwise. At each port,

the quantity to load/unload is limited by a minimum and a maximum value, Q
i

and Qi, respectively.

The time required to load/unload one unit of product at port i is denoted by T Q
i . The time for a vessel

start the loading/unloading operation at each port visit must be within a given time window [Aim,Bim],

and a minimum time T B
i between two consecutive visits to port i must be respected. Each port i has an

initial stock level, S 0
i , and a constant production/consumption rate, Ri. During the planing horizon, T , the

inventory levels at each port must be kept between the lower and the upper stock limits, denoted by S i

and S i, respectively. Each vessel v has a fixed capacity, Cv, and the travel time required to travel from

port i to port j is Ti jv.

To formulate the problem, we consider the following routing variables: xim jnv is 1 if ship v travels

directly from node (i,m) to node ( j,n) and 0 otherwise; wimv is 1 if ship v visits node (i,m) and 0 otherwise;

zimv is 1 if ship v ends its route at node (i,m) and 0 otherwise; yim is 1 if a ship is making the mth visit to

port i and 0 otherwise. We also consider the following continuous variables: qimv indicating the quantity

loaded/unloaded from ship v at node (i,m); fim jnv representing the quantity that ship v transports from

node (i,m) to node ( j,n); sim representing the stock level at the start of the mth visit at port i, and the time

variables tim defining the start time of the mth visit to port i.

The objective is to minimize the total routing costs. The travel cost of ship v from port i to port j is

denoted by CT
i jv. The deterministic problem can now be formulated as follows:

min C(X) =
∑
v∈V

∑
(i,m, j,n)∈S X

v

CT
i jvxim jnv (4.1)

s.t. wimv−
∑

( j,n)∈S A
v

x jnimv = 0, v ∈ V, (i,m) ∈ S A
v , (4.2)

wimv−
∑

( j,n)∈S A
v

xim jnv− zimv = 0, v ∈ V, (i,m) ∈ S A
v , (4.3)

∑
v∈V

wimv = yim, (i,m) ∈ S A, (4.4)

yi(m−1)− yim ≥ 0, (i,m) ∈ S A, (4.5)∑
( j,n)∈S A

v

f jnimv + Jiqimv =
∑

( j,n)∈S A
v

fim jnv, v ∈ V, (i,m) ∈ S A
v , (4.6)

fim jnv ≤Cvxim jnv, v ∈ V, (i,m, j,n) ∈ S X
v , (4.7)

Q
i
wimv ≤ qimv ≤ min{Cv,Qi}wimv, v ∈ V, (i,m) ∈ S A

v , (4.8)
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tim +
∑
v∈V

T Q
i qimv− t jn +

∑
v∈V

max{T ′im + Ti jv−A jn,0}xim jnv

≤ T ′im−A jn, (i,m), ( j,n) ∈ S A, (4.9)

tim− ti,m−1−
∑
v∈V

T Q
i qi,m−1,v−T B

i yim ≥ 0, (i,m) ∈ S A : m > 1, (4.10)

Aim ≤ tim ≤ Bim, (i,m) ∈ S A, (4.11)

si1 = S 0
i + JiRiti1, i ∈ N, (4.12)

sim = si,m−1− Ji

∑
v∈V

qi,m−1,v + JiRi(tim− ti,m−1), (i,m) ∈ S A : m > 1, (4.13)

sim +
∑
v∈V

qimv−Ri

∑
v∈V

T Q
i qimv ≤ S i, (i,m) ∈ S A|Ji = −1, (4.14)

sim−
∑
v∈V

qimv + Ri

∑
v∈V

T Q
i qimv ≥ S i, (i,m) ∈ S A|Ji = 1, (4.15)

siµi
+

∑
v∈V

qi,µi,v−Ri(T − tiµi
) ≥ S i, i ∈ N |Ji = −1, (4.16)

siµi
−

∑
v∈V

qi,µi,v + Ri(T − tiµi
) ≤ S i, i ∈ N |Ji = 1, (4.17)

sim ≥ S i, (i,m) ∈ S A|Ji = −1, (4.18)

sim ≤ S i, (i,m) ∈ S A|Ji = 1, (4.19)

xim jnv ∈ {0,1}, v ∈ V, (i,m, j,n) ∈ S X
v , (4.20)

wimv,zimv ∈ {0,1}, v ∈ V, (i,m) ∈ S A
v , (4.21)

yim ∈ {0,1}, (i,m) ∈ S A, (4.22)

fim jnv ≥ 0, v ∈ V, (i,m, j,n) ∈ S X
v , (4.23)

qimv ≥ 0, v ∈ V, (i,m) ∈ S A
v . (4.24)

For brevity, we omit the explanation of each constraint, as their description can be found in [4]. The value

T ′im = min{T,Bim + T Q
i Qi} is an upper bound for the end time of the port visit (i,m).

4.3. Models to deal with uncertainty

Here we describe four models to deal with uncertainty: the creation of inventory buffers by including

soft inventory bounds in the deterministic problem, the use of stochastic programming, the use of a risk

measure (CVaR) to control the violation of the inventory limits and the use of robust optimization. When

the inventory buffers are considered the resulting model is deterministic. For the remaining three models

the uncertainty of the travel times is made explicit. In the CVaR and stochastic programming models,
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the travel times are assumed to follow a given probability distribution, while in the robust model travel

times are assumed to belong to an uncertainty set. The last three types of models are recourse models

where some variables (the routing, the visit order, the flow and the quantities to load/unload) represent

first-stage decisions while other variables (the time and inventory) represent second-stage decisions. In

Table 4.1 we summarize these decisions.

Table 4.1 – Display of first and second-stage decisions for each approach.

Approach First-stage decisions Second-stage decisions
Inventory Routing, visit order, flow, (un)load

buffers time, inventory
Stochastic

CVaR Routing, visit order, flow, (un)load Time, inventory
Robust

4.3.1 Inventory buffers

A practical approach to deal with uncertainty is to create inventory buffers. These buffers are imposed

by adding soft inventory bounds to the deterministic problem and to penalize solutions violating these

bounds. For the consumption ports, the inventory buffers are just the well-known safety stocks used

to prevent inventory shortages when delays occur. For the production ports, the inventory buffers are

imposed to prevent the inventory from exceeding the storage capacity.

For each port visit (i,m) ∈ S A a lower bound S S im (safety stock) on the inventory level is considered

if port i is a consumption port, and an upper bound S S im is considered if port i is a production port. These

inventory bounds can be violated and, in that case, a per unit penalty cost CS S
i is incurred.

For the mth visit to port i, we define the continuous variables d+
im and d−im that measure the amount of

stock above the upper bound in the production ports and below the lower safety stock in the consumption

ports, respectively, see Figure 4.1.
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Figure 4.1 – Soft inventory bounds and inventory buffers for the production and consumption ports, respectively.

The mathematical model for the problem with inventory buffers is similar to the model in Section 4.2

and can be written as follows:

min C(X) +
∑

(i,m)∈S A |Ji=1

CS S
i d+

im +
∑

(i,m)∈S A |Ji=−1

CS S
i d−im (4.25)

s.t. (4.2)− (4.24)

d+
im ≥ sim−S S im, (i,m) ∈ S A|Ji = 1, (4.26)

d−im ≥ S S im− sim, (i,m) ∈ S A|Ji = −1, (4.27)

d+
im ≥ 0, (i,m) ∈ S A|Ji = 1, (4.28)

d−im ≥ 0, (i,m) ∈ S A|Ji = −1. (4.29)

The objective function (4.25) minimizes the total routing cost plus the penalty cost of the stock level

deviations from the inventory bounds. Constraints (4.26) and (4.27) force variables d+
im and d−im to be

greater or equal to the deviation of the stock level from the soft inventory bounds for the production and

consumption ports, respectively. Constraints (4.28) and (4.29) are the nonnegative constraints.

4.3.2 Stochastic programming

Stochastic programming models for MIRPs were discussed in [2, 3]. Here we follow the approach

introduced in [3], where the travel times between ports are assumed to be independent and random,

following a known probability distribution. The model is a recourse model with two levels of decisions.

The first-stage decisions, those taken before the travel times are known, are the routing decisions, the

port visits sequence, the flow and the load/unload quantities. The corresponding first-stage variables are

xim jnv,zimv,wimv,yim, fim jnv and qimv. Afterwards, the time of the visits and the inventory level decisions
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are adjustable to the scenario, that is, are determined after the travel times are known. To ensure feasibility

of the second stage problem given a feasible first-stage solution (relatively complete recourse) we assume

that the inventory limits can be violated by including a penalty cost Pi for each unit of violation of the

inventory limits at each port i, i ∈ N.

To derive the stochastic model, following the sample average approximation method, the true prob-

ability distribution for travel times is replaced by a set Ω of discrete scenarios. We denote a scenario by

ξ ∈Ω, and the variables and parameters that depend on the realization of the uncertainty become functions

of ξ. Variables tim(ξ) and sim(ξ) indicate the time and the stock level at node (i,m), when scenario ξ is

revealed, and new variables rim(ξ) are introduced to denote the inventory limit violation at node (i,m).

When i is a consumption port, rim(ξ) denotes the backlogged consumption, that is the amount of demand

satisfied with delay. When i is a production port, rim(ξ) denotes the inventory in excess to the storage ca-

pacity. We assume the quantity in excess is not lost but a penalty is incurred, see Figure 4.2. To facilitate

the writing, we name the value of variables rim(ξ) as the backlog at port visit (i,m) independently from i

being a consumption or a production port.
 

𝑆�̅� 

Si 

 

r𝑖𝑚 

𝑆�̅� 

Si 

 r𝑖𝑚    Production port                             Consumption port  

Figure 4.2 – Backlog representation for the production and the consumption ports, respectively.

The set of time constraints as well as the set of inventory constraints are as follows:
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Time constraints

tim(ξ) +
∑
v∈V

T Q
i qimv− t jn(ξ) +

∑
v∈V

max{T ′im + Ti jv(ξ)−A jn,0}xim jnv

≤ T ′im−A jn, (i,m), ( j,n) ∈ S A, (4.30)

tim(ξ)− ti,m−1(ξ)−
∑
v∈V

T Q
i qi,m−1,v−T B

i yim ≥ 0, (i,m) ∈ S A : m > 1, ξ ∈Ω, (4.31)

Aim ≤ tim(ξ) ≤ Bim, (i,m) ∈ S A, ξ ∈Ω. (4.32)

Inventory constraints

si1(ξ) = S 0
i + JiRiti1(ξ)− Jiri1(ξ), i ∈ N, ξ ∈Ω, (4.33)

sim(ξ)− Jiri,m−1(ξ) = si,m−1(ξ)− Jirim(ξ)− Ji

∑
v∈V

qi,m−1,v

+ JiRi(tim(ξ)− ti,m−1(ξ)), (i,m) ∈ S A : m > 1, ξ ∈Ω, (4.34)

sim(ξ) +
∑
v∈V

qimv−Ri

∑
v∈V

T Q
i qimv ≤ S i, (i,m) ∈ S A|Ji = −1, ξ ∈Ω, (4.35)

sim(ξ)−
∑
v∈V

qimv + Ri

∑
v∈V

T Q
i qimv ≥ S i, (i,m) ∈ S A|Ji = 1, ξ ∈Ω, (4.36)

siµi
(ξ) +

∑
v∈V

qi,µi,v−Ri(T − tiµi
(ξ)) + riµi

(ξ) ≥ S i, i ∈ N |Ji = −1, ξ ∈Ω, (4.37)

siµi
(ξ)−

∑
v∈V

qi,µi,v + Ri(T − tiµi
(ξ))− riµi

(ξ) ≤ S i, i ∈ N |Ji = 1, ξ ∈Ω, (4.38)

sim(ξ),rim(ξ) ≥ 0, (i,m) ∈ S A, ξ ∈Ω. (4.39)

The objective function that includes the expected value of the penalty cost for the inventory bounds

violation is

min C(X) +
∑
ξ∈Ω

∑
(i,m)∈S A

pξPirim(ξ) (4.40)

where Pi is a penalty for each unit of violation of the inventory limits at port i and pξ represents the

probability that scenario ξ occurs . The stochastic model is given by constraints
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4.3.3 Conditional Value-at-Risk

The stochastic programming model assumes that the decision maker is neutral regarding the risk of

violating inventory limits at the various ports. Moreover, the probability that a given first-stage solution

violates the inventory bounds is unknown and can only be indirectly controlled through the variation

of the penalty values. The use of risk measures within optimization problems is a recent approach to

handle uncertainty. It allow us to generate solutions while keeping control on undesirable events such

as inventory limit violations. One of the most common risk measures is the conditional value-at-risk

(CVaR).

First, we review CVaR which uses the Value-at-Risk (VaR) concept. Let f (y,d) be a random variable

depending on a decision vector y ∈ Rn and depending on the realization of a random event d. Let β be

a given probability. The VaRβ[ f (y,d)] is the lowest value of the random variable f (y,d) such that the

probability of having a realization lower than this lowest value is higher than the probability 1−β, i.e.,

VaRβ[ f (y,d)] = min
γ
{γ : P[ f (y,d) ≤ γ] ≥ 1−β}

The CVaRβ[ f (y,d)] is the mean value of the random variable f (y,d) having a realization higher than

VaRβ[ f (y,d)] at a probability 1−β, i.e.,

CVaRβ[ f (y,d)] = E[ f (y,d) | f (y,d) ≥ VaRβ[ f (y,d)]].

To use the CVaR in a linear model, the expectation in the definition above can be discretized, see [19],

and the CVaR can be approximated by

CVaRβ[ f (y,d)] = min
γ

γ+
1
β

∑
ξ∈Ω

pξ( f (y,d(ξ))−γ)+

 (4.41)

where (a)+ = max{0,a}, Ω is the sample set of scenarios and pξ is the probability that scenario ξ occurs.

To the best of our knowledge the CVaR has not previously been used when solving MIRPs. Using

CVaR, we create two different models. In the first, the CVaR is used to control the global penalty of

inventory limit violations (surplus at the production ports and shortages at consumption ports) over the

planning horizon. This represents a mix between the stochastic programming technique and the robust

optimization technique. In the second model, the CVaR is used to establish an independent inventory

buffer for each port visit.
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4.3.3.1 CVaR based on the total inventory limit violation

In this approach, function f (y,d) is the total inventory violation penalty cost given by
∑

(i,m)∈S A Pirim(ξ),

with the random event d represented by traveling scenario ξ ∈ Ω, Pi the penalty cost and rim(ξ) the vio-

lation quantity (both defined in Section 4.3.2). Given a probability β and a set Ω of scenarios, the VaR,

represented by variable γ, is the minimum value such that the probability of the total penalty cost being

lower than this minimum value γ is at least 1−β. Let g(ξ) =
(∑

(i,m)∈S A Pirim(ξ)−γ
)+
. The CVaR is given

as follows:

CVaR = min
γ

γ+
1
β

∑
ξ∈Ω

pξg(ξ)

 .
Including the CVaR risk measure for the total inventory limit violation in the MIRP, the mathematical

formulation becomes

min C(X) +
∑
ξ∈Ω

∑
(i,m)∈S A

pξPirim(ξ) +ε

γ+
1
β

∑
ξ∈Ω

pξg(ξ)

 (4.42)

s.t. (4.2)− (4.8), (4.20)− (4.24), (4.30)− (4.39),

g(ξ) ≥
∑

(i,m)∈S A

Pirim(ξ)−γ, ∀ ξ ∈Ω, (4.43)

g(ξ) ≥ 0, ∀ ξ ∈Ω. (4.44)

The objective function minimizes the routing cost plus the average penalty cost for the inventory bounds

violation plus the CVaR weighted by the nonnegative parameter ε. Constraints (4.43) and (4.44) define

g(ξ) as a set of linear constraints.

Remark 4.1. The stochastic programming model for the MIRP can be derived from the model (4.42)–

(4.44) by considering ε = 0. In that case, constraints (4.43) and (4.44) can be removed from the model.

In this model the CVaR is used to control not only the probability of having a global penalty cost for

the inventory bounds violation above the VaR, but also the magnitude of those values. The parameter ε

is used to balance the routing and the average penalty cost against the CVaR. Figure 4.3 compares the

penalty cost for the inventory bounds violation for both stochastic and CVaR approaches. Assuming the

same penalty cost unit for the inventory bounds violation in all ports, i.e, P=Pi for all i ∈ N, Figure 4.3

shows that when the total amount of inventory bounds violation is greater than γ
P its unit cost is more

penalized in the CVaR approach than in the stochastic approach (where the penalty cost per unit is the

same independently of the total amount of inventory bounds violation). For β close to one and for a very

large ε, the model highly penalizes any inventory limit violations, which tends to approximate the model

to the robust one. In the case of ε = 0, as remarked above we obtain the stochastic model.
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Figure 4.3 – Penalty cost for both stochastic and CVaR approaches in terms of the total amount of penalty cost for
the inventory bounds violation, assuming the same penalty cost per unit for all the ports.

4.3.3.2 CVaR applied to the inventory level at each port

In the second model using CVaR, the inventory buffers are established using the information provided

by the CVaR risk measure. The idea is motivated by the fact that the inventory buffers are usually defined

a priori, without any knowledge of the routes and do not take into account the probability of violation of

the corresponding soft inventory bounds. Thus, for some visits, the inventory buffer can be large, resulting

in a low probability of violation of the soft inventory bounds. For other visits, the inventory buffer can

be small, leading to high probabilities of inventory bounds violations. In this model we consider a VaR

for each port visit (i,m), denoted by γim, and use such values to define the soft inventory bounds and

therefore, the inventory buffers.

For a consumption port i ∈ N, to protect the first-stage solutions against the uncertainty, it is desirable

to keep the stock level far from the lower stock limit or, equivalently, keep the stock level close to the upper

stock limit. A natural strategy is to consider large safety stocks for each port visit, which is equivalent to

creating tight bounds to the gap between the upper stock limit and the stock level, i.e., L = S̄ i− (sim(ξ) +

rim(ξ)). Note that the amount of backlog in each port visit must be added to the corresponding inventory

level since the stock limits can be violated, see Figure 4.4, at right. Hence, given a probability β, the VaR

for each port visit (i,m), γim, is the minimum value such that the probability of gap L in port i and visit m

being lower than γim, is at least 1−β, for a given set Ω of scenarios.

A similar idea can be followed for the definition of inventory buffers to the production ports. In

that case, the aim is to keep the inventory levels as low as possible, that is, to minimize the difference

L = sim(ξ) + rim(ξ)−S i, see Figure 4.4, at left.
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Figure 4.4 – Penalties for the inventory level for the production and the consumption ports.

To define the CVaR measure consider the function gim(ξ) =
(
S̄ i− sim(ξ)− rim(ξ)−γim

)+
for the con-

sumption ports and gim(ξ) =
(
sim(ξ) + rim(ξ)−S i−γim

)+
for the production ports. The CVaR can be de-

fined by

CVaR = min
γ

γ+
1
β

∑
ξ∈Ω

pξgim(ξ)

 .
Including the CVaR in the MIRP, the mathematical formulation becomes as follows:

min C(X) +
∑
ξ∈Ω

∑
(i,m)∈S A

pξPirim(ξ) +ε
∑

(i,m)∈S A

γim +
1
β

∑
ξ∈Ω

pξgim(ξ)

 (4.45)

s.t. (4.2)− (4.8), (4.20)− (4.24), (4.30)− (4.39)

gim(ξ) ≥ S̄ i− sim(ξ)− rim(ξ)−γim, (i,m) ∈ S A : Ji = −1, ξ ∈Ω, (4.46)

gim(ξ) ≥ sim(ξ) + rim(ξ)−S i−γim, (i,m) ∈ S A : Ji = 1, ξ ∈Ω, (4.47)

gim(ξ) ≥ 0, (i,m) ∈ S A, ξ ∈Ω. (4.48)

The objective function consists of the routing cost plus the average penalty cost for the inventory bounds

violation plus the CVaR associated to each port visit weighted by the nonnegative parameter ε. Constraints

(4.46) and (4.48) define gim(ξ) using a set of linear constraints for the consumption ports and constraints

(4.47) and (4.48) define gim(ξ) using a set of linear constraints for the production ports.

The model above can be used directly when solving the MIRP. However, one can also use the VaR
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values (the values of variables γim) to define soft inventory bounds for each port visit. These soft inventory

bounds can be used in the deterministic model with inventory buffers described in Section 4.3.1. For the

consumption ports, the safety stock for the mth visit is defined by S S im := S̄ i−γim, while for the production

ports the soft upper bound for visit m is defined by S S im := S i +γim.

From preliminary computational experience, we observed that the values obtained for γim using model

(4.45)–(4.48) can sometimes be very low, leading to large inventory buffers. To overcome this problem

we add the following two additional sets of constraints to model (4.45)–(4.48) in order to restrict the

values of γim.

γim ≥ δ× (S̄ i−S i), ∀(i,m) ∈ S A, (4.49)

γim ≤ S̄ i−S i, ∀(i,m) ∈ S A. (4.50)

The parameter δ is a nonnegative parameter lower than one, δ ∈ [0,1), and is used to impose a lower limit

on the VaR values. Constraints (4.50) impose an upper limit on the VaR values.

4.3.4 Robust optimization

The robust approach presented here was introduced in [4]. In the robust approach we assume that the

travel times Ti jv belong to an uncertainty set as introduced by Bertsimas and Sim [6],

ΞΓ = {ξ : ξim jnv = T̄i jv + T̂i jvδim jnv,

0 ≤ δim jnv ≤ 1,v ∈ V, (i,m, j,n) ∈ S X
v ,

∑
v∈V

∑
(i,m, j,n)∈S X

v

δim jnv ≤ Γ}

where T̄i jv is the nominal value corresponding to the expected travel time, T̂i jv is the maximum allowed

deviation (delay), δim jnv is the deviation of parameter Tim jnv from its nominal value, and Γ limits the

number of deviations.

Similar to the stochastic programming and the CVaR models, the robust model is also an adjustable

model with the same two levels of decisions. However, backlog is not allowed. Hence, the first-stage

solution must ensure that for each travel time vector belonging to the uncertainty set, the stock level at

each port i is within the bounds S i and S i. For the robust model the time and inventory constraints are

replaced by the following constraints:
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Time constraints

tim(ξ) +
∑
v∈V

T Q
i qimv− t jn(ξ) +

∑
v∈V

max{T ′im + ξi jv−A jn,0}xim jnv

≤ T ′im−A jn, (i,m), ( j,n) ∈ S A, ξ ∈ ΞΓ, (4.51)

tim(ξ)− ti,m−1(ξ)−
∑
v∈V

T Q
i qi,m−1,v−T B

i yim ≥ 0, (i,m) ∈ S A : m > 1, ξ ∈ ΞΓ, (4.52)

Aim ≤ tim(ξ) ≤ Bim, (i,m) ∈ S A, ξ ∈ ΞΓ. (4.53)

Inventory constraints

si1(ξ) = S 0
i + JiRiti1(ξ), i ∈ N, ξ ∈ ΞΓ, (4.54)

sim(ξ) = si,m−1(ξ)− Ji

∑
v∈V

qi,m−1,v + JiRi(tim(ξ)− ti,m−1(ξ)),

(i,m) ∈ S A : m > 1, ξ ∈ ΞΓ, (4.55)

sim(ξ) +
∑
v∈V

qimv−Ri

∑
v∈V

T Q
i qimv ≤ S i, (i,m) ∈ S A|Ji = −1, ξ ∈ ΞΓ, (4.56)

sim(ξ)−
∑
v∈V

qimv + Ri

∑
v∈V

T Q
i qimv ≥ S i, (i,m) ∈ S A|Ji = 1, ξ ∈ ΞΓ, (4.57)

siµi
(ξ) +

∑
v∈V

qi,µi,v−Ri(T − tiµi
(ξ)) ≥ S i, i ∈ N |Ji = −1, ξ ∈ ΞΓ, (4.58)

siµi
(ξ)−

∑
v∈V

qi,µi,v + Ri(T − tiµi
(ξ)) ≤ S i, i ∈ N |Ji = 1, ξ ∈ ΞΓ, (4.59)

sim(ξ) ≥ S i, (i,m) ∈ S A|Ji = −1, ξ ∈ ΞΓ, (4.60)

sim(ξ) ≤ S i, (i,m) ∈ S A|Ji = 1, ξ ∈ ΞΓ. (4.61)

As in the deterministic case, the objective function of the robust model minimizes the routing cost, so

the robust model is defined by (4.1)–(4.8), (4.20)–(4.24), (4.51)–(4.61). See [4] for more details.

4.4. Experimental setup

Here we describe the set of instances, the solution approaches tested that are based on the general

models presented in Section 4.3, and discuss the corresponding parameter values for the proposed solution

approaches.



4.4. Experimental setup 95

4.4.1 Instances description

The instances used are the same as the ones considered in [4]. They are based on real data and come

from the short sea shipping segment with long loading and discharge times relative to the travel times.

The number of ports of each instance vary between 3 and 6 and the number of ships vary between 1 and 5.

We consider 7 combinations of these values giving 7 groups of instances, I, I ∈ {A,B,C,D,E,F,G}. Each

group has three instances ( {I1, I2, I3} ) that differ from each other through the initial inventory levels,

giving a total of 21 instances. The time horizon considered is T = 30 days. These instances can be found

at http://home.himolde.no/~hvattum/benchmarks/.

Following [14], we assume that the travel time Ti jv follows a three-parameter log-logistic probability

distribution whose cumulative probability function can be written as

F(Ti jv) =
1

1 + ( 1
t )α

,

where t =
Ti jv−η

ζ . For this distribution, the minimum travel time is η, and the expected travel time E[Ti jv],

which is estimated by the average travel time T i jv, is equal to ζπ
αsin(π/α) + η. As in [3], we consider η =

0.9 T i jv, and α = 2.24, and ζ is obtained from the equation T i jv =
ζπ

αsin(π/α) +η. Samples of the travel times

are generated by using the inverse transformation method.

4.4.2 Calibration

To efficiently approximate the continuous three-parameter log-logistic probability distribution, we

have to determine the appropriate number of scenarios that should be considered in both stochastic pro-

gramming and CVaR models. To obtain this number, some out-of-sample stability tests were conducted.

Let Ω be a large set of scenarios sampled from the three-parameter log-logistic distribution. For each

number n of scenarios, n ∈ {1,5,10,15,20,25,30,35},we consider 30 different sampled n-scenario trees.

For each one of the 30 n-scenario trees, we solve the corresponding stochastic programming model.

Hence, for each number n, we obtain 30 solutions. Let Xn
i be the first-stage solution of the stochastic

programming model corresponding to the n-scenario tree i, i = 1, . . . ,30, and let f (Xn
i ,Ω) be the objective

function value of solution Xn
i when evaluated using the large set of scenarios, Ω. For every instance the

minimum, the average and the maximum objective function values f (Xn
i ,Ω), i = 1, . . . ,30, are obtained.

As an example, for each of the n-scenario trees, the minimum, the average and the maximum objective

function values f (Xn
i ,Ω), i = 1, . . . ,30 of the 30 obtained solutions are displayed in Figure 4.5, for instance

B3.

http://home.himolde.no/~hvattum/benchmarks/
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Figure 4.5 – Minimum, average and maximum objective function values of the 30 first-stage solutions for each of
the n-scenario trees, n ∈ {1,5,10,15,20,25,30,35}.

The figure shows that the gap between the three lines tends to decrease as the number of scenarios

used increases, and it is very close to zero when at least 25 scenarios are considered for sampling scenario

trees. This means that for instance B3 we have out-of-sample stability when at least 25 scenarios are used,

since the obtained objective function value is the same independently of the sample of 25 scenarios used.

For all instances, the computational tests provide similar results to the ones presented in Figure 4.5.

Therefore, we use scenario trees with n = 25 samples whenever the stochastic programming or CVaR

models are used.

4.4.3 Solution approaches

Based on the general models described in Section 4.3, we derive 13 particular solution approaches

by considering different parameters or combining methods. These solution approaches are tested in Sec-

tion 4.5.

Deterministic model (D) The deterministic solution approach includes no inventory buffers. This so-

lution approach corresponds to solving the model in Section 4.2 and is denoted by D.

Deterministic model with inventory buffers (F) The deterministic solution approach with inventory

buffers corresponds to solving the model in Section 4.3.1. For each visit to a production port, the soft

upper inventory bound corresponds to 90% of the upper stock limit and the lower inventory bound co-

incides with the lower stock limit. For all visits to a consumption port the soft lower bounds are set to
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S i + 0.1(S i−S i), while the soft upper bounds are set to the upper stock limit. In both cases, the obtained

soft inventory bounds give rise to inventory buffers of 10% of the difference between the upper and the

lower stock limits. The unit penalty considered for soft inventory bounds violations is 5. Results reported

in Section 4.5.3 show the suitability of the values chosen for the parameters of this model. Since the

uncertainty is not considered in the definition of the inventory buffers, this is a pure deterministic solution

approach and is denoted by F.

Stochastic programming (S) This approach consists of solving model in Section 4.3.2. We consider

two different values, 5 and 25, for the inventory violation penalty, Pi. It is reported in [2, 3] that the use of

large penalties make the model hard to solve as the integrality gaps tend to increase. Thus the two chosen

values represent the use of a small and a medium penalty, respectively. Other values for this penalty (1, 10,

15, 20 and 30) were tested, however, the obtained results, not reported here, showed that for the most of

the instances the obtained solutions coincide with the ones corresponding either to Pi = 5 or Pi = 25. These

models are solved using the decomposition procedure proposed in [3]. The decomposition follows the

idea of the L-shaped algorithm. The problem is decomposed into a master problem and one subproblem

for each scenario. The master problem is solved for a subset of scenarios. Then for each disregarded

scenario the subproblem checks whether a penalty for inventory limit violations is incurred when the

first-stage decision is fixed. If such a scenario is found, additional variables and constraints enforcing that

deviation to be penalized in the objective function are added to the master problem. The revised master

problem is solved again, and the process is repeated until all the recourse constraints are satisfied. The

resulting stochastic optimization solution approaches are denoted by S 5 and S 25, respectively.

CVaR on the global inventory limit violation (C) This method consists of solving model in Section

4.3.3.1 using the violation probability β = 0.01, parameter ε = 10 and the same penalties as in the stochas-

tic model, 5 and 25. Since the structure of the CVaR model is similar to the structure of the stochastic

model, these CVaR models are solved using the same decomposition procedure. These solution ap-

proaches are denoted by C5 and C25.

CVaR on the inventory level at each port visit (V) This method consists of solving model in Section

4.3.3.2 using the violation probability β = 0.01, δ = 0.8 and ε taking values 0.01 and 1. Again, the models

are solved with the same decomposition procedure used for the stochastic method. These CVaR solution

approaches are denoted by V0.01 and V1.

Combined CVaR and deterministic model with inventory buffers (F) This is an hybrid approach.

The VaR on the inventory level at each port visit is determined to define soft inventory bounds for each
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port visit. Then the deterministic model with inventory buffers is solved using the obtained values for

the soft inventory bounds. If the solution approach V0.01 is used to define the bounds, then the solution

approach is denoted by F0.01 and if the solution approach V1 is used, the solution approach is denoted

by F1.

Robust optimization (R) We consider the nominal travel times T̄i jv and a maximum allowed delay, T̂i jv.

The nominal travel times are defined to be equal to the expected travel times values, that is, T̄i jv = E[Ti jv].

The maximum allowed delay, T̂i jv, is a constant value selected for each instance and obtained as follows.

The deterministic model is solved for several values of the travel times Ti jv = T̄i jv +λT̄i jv, starting with

λ = 0 and increasing its value by steps of 0.01 until the corresponding deterministic model has no feasible

solutions. The last value of λ leading to an instance with a feasible solution is selected, and the maximum

allowed delay, T̂i jv, is set to λT̄i jv.

We consider three robust solution approaches corresponding to Γ = 1,2,3. These values are choseen

since for the most of the instances the solution of the box-constrained problem corresponds to Γ ≤ 3.

Each robust model is solved by using the decomposition procedure described in [4] that iterates between

a master problem that considers a subset of scenarios and an adversarial separation problem that searches

for scenarios that make the solution from the master problem infeasible. These robust solution approaches

are denoted by R1, R2 and R3.

4.5. Computational tests

This section reports the computational experiments carried out to compare the performance of the

thirteen solution approaches described in Section 4.4.3. A set of 21 instances of a MIRP described in

Section 4.4.1 is used. All tests were run on a computer with an Intel Core i7-6700HQ processor, having a

2.60GHz CPU and 16GB of RAM, using the Xpress-Optimizer 28.01.04 solver with the default options.

To evaluate the performance of each solution approach and how it reacts to the uncertainty, after the

final solution is obtained, the first-stage decision variables are fixed and the two-stages stochastic model

defined in Section 4.3.2 is solved for a large sample of 1000 scenarios. For each scenario, the value of the

recourse variables (the second-stage variables) as well as the total amount of backlog are computed. For

the large sample, the minimum, average, and maximum amounts of backlog are computed. Additionally,

the stock-out probability that corresponds to the empirical probability of having a scenario with a positive

amount of backlog is computed. For the first-stage solution, the total routing cost, the total amount of

product loaded at all production ports, and the total amount of product unloaded at all consumption ports

during the planning horizon are also computed. These values are compared with the corresponding values

obtained by the deterministic solution approach D.
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Section 4.5.1 presents the computational results for 18 of the 21 instances. These 18 instances are

solved to optimality by all the solution methods tested. The results for the three most difficult instances

are reported in Section 4.5.2.

4.5.1 Global results for instances solved to optimality

Here we present the computational results of the 18 instances solved to optimality by all solution

approaches. The instances are I1, I2 and I3 where I ∈ {A, B, C, D, E, F}. Table 4.2 reports average

computational results for the 18 instances obtained by each of the 13 solution approaches. The first

column gives information about the solution approach. The second column named “Routing” displays the

routing cost when compared to the routing cost obtained by the deterministic solution approach D. The

displayed value is the average routing cost for all the 18 instances divided by the routing cost obtained

by solution approach D. The third, fourth and fifth columns (named “Min”, “Average” and “Max”,

respectively) report average values of the minimum, average and maximum amounts of backlog over all

instances. The sixth column, named “SOut(%)”, displays the average of the stock-out probability over

all instances. The seventh and eighth columns, named “LQ” and “UQ”, respectively, display the average

over all instances of the total quantity loaded (LQ) and unloaded (UQ) divided by the total quantity loaded

(LQ) and unloaded (UQ) in the corresponding solution obtained by solution approach D. The last column

reports the average computational time, in seconds, to solve the problem.

Table 4.2 – Average computational results obtained by the 13 solution approaches for the 18 instances.

Sol. Approach Routing Min Average Max SOut(%) LQ UQ Seconds
kkkkk D 1.00 0.0 2.2 43.3 20.3 1.00 1.00 15
kkkkk F 1.06 0.0 0.6 24.1 5.0 0.99 1.01 49
kkkkk F0.01 1.07 0.0 0.5 19.1 4.4 1.03 1.05 335
kkkkk F1 1.06 0.0 0.9 21.8 6.7 1.01 1.05 1289
kkkkk V0.01 1.00 0.1 0.7 22.1 17.3 1.02 1.05 306
kkkkk V1 1.07 0.1 0.8 19.0 16.7 1.02 1.06 1245
kkkkk C5 1.08 0.1 0.7 23.5 16.9 1.06 1.07 982
kkkkk C25 1.11 0.0 0.7 24.9 5.8 1.05 1.03 877
kkkkk S 5 0.94 0.8 1.9 29.4 28.0 1.03 1.05 352
kkkkk S 25 1.00 0.1 0.8 25.1 17.6 1.00 0.99 326
kkkkk R1 1.07 0.0 1.0 23.4 7.4 1.11 1.17 26
kkkkk R2 1.10 0.0 0.8 18.4 6.0 1.12 1.16 62
kkkkk R3 1.13 0.0 0.8 17.7 6.1 1.12 1.24 139

Table 4.2 shows that, on average, the worst solutions for the average and maximum values of the

backlog correspond to the solutions obtained by the deterministic solution approach D. The stochastic

programming approach S 5, with backlog cost equal to five, provides solutions with high amounts of

backlog. The average stock-out probability in this solution approach is the highest among all the solution
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approaches, followed by the deterministic approach D. This behavior can easily be explained by the fact

that the cost of the backlog used in solution approach S 5 is not sufficiently high to avoid solutions with

a large amount of backlog. However, S 5 has the lowest (average) routing costs. The average routing

cost is high in the robust solution approaches R2 and R3, and this cost tends to increase as the allowed

maximum number of delays increases. The routing cost is also high in the CVaR solution approach

C25. Comparing the stochastic solution approach S 25 and all the robust solution approaches, the robust

solution approaches show to be less sensitive to high travel times delays, which is reflected by the lower

value of the average maximum amount of backlog. Furthermore, the stock-out probability is lower in the

robust approaches than in the stochastic ones. A significant difference between the robust solutions and

the solutions obtained by the remaining solution approaches is that the quantities loaded and unloaded are

higher. When comparing the solutions obtained by the stochastic solution approaches S 5 and S 25 with the

solutions obtained by the CVaR approaches C5 and C25 it is possible to see that the CVaR approaches have

solutions with higher routing cost while having lower amount of backlog. Hence, the average values of

the minimum, average and maximum amounts of backlog as well as the stock-out probability are lower in

these solution approaches. Another interesting comparison is between the deterministic approach F with

inventory buffers and the hybrid approaches F0.01 and F1. All these methods have high routing costs,

however the solutions obtained by the solution approaches F0.01 are characterized by lower values of

the average backlog, the maximum backlog and the stock-out probability. In fact, among all the solution

approaches, approach F0.01 gives results with lowest average amount of backlog and stock-out probability.
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Figure 4.6 – Graphical comparisons between the 13 solution approaches.

Based on the results in Table 4.2, Figure 4.6 shows the comparison of the average routing costs with

the average backlog, maximum backlog, and stock-out probability. In each of three graphs, a dotted line

is drawn, separating the dominated from the non-dominated solution approaches. Analyzing the figure

we observe that the stochastic programming approach S 25 is clearly dominated by approach V0.01, and

these two solution approaches dominate the deterministic approach D.

4.5.2 Results for the hard instances

Here we report the computational results for the most difficult instances G1, G2 and G3. These three

instances are solved to optimality by the robust solution approaches R1, R2 and R3, and by the determinis-

tic approach D without inventory buffers and approach F with inventory buffers in a reasonable amount of

time. Instance G2 is also solved to optimality by the stochastic programming approach S 5. The instances

are not solved to optimality by the remaining approaches. To solve these instances using these solution

approaches, the MIP based local search procedure described in [3] is used. The procedure starts by using

the deterministic approach D to obtain an initial solution. Then, the local branching inequality limiting to

four the number of variables wim, (i,m) ∈ S A, allowed to flip their value is added to the stochastic model

containing all the scenarios. The resulting model is run for a time limit of 1000 seconds. The process is

repeated until no improvement in the objective function is observed. Since a time limit is imposed, the

solution obtained in each iteration may not be optimal.

Table 4.3 displays the computational results for instances G1,G2 and G3, where an asterisk indicates

that the instance is solved to optimality. The description of the contents of the columns is the same as

in Table 4.2, however the values are shown for each instance and not as averages of a set of instances.

The third column in Table 4.3 reports the optimality gaps for the instances not solved to optimality by
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each method. Notice that both the stochastic and the CVaR models are solved by an ILS heuristic,

hence, in order to obtain a lower bound to estimate the optimality gap for these methods, we run the

corresponding complete models (with all the 25 scenarios) imposing a time limit of two hours. After

the inventory bounds are determined by approaches V0.01 and V1, the corresponding deterministic models

with inventory buffers are solved to optimality for almost all the instances, except for the instance G3

with the inventory bounds given by method V1.

The comments for Table 4.2 do not hold here. For instance, solution approach V0.01 does not dominate

solution approaches S 25 and D. However, in general, the deterministic approach D produces solutions

with a high amount of backlog and a high stock-out probability. Note that the stochastic programming

and CVaR approaches have, in general, the highest computational time. These are the solution approaches

hardest to solve and, in each iteration, we noticed that the integrality gap is large.

For some instances, the optimality gaps associated to some approaches are too large, as happens for

instance G1 in relation to the approaches C5 and C25. These large gaps can be explained by the fact that

for these approaches a running time limit of 1000 seconds was imposed to each iteration. Hence, from

the last column of Table 4.3 we can see that only two iterations were performed in both cases. It means

that a feasible solution was founded in the first iteration and it was not possible to obtain a better solution

in the second iteration within the imposed time limit.

4.5.3 Sensitivity analysis of the parameters for the deterministic model with inventory
buffers

The performance of the deterministic solution approach with inventory buffers F depends on two

parameters: the inventory buffers used and the penalty consider for the violation of the soft inventory

bounds. In this section we report average results obtained with model F for 12 combinations of these two

parameters. The inventory buffers used correspond to 5%, 10%, 15% and 20% of the difference between

the upper and the lower stock limits while the unit values used to penalize soft inventory bounds violations

are 1, 5 and 10. Table 4.4 reports the average results obtained for all the 18 instances that are solved to

optimality by all the proposed approaches (the ones used in Section 4.5.1). The first line identifies the

value of the penalty, while the second one identifies the percentage used to define the inventory buffers.

The third line reports the average routing cost of the solutions obtained by model F divided by the cost

of the solutions obtained by the deterministic model without inventory buffer (model D). The forth and

the fifth lines report the average and the maximum number of backlog units, respectively, when the final

solution is evaluated in a large sample of 1000 scenarios (as described in Section 4.5.1). The sixth line

reports the average values of the stock-out probability while the last line reports the number of times that

each combination of parameters leads to the best solutions based on each of the four quality parameters

identified in the previous lines. For example, the solutions obtained with penalty equal to 1 and percentage
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Table 4.3 – Computational results for instances G1, G2 and G3.

Approaches Gap(%) Routing Min Average Max SOut(%) LQ UQ Seconds
D 0.0 1.00 0.0 2.7 55.0 19.8 1.00 1.00 203
F 0.0 1.05 0.0 2.4 53.2 18.4 0.99 0.96 241
F0.01 0.0 1.05 0.0 2.4 53.2 18.4 1.00 0.96 3116
F1 0.0 1.05 0.0 2.4 53.2 18.4 1.00 0.96 6496
V0.01 25.8 1.07 0.0 2.4 53.2 18.4 1.00 1.00 2586
V1 18.9 1.07 0.0 1.9 63.3 10.6 1.00 1.00 6000

G1 C5 82.6 1.46 0.0 5.2 80.1 27.6 0.94 1.00 2000
C25 95.6 1.46 0.0 5.2 80.1 17.6 0.94 1.00 2000
S 5 8.9 1.00 0.0 2.4 53.2 18.4 1.00 1.00 543
S 25 24.2 1.00 0.0 2.4 53.2 18.4 1.00 1.00 1363
R1 0.0 1.00 0.0 2.6 54.0 20.8 1.04 1.04 123
R2 0.0 1.10 0.0 1.7 64.3 10.4 1.07 1.08 8485
R3 0.0 1.10 0.0 1.7 64.3 10.4 1.07 1.08 8485
D 0.0 1.00 0.0 5.7 86.0 43.2 1.00 1.00 254
F 0.0 1.00 0.0 2.0 48.4 15.6 0.94 1.02 90
F0.01 0.0 1.00 0.0 1.6 45.2 13.6 0.94 1.02 5807
F1 0.0 1.00 0.0 1.2 44.0 10.0 1.00 1.09 5802
V0.01 11.8 1.05 0.0 0.2 23.8 1.8 0.88 1.15 5714
V1 6.9 1.05 0.0 0.2 23.8 1.8 0.88 1.15 5714

G2 C5 14.3 1.13 0.0 0.1 26.9 1.4 0.88 1.15 3585
C25 19.2 1.13 0.0 0.4 40.9 3.4 0.91 1.15 5271
S 5 0.0 1.00 0.0 0.2 23.8 1.8 0.91 1.00 1202
S 25 13.3 1.05 0.0 0.2 23.8 1.8 0.88 1.16 1275
R1 0.0 1.00 0.0 0.8 39.7 6.8 1.01 1.09 446
R2 0.0 1.05 0.0 0.1 10.4 1.0 1.00 1.28 2251
R3 0.0 1.05 0.0 0.0 0.0 0.0 1.00 1.28 1984
D 0.0 1.00 0.0 3.2 58.3 26.2 1.00 1.00 874
F 0.0 1.05 0.0 2.7 50.5 20.8 0.89 1.05 156
F0.01 0.0 1.05 0.0 3.5 55.5 28.2 0.91 1.05 4238
F1 18.9 1.25 0.0 0.3 21.0 3.0 0.89 1.02 9068
V0.01 32.3 1.22 0.0 4.9 79.1 35.6 0.97 1.03 4144
V1 12.3 1.41 5.0 7.6 59.5 100.0 0.98 1.00 5468

G3 C5 40.2 1.57 0.0 0.4 30.0 4.0 0.94 1.00 4589
C25 40.6 1.61 0.0 0.8 35.3 7.2 0.89 1.00 3625
S 5 19.7 1.07 4.6 6.0 32.4 100.0 0.99 1.00 1259
S 25 39.2 1.31 0.0 0.8 46.7 8.8 0.97 1.00 4484
R1 0.0 1.05 0.0 1.1 44.0 9.0 1.01 1.00 317
R2 0.0 1.05 0.0 1.3 46.0 10.0 1.02 1.06 579
R3 0.0 1.05 0.0 1.3 46.0 10.0 1.02 1.06 538
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equal to 5 are the best for all the 18 instances in terms of the routing cost, for 5 instances in terms of the

average number of backlog units, for 2 instances in terms of the maximum number of backlog units and

also for 2 instances in terms of the stock-out probability, hence, the number presented for this combination

of parameters is 27 (18+5+2+2).

Table 4.4 – Results for the deterministic model with inventory buffers for different values of the inventory buffers
and the penalty of the violations.

kkkkkkPenalty=1kkkkkk kkkkkkPenalty=5kkkkkk kkkkkkPenalty=10kkkkkk
5% 10% 15% 20% 5% 10% 15% 20% 5% 10% 15% 20%

Routing 1.00 1.06 1.06 1.07 1.02 1.05 1.06 1.06 1.06 1.06 1.06 1.06
Average 1.2 0.6 0.8 0.8 0.9 0.6 0.8 0.8 0.7 0.6 0.8 0.8

Maximum 35.7 23.8 21.5 19.8 32.9 24.1 21.4 20.1 25.8 24.1 21.5 19.9
SOut(%) 10.1 5.1 6.1 6.1 7.2 5.0 6.2 6.1 6.0 4.8 6.1 6.1

# BS 27 38 35 35 30 38 37 32 27 34 36 33

Table 4.4 shows that the results associated with inventory buffers larger than 5% are not sensitive to

the penalty used. The same does not hold for inventory buffers equal to 5% where larger differences can

be observed for different penalty values. In terms of the routing cost, best results are in general associated

to low inventory buffers and low penalties, while the best results in terms of the maximum number of

backlog units are associated to the approaches with larger inventory buffers. The best results in terms of

the average number of backlog units, the stock-probability and the total number of best solutions founded

are in general obtained when a value of 10% is used for the inventory buffers. Furthermore, for this

percentage there are no big differences between the results associated to different penalties. Hence, on

average, a percentage of 10% and a penalty equal to 5 are suitable values for the deterministic model with

inventory buffers.

4.5.4 Evaluating the use of CVaR in the stochastic programming model

Here we compare the stochastic programming and the CVaR approaches over the sample of 25 sce-

narios used to obtain the first-stage solutions. Figure 4.7 displays four bars for each of the 18 instances

solved to optimality by all the 13 solution approaches. In each set of four bars, the first two (gray) bars

represent the average number of backlog units observed in the solutions provided by methods C5 and S 5,

while the next two (black) bars represent the maximum number of backlog units for the same methods.

Since no relevant information can be draw from the bars associated to the minimum units of backlog,

such bars are not presented here.
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Figure 4.7 – Difference between the solutions obtained by the approaches S 5 and C5 for the minimum, average and
maximum amount of backlog.

When comparing the approaches S 25 and C25, the results are very similar, so they are not displayed

here. However, we note that the differences between approaches S 5 and C5 are higher than between

approaches S 25 and C25. For all instances, the results displayed in Figure 4.7 allow us to conclude

that the maximum number of backlog units is lower in the solutions obtained by the CVaR approaches

than in the solutions obtained by the corresponding stochastic programming approaches. In almost all

the instances, the same behavior is observed for the average amount of backlog, except for instances

D1 and D2. However, in these two cases, the differences between the average values are very small.

Mann-Whitney hypothesis tests were conducted to realize if there are significant differences between

the solutions obtained by both the CVaR and the stochastic approaches, in terms of the average and the

maximum number of backlog units. The obtained results reveal that the differences in terms of the average

and the maximum number of backlog units between the two approaches are significant for a significance

level greater than 0.004 and 0, respectively. Hence, for the confidence levels usually considered (90%,

95% and 99%), the average and the maximum number of backlog units is significantly lower in the

solutions provided by the CVaR approaches than in the ones obtained by the stochastic approaches.

Figure 4.8 shows a pair of bars for each instance. The first bar represents the difference between

the stock-out probability in the solution approaches S 5 and C5. The second bar represents the difference

between the stock-out probability in the solution approaches S 25 and C25.
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Figure 4.8 – Difference between the stock-out probability in the solutions obtained by the stochastic programming
approaches (S 5 and S 25) and the corresponding CVaR approaches (C5 and C25).

For almost all the instances, the stock-out probability is less in the solutions from the CVaR ap-

proaches than in the solutions from the stochastic programming approaches, except for instances B1, D1

and D2.

Observe that in the CVaR approaches the amount of backlog tends to be much lower than in the cor-

responding stochastic approaches and the same holds for the stock-out probability. Furthermore, higher

values of the backlog amounts correspond to lower routing costs in the solutions obtained by the stochas-

tic approaches.

4.5.5 Results for instance E2

In this section we report some results for instance E2. This instance is selected because its solutions

obtained by the hybrid solution approach F0.01 have the largest variation of the inventory buffers for each

port. Instance E2 has 2 production ports and 3 consumption ports, and the maximum number of visits

allowed to each port is 4. Table 4.5 reports the stock limits and the soft inventory bounds (that were

used to define the inventory buffers) in both approaches F and F0.01, for all port visits. Ports 1 and 2

are the production ports while ports 3, 4 and 5 are the consumption ports. The first column, named

“Port”, identifies the port, with P for production and C for consumption. The second column named

“Stock limits” presents the lower and the upper stock limits. The lower and upper soft inventory bounds

used in method F are presented in the third and forth columns while the values used by approach F0.01

are presented in the fifth and sixth columns. Note that, for each port, the soft inventory bound used in

approach F is the same for all visits. In approach F0.01 the soft inventory bound used is the same for all

the visits in ports 2 and 3, while for ports 1, 4 and 5 they differ for each visit. Moreover, the upper soft
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Table 4.5 – Inventory buffers used in the solution approaches F and F0.01 for the instance E2. The values are
presented in terms of the number of units.

F F0.01

Port Stock limits Lower IB Upper IB Lower IB Upper IB
240

P1 [0 , 300] - 270 - 249
252
240

P2 [0 , 350] - 315 - 280

C3 [0 , 250] 25 - 50 -

7
C4 [0 , 145] 15 - 29 -

29
29
30

C5 [0 , 300] 30 - 22 -
54
60

inventory bounds are defined for the production ports but not for the consumption ports, while the lower

soft inventory bounds are defined for the consumption ports but not for the production ports. Instance E2

shows the advantage of defining inventory buffers by using a CVaR approach for each port visit, because

the use of such inventory buffers produced better results than the ones obtained using approach F.

Table 4.6 presents results for the solutions obtained using solution approaches F and F0.01, when

evaluated using the large set of 1000 scenarios. This table also displays the results for other solution ap-

proaches: the deterministic approach D (as the reference approach), the CVaR approach C25, the stochas-

tic approach S 25 and the robust approach R2. These solution approaches were selected because they have

the best behavior for this instance and also a global good behavior as shown in Table 4.2. Notice that the

average results for solution approaches R2 and R3 are similar but the routing cost is higher for R3.
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Table 4.6 – Results for instance E2.

Model Routing Min Average Max SOut(%) LQ UQ Seconds
D 1.00 0.0 8.4 137.9 55.6 1.00 1.00 123
F 1.02 0.0 0.5 36.3 2.6 0.99 1.00 47

F0.01 1.01 0.0 0.3 22.4 4.0 1.00 1.02 1037
C25 1.01 0.0 0.3 22.4 4.0 1.00 1.02 1051
S 25 1.01 0.0 0.3 26.8 3.8 1.00 1.00 1058
R2 1.01 0.0 0.3 22.4 4.0 1.25 1.02 401

The large set of 1000 scenarios used to evaluate the solutions obtained by each solution approach

considered in Table 4.6 leads to a sample of values where each value corresponds to the amount of

backlog in one of the scenarios. The obtained values for each solution approach for instance E2 are

represented in box-plots in Figure 4.9. The solution approaches are identified in the x-axis. Each point in

the figure corresponds to the backlog amount observed in one scenario.
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Figure 4.9 – Sample box-plots for instance E2.

This box-plot is representative for most of the instances. The highest variance is obtained by solution

approach D, where the uncertainty is not considered. A similar behavior can be observed for the results

obtained by approach S 5, not presented here. In general, for the remaining solution approaches, there is

no stock-out in at least 75% of the scenarios (750 scenarios).
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Figure 4.10 displays the empirical distribution of the backlog for each solution approach considered in

the box-plots. Notice that only 5 curves can be observed in this figure because the results for approaches

F0.01 and C25 are exactly the same for this instance.
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Figure 4.10 – Empirical distribution of the backlog for some solution approaches for instance E2.

The results presented show the highest variance of the empirical backlog distribution derived from the

deterministic approach D. When the uncertainty is not explicitly considered in the approach, the empirical

distribution of the backlog is characterized by heavy tails. In general the tails tend to be smoother in the

robust and CVaR approaches than when using stochastic programming.

4.6. Conclusions

We consider a maritime inventory routing problem where the travel times are uncertain. The impact

of the uncertainty is analyzed according to five different general models of the problem: a deterministic

model, a deterministic model with inventory buffers, robust optimization, stochastic programming, and

stochastic programming models extended using the conditional value-at-risk measure. To the best of our

knowledge, models using the conditional value-at-risk have never been used before to solve this problem.



110 Chapter 4. Robust MIRP

The results obtained for a set of 21 instances show that substantial gains can be achieved when uncer-

tainty is explicitly considered into the problem. In general, the deterministic approach and the stochas-

tic approach with a low penalty value for inventory limit violations generate solutions where both the

probability of violation and the total amount of violation are higher. However, these approaches are char-

acterized by lower routing costs. Conversely, the solutions obtained by both the robust and the CVaR

solution approaches are characterized by high routing costs but provide solutions that are more protected

against the uncertainty, in the sense that the inventory limit violation in the obtained solutions is lower.

The stochastic programming approach including high penalties for inventory bounds violations, the de-

terministic approach with inventory buffers and the hybrid approach that solves a deterministic approach

with the inventory buffers derived from the CVaR approach show a tradeoff between routing costs and the

amount and probability of inventory limit violations.

For the planning problem and stochastic programming method described in this paper, it is assumed

that the arrival times to ports and the inventory levels may be adjusted due to uncertain traveling times.

No flexibility in the route planning is allowed. Therefore, an interesting topic for further research would

be to study additional flexibility in the route planning by a multi-stage stochastic model or by a two-stage

model solved in a rolling-horizon fashion with updated information.
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Abstract We consider a stochastic single item production-inventory-routing problem with a single

producer, multiple clients and multiple vehicles. At the clients, demand is allowed to be backlogged

incurring a penalty cost. Demands are considered uncertain.

A recourse model is presented and valid inequalities are introduced to enhance the model.

A new general approach that explores the sample average approximation (SAA) method is introduced.

In the sample average approximation method, several sample sets are generated and solved independently

in order to obtain a set of candidate solutions. Then the candidate solutions are tested on a larger sample

and the best solution is selected among the candidates. In contrast to this approach, called static, we pro-

pose an adjustable approach that explores the candidate solutions in order to identify common structures.

Using that information, part of the first-stage decision variables are fixed and the resulting restricted prob-

lem is solved for a larger size sample. Several heuristic algorithms based on the mathematical model are

considered within each approach.

Computational tests based on randomly generated instances are conducted to test several variants of

the two approaches. The results show that the new adjustable SAA heuristic performs better than the

static one for most of the instances.

Keywords Inventory routing ·Stochastic programming ·Sample average approximation algorithm ·Hybrid

heuristic ·Demand uncertainty · Iterated local search ·Adaptive heuristic
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5.1. Introduction

We consider a single item stochastic production-inventory-routing (SPIR) problem with a single sup-

plier/producer, multiple retailers/clients and multiple vehicles.

A vendor managed inventory approach is followed where the supplier monitors the inventory at the

retailers and decides on the replenishment policy for each retailer. Inventory aspects are considered at

both the supplier and the retailers. Demand is allowed to be backlogged at the retailers and in that case

a penalty cost is incurred. Backlog is not allowed at the supplier. Demands are considered uncertain,

following a known probability distribution. A constant production capacity at the supplier is assumed.

For the distribution plan, multiple vehicles are considered. The decision maker has to decide the pro-

duction and the distribution plans for a finite time horizon. The production plan consists in defining the

production periods and the amount to produce in each one of those periods. The distribution plan defines

the retailers that should be visited in each time period, the quantities to deliver to each visited retailer, and

the corresponding route for each used vehicle in each time period. Bounds on the delivered quantities and

on client inventories are considered. The goal is to minimize the production and the routing cost plus the

expected inventory and the penalty costs for backlogged demand.

We assume the production plan and the choice of which clients to visit in each time period (and

consequently the routing) are first-stage decisions, that is, decisions that must be taken before the scenario

is revealed. The quantities to deliver to each client in each time period as well as the inventory levels can

be adjusted to the scenario (known as second-stage decisions). Such assumptions may hold for short

planning horizons.

Complex problems combining production, inventory and routing decisions have received much atten-

tion in recent years [6, 9, 11, 14, 16, 17, 19, 20, 25, 29, 33, 38, 40]. For a survey on previous publications

see [4]. Several such studies have been motivated by real applications [5, 7, 9, 29]. The advantages of

coordination and integration of different supply chain decisions are reported by several authors. Hein and

Almeder [25] study the benefits of integrated planning for a complex supply production network embed-

ded in a dynamic discrete-type system, and conclude that substantial cost savings are possible with an

integrated planning approach compared to a classical sequential approach. Darvish et al. [19] observe that

making the right lot-sizing decisions becomes even more significant in interconnected logistic networks

and show the benefits of an integrated approach to supply chain decision-making. Integrated approaches

for a production-routing problem are also compared against uncoordinated ones in [37].

Most of the solution approaches for such complex problems use heuristics. Absi et al. [1] and Chitsaz

et al. [17] propose two-phase iterative methods where the original inventory-routing problem is split

into two subproblems, an inventory problem and a routing problem. Agra et al. [6] also propose the

decomposition of the production-inventory-routing problem into a production-inventory subproblem and

a routing subproblem using a new Lagrangian decomposition enhanced with valid inequalities. Chitsaz et
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al. [16] formulate the problem as a MIP and propose a three-phase decomposition matheuristic that relies

on the iterative solution of different subproblems. Brahimi and Aouam [14] propose a hybrid heuristic

in which a relax-and-fix strategy is combined with a local search strategy. Qiu et al. [33] develop a

branch-and-price heuristic by incorporating a column generation formulation based on the Dantzig-Wolfe

decomposition. Zhang et al. [44] present an iterative MILP based heuristic that uses restricted sets of

routes that are dynamically updated. Russell [38] and Solyalı and Süral [40] propose heuristics where

routes are computed in advance and, in a second-stage, the predetermined routes are used to simplify the

MIP models.

Although, in general, instances from such complex problems are not solved to optimality, exact ap-

proaches such as a branch-and-cut [2] and branch-and-cut-and-price algorithms [20, 33] have also been

considered. Small benchmark instances can be solved to optimality, see for instance, Avella et al. [12].

For several related problems, where no backlog is allowed, extended formulations [2, 4, 12, 24, 37]

and valid inequalities [11, 37] have been considered.

Uncertainty has also been considered for related problems. Solyalı et al. [39] introduce a robust

optimization approach for an inventory routing problem with uncertain demands. Aghezzaf [5] considers

a variant of the inventory routing optimization problem where customer demand rates and travel times

are stochastic but stationary. Stochastic approaches for related inventory routing problems have been

also considered [3, 7, 8, 13, 34]. Rahim et al. [34] propose a deterministic equivalent approximation

model to the original stochastic problem. Then, using Lagrangian relaxation, the deterministic model

is decomposed into an inventory allocation subproblem and a vehicle routing subproblem. Bertazzi et

al. [13] propose a hybrid roll-out algorithm for an inventory-routing problem where an order-up-to level

policy is followed for each retailer.

A classical approach for handling stochastic problems is the sample average approximation (SAA)

method [28, 43]. In this method the expected value of the objective function is approximated by a sample

average estimate obtained from a random sample. The resulting SAA problem is solved for different

samples in order to obtain a set of candidate solutions. Then, these candidate solutions are tested on a

larger sample and the best solution for that sample is chosen. Within related inventory-routing problems

the SAA was used in [3, 7, 8]. In a closely related problem, Adulyasak et al. [3] consider two-stage and

multi-stage stochastic production routing problems with demand uncertainty. A Benders decomposition

approach is used to solve each sample of the SAA method to optimality. However no backlog is allowed

in their model. In [7] a practical maritime inventory routing problem is solved using the SAA method.

For each sample the stochastic problem was solved using a commercial solver based on a branch-and-cut

algorithm with a running time limit. This solution procedure is heuristic since the instances are not solved

to optimality. Consequently, the SAA method generates solutions whose objective function value vary

significantly from sample to sample. In order to circumvent this lack of stability, Agra et al. [8] propose
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the use of a local branching heuristic to improve an initial solution for each sample generated within

the SAA method. By generating a near local optimal solution for each sample the stability issues were

mitigated.

A common approach to deal with inventory models under uncertainty is to consider the possibility of

satisfying demands with delay and to allow shortfalls. This assumption aims to use the studied problems

to approximate the practical ones faced by companies, and to ensure that a two-stage recourse problem

has complete recourse (for each first-stage solution there is a feasible assignment of the second-stage

solutions). However, as reported in [8], penalizing the backlogged demand makes the instance harder

to solve by exact methods based on mixed integer formulations, since the integrality gaps of the linear

solutions tend to be high. Hence, these SPIR problems tend to be even harder than the deterministic ones

when no backlog is allowed.

When the SAA problems are not solved to optimality for each sample, theoretical results on conver-

gence fail and the SAA method acts as a heuristic. Based on this observation, and on the assumption

that one cannot solve efficiently these complex SPIR problems even for small size instances, a natural

approach is to follow the SAA method and solve each one of the SAA problems defined for small size

samples heuristically. Then, the best solution among the generated solutions is chosen. We call this the

static approach. In contrast with this approach, in which the solution to the problem is one of the candi-

date solutions, we propose a new heuristic approach that explores the knowledge of the several candidate

solutions in order to solve the SAA problem for a larger and more representative set of scenarios. Follow-

ing this approach, a new heuristic named Adjustable Sample Average Approximation (ASAA) algorithm

is proposed. In this algorithm, a feasible solution for each sample is generated using a heuristic scheme.

Then, these solutions are explored in order to identify first-stage variables that are frequently fixed to zero

or to one, and a partial fixed solution is constructed, since only some of those variables are fixed. Finally,

the restricted model is solved for a larger sample keeping all the remaining variables free. The proposed

adjustable heuristic approach has several advantages in relation to the classical SAA method: i) it does

not require solving each sample set to optimality; ii) it does not require the use of large sample sets, and

iii) it allows the final solution to be adjusted to a larger sample set since many first-stage variables are

kept free. Further, the number of variables that are fixed can be easily controlled.

To the best of our knowledge, the use of the information from several solutions obtained with the SAA

method to obtain a partial solution was introduced in a preliminary version of this work [10]. However,

algorithms that use information of previous solutions to derive partial solutions are not new. Rochet and

Taillard [35] introduce the Adaptive Memory concept to describe a set of good solutions, that are kept in

a pool that is dynamically updated taking into account common features of the solutions. Based on this

concept, a very general metaheuristic focused on the exploitation of strategic memory components was

proposed by Glover [22]. Such a metaheuristic, known as Adaptive Memory Programming (AMP), has
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been applied over the years to solve several hard combinatorial optimization problems, such as vehicle

routing problems [23, 41], stochastic production distribution network design [15] and supplier selection

problems [42]. Another closely related concept is the Concentration Set (CS) introduced by Rosing and

ReVelle [36] to solve the deterministic p-median problem heuristically. A large number of solutions are

generated heuristically. Then, the best υ solutions are selected to the CS and this set is used to set to one

(zero) all the variables that take value one (zero) in all the υ solutions. The remaining variables are kept

free. Threshold values were also used in [26] for a dynamic facility location problem with capacity levels.

Using a Lagrangian relaxation model, some of those levels are eliminated (the corresponding variables

are fixed to zero) according to the information provided by the set of solutions.

In this paper we introduce a general approach that explores the SAA in order to handle large size

instances of the production-inventory-routing problem. We discuss a mixed integer model and possible

enhancements. Based on the enhanced model with valid inequalities, two main approaches are compared:

a static approach and an adjustable SAA approach. In order to improve solutions, an iterated local search

heuristic based on local branching is presented. The adjustable approach can be easily extended for other

two-stage stochastic problems where the corresponding deterministic problems are already difficult to

solve to optimality for realistic size instances.

The rest of this paper is organized as follows. The mathematical model is presented in Section 5.2.

Model improvements, such as the valid inequalities and an extended formulation, are discussed in Sec-

tion 5.3. The SAA method, the static heuristic approaches based on the SAA method, and the new ASAA

heuristic are introduced in Section 5.4. Computational tests that compare variants of the static and the

adjustable approaches are presented in Section 5.5. Final conclusions are drawn in Section 5.6.

5.2. Problem specifications and mathematical formulation

In this section we introduce the mathematical model for the SPIR problem. We assume the production

plan (production periods and quantities to produce) and the routing (which clients to visit in each period)

are first-stage decisions. The quantities to deliver, the amount backlogged at each time period as well

as the inventory levels are adjusted to the scenario. The goal of the stochastic approach is to find the

solution that minimizes the production and the routing cost plus the expected cost of both the inventory

and the penalty costs for backlogged demand. Following the SAA method, the true expected cost value is

replaced by the mean value of a large random sample Ω = {ξ1, . . . , ξs} of scenarios, obtained by the Monte

Carlo method. This larger set of s scenarios is regarded as a benchmark scenario set representing the true

distribution [27].

Consider a graph G = (N,A) where N = {0,1, . . . ,nN} represents the set of nodes and A represents the

set of possible links. Set A is a subset of set N ×N. Node 0 denotes the producer and Nc = {1, . . . ,nN} is
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the set of clients. Set T = {1, . . . ,nT } is the set of periods and K = {1, . . . ,nV } is the set of homogeneous

vehicles available.

Consider the following parameters: dit(ξ) is the demand of client i ∈ Nc in period t ∈ T in scenario

ξ ∈ Ω, I0/Ii is the initial stock at producer/client i, S 0/S i is the inventory capacity at producer/client i, P

is the production capacity at each time period, Q
it

and Qit are the lower and upper limits to the delivery

quantity in period t ∈ T at client i and L is the vehicle capacity. For the objective function, S is the set up

cost for producing in a period, P is the production cost of a unit of product, V is the fixed vehicle usage

cost, Ci j is the travel cost from node i to node j, (i, j) ∈ A, Hit is the holding cost of the product at node

i ∈ N in period t ∈ T , Bit is the backlog cost of the product at node i ∈ N in period t ∈ T .

Consider the following first-stage variables: binary variables yt are the setup variables that indicate

whether there is production in period t ∈ T , variables pt give the production level in period t ∈ T , binary

variables zitk indicate whether there is a visit to node i ∈ Nc in period t ∈ T, by vehicle k ∈ K, the routing

variables xi jtk indicate whether vehicle k ∈ K travels from node i to node j, (i, j) ∈ A, in period t ∈ T, vtk

is a binary variable that is one if vehicle k ∈ K is used in period t ∈ T and zero otherwise; for (i, j) ∈ A,

t ∈ T , k ∈ K, fi jtk is the artificial flow of a single commodity variable used to prevent cycles in the routing

problem. Notice that this is not the amount transported from node i to node j in period t ∈ T by vehicle k

since that quantity depends on the scenario. Such adjustable variables could be used but would imply the

use of an unnecessarily large model.

For each scenario ξ ∈Ω, we define the second-stage variables qitk(ξ) indicating the quantity delivered

at node i ∈ Nc in period t ∈ T by vehicle k; sit(ξ) indicating the stock level of node i ∈ N at the end of

period t ∈ T ; and rit(ξ) is the quantity backlogged at node i ∈ Nc in period t ∈ T.

The SPIR problem is modeled by the following formulation.

min
∑
t∈T

(S yt + Ppt + V
∑
k∈K

vtk +
∑
k∈K

∑
(i, j)∈A

Ci jxi jtk)

+
1
|Ω |

∑
ξ∈Ω

∑
t∈T

∑
i∈N

(Hit sit(ξ) + Bitrit(ξ)) (5.1)

s.t. s0,t−1(ξ) + pt =
∑
k∈K

∑
i∈Nc

qitk(ξ) + s0t(ξ), ∀t ∈ T, ξ ∈Ω (5.2)

si,t−1(ξ) + rit(ξ) +
∑
k∈K

qitk(ξ) = dit(ξ)

+ sit(ξ) + ri,t−1(ξ), ∀i ∈ Nc, t ∈ T, ξ ∈Ω (5.3)

si0(ξ) = Ii, ∀i ∈ N, ξ ∈Ω (5.4)

sit(ξ) ≤ S i, ∀i ∈ N, t ∈ T, ξ ∈Ω (5.5)
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pt ≤ P yt, ∀t ∈ T (5.6)

Q
it

zitk ≤ qitk(ξ) ≤ Qit zitk, ∀i ∈ Nc, t ∈ T,k ∈ K, ξ ∈Ω (5.7)∑
i∈Nc

qitk(ξ) ≤ Lvtk, ∀t ∈ T,k ∈ K, ξ ∈Ω (5.8)∑
j∈N

xi jtk = zitk, ∀i ∈ Nc, t ∈ T,k ∈ K (5.9)∑
j∈N

x jitk −
∑
j∈N

xi jtk = 0, ∀i ∈ N, t ∈ T,k ∈ K (5.10)∑
j∈N

x0 jtk = vtk, ∀t ∈ T,k ∈ K (5.11)∑
i∈N

fi jtk −
∑
i∈Nc

f jitk = z jtk, ∀ j ∈ Nc, t ∈ T,k ∈ K (5.12)

fi jtk ≤ n xi jtk, ∀i, j ∈ N, t ∈ T,k ∈ K (5.13)

yt,vtk,zitk, xi jtk ∈ {0,1}, ∀i, j ∈ N, t ∈ T,k ∈ K (5.14)

pt, fi jtk ≥ 0, ∀i, j ∈ N, t ∈ T,k ∈ K (5.15)

rit(ξ), sit(ξ),qitk(ξ) ≥ 0, ∀i ∈ N, t ∈ T,k ∈ K, ξ ∈Ω (5.16)

The objective function (5.1) minimizes the total cost which includes the production set up, the production,

the vehicle usage, the traveling costs, and the expected holding and backlog penalty costs. Constraints

(5.2) and (5.3) are the inventory conservation constraints at the producer and at the clients, respectively.

Constraints (5.4) establish the initial inventory level at the producer and at each client. Constraints (5.5)

impose a storage capacity at the producer and at each client. Constraints (5.6) impose a maximum ca-

pacity on the production at each period. Constraints (5.7) impose limits on the delivery quantity at each

client in each period. The lower bound imposed ensures that for each scenario the delivered quantity is

positive, otherwise there could be second-stage solutions with null delivery quantity. Constraints (5.8)

establish a capacity on the quantity transported by a vehicle. Constraints (5.9) and (5.10) are the rout-

ing constraints. Constraints (5.11) guarantee that a vehicle leaves the producer when there are visits to

clients. Constraints (5.12) are the flow balance constraints at clients ensuring that visits are satisfied and

constraints (5.13) guarantee that there is flow between two nodes only if a vehicle travels between these

two nodes. Constraints (5.14), (5.15) and (5.16) are the variable domain constraints.

The formulation (5.1)–(5.16) is denoted SPIRF.
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5.3. Model tightening

The mixed integer model is weak in the sense that the integrality gap is usually large [2, 6]. In order

to tighten the model, we discuss families of valid inequalities and the use of an extended formulation.

5.3.1 Extended formulation

In this subsection we present an extended formulation which results from adapting ideas from the

extended formulations for related problems (see [32] for deterministic lot-sizing problems and [4, 37]

for deterministic production-inventory-routing problems without backlog) to the production-inventory-

routing problem with multiple scenarios.

One weakness of model SPIRF are the linking constraints (5.7), especially when the delivered quan-

tities qikt(ξ) can be much smaller than the upper bounds Qit.

By decomposing the amount delivered at each client in a given time period into the net demand of the

time period destination, tighter linking constraints can be developed.

Let ndit(ξ) denote the net demand for client i ∈ Nc at time period t ∈ T when scenario ξ ∈ Ω occurs.

Such net demand represents the minimum amount of product that must be delivered to client i at period

t in order to satisfy the client demand taking into account the initial stock level, and can be computed as

follows:

ndit(ξ) = max{0,
t∑

`=1

di`(ξ)− Ii−

t−1∑
`=1

ndi`(ξ)}.

Consider the new variables uit`(ξ) indicating the fraction of the net demand of client i ∈ Nc at time

period t that is delivered in time period ` when scenario ξ occurs, for t ∈ T, ` ∈ T ∪{nN +1}, ξ ∈Ω. Notice

that when ` = nT +1, variables uit`(ξ) represent an amount that is not delivered during the considered time

horizon.

In order to tighten model SPIRF, the following set of constraints, that we call EF, can be added.

∑
k∈K

qilk(ξ) =
∑
t∈T

ndit(ξ) uit`(ξ) ∀i ∈ Nc, ` ∈ T, ξ ∈Ω (5.17)

uit`(ξ) ≤
∑
k∈K

zi`k ∀i ∈ Nc, t, ` ∈ T, ξ ∈Ω (5.18)

ri,nT (ξ) =
∑
t∈T

ndit(ξ) ui,t,nT +1(ξ) ∀i ∈ Nc, ξ ∈Ω (5.19)∑
`∈T∪{nT +1}

uit`(ξ) = 1 ∀i ∈ Nc, t ∈ T, ξ ∈Ω : ndit(ξ) > 0 (5.20)

uit`(ξ) ≥ 0 ∀i ∈ Nc, t ∈ T, l ∈ T ∪{nT + 1}, ξ ∈Ω (5.21)
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Constraints (5.17) relate variables uit`(ξ) to the delivery quantity variables qitk(ξ) and compute the

quantity that is delivered to client i at time period `. Constraints (5.18) ensure that if some fraction

of net demand for client i is delivered at time period `, then client i must be visited in that time period.

Constraints (5.19) compute the demand not satisfied. Constraints (5.20) guarantee that demand is satisfied

by production and/or is unmet during the time horizon (when ui,t,nT +1(ξ) > 0). Constraints (5.21) define

the new variables as nonnegative.

The linking constraints (5.18) of this extended formulation are tighter than the linking constraints

(5.7) of the original model, leading to a tighter model.

Even considering a small number of scenarios, the number of constraints and variables in (5.17)–

(5.21) becomes too large, which means that it is computationally impractical to use such sets of variables

and constraints with all scenarios. In Section 5.5.1 some strategies are proposed to overcome this problem.

5.3.2 Valid inequalities

From the underlying fixed-charge network flow structure of the SPIRF one can derive several families

of valid inequalities [31]. Since the possible set of inequalities is large, we select several such families

of inequalities based on preliminary computational tests and on the knowledge of its relevance to related

problems. Some of these inequalities are adapted from deterministic lot-sizing problems [32].

The first family relates the delivered quantity
∑

k∈K
∑

i∈Nc qitk(ξ) with the setups. If there is no set up

in time period t, then the delivered amount is bounded by the stock in the producer at the end of time

period t−1. Otherwise,
∑

k∈K
∑

i∈Nc qitk(ξ) is bounded by the total vehicles capacities nV L.∑
k∈K

∑
i∈Nc

qitk(ξ) ≤ nV L yt + s0,t−1(ξ), ∀t ∈ T, ξ ∈Ω (5.22)

To the best of our knowledge, inequalities (5.22) are new, even for the deterministic case (when only one

scenario is considered). These inequalities are useful to cut linear solutions with a fractional value of yt.

Their impact is greater when nV L is small, which happens, for instance, when a single small capacity

vehicle is used, see Section 5.5.1.

The following two families of inequalities link the inventory levels (stock and backlog) with the binary

variables representing either setups or the visits to clients. We notice that the structure of these families

of inequalities is quite different from the ones discussed in [4] for a related problem since backlog is not

considered there.

The first family is useful to cut fractional solutions when the aggregated value of the binary variables

in the RHS of the inequalities is less than 1. This family of inequalities is derived from the uncapacitated

lot-sizing with backlogging feasible set (see [32]) defined by inequalities (5.3), (5.4) and (5.7), for a client
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i, period t and scenario ξ:

rit(ξ) ≥

 t∑
`=1

di`(ξ)− Ii

+

(1−
∑
k∈K

t∑
`=1

zi`k), ∀i ∈ Nc, t ∈ T, ξ ∈Ω (5.23)

where (x)+ = max{x,0}.

These inequalities force the net demand (demand that cannot be satisfied by the initial stock) at

client i until period t to be satisfied with backlog in case there is no delivery until period t, that is, if∑
k∈K

∑t
`=1 zi`k = 0. Note that these inequalities are a particular case of the more general family si,h−1(ξ) +

rit(ξ) ≥
∑t
`=h di`(ξ)(1−

∑
k∈K

∑t
`=h zi`k) for h, t ∈ T,h ≤ t.

The second family of inequalities is derived from the uncapacitated lot-sizing with backlogging fea-

sible set obtained by considering the aggregated demands, stocks and backlogs.

∑
i∈N

si,h−1(ξ) +
∑
i∈N

rit(ξ) ≥
t∑

`=h

di`(ξ)

1− t∑
`=h

y`

 , ∀h, t ∈ T,h ≤ t, ξ ∈Ω (5.24)

Inequalities (5.24) ensure that the total demand from period h to period t must be satisfied either from

stock (at the producer or at the clients) or from backlog at the clients if there is no production in that

period.

For the particular case of h = 1, inequalities (5.24) can be written in the stronger format

∑
i∈Nc

rit(ξ) ≥ D(t, ξ)

1− t∑
`=1

y`

 ,
where D(t, ξ) =

∑
i∈Nc

∑t
`=1 ndi`(ξ), is the net demand until period t for scenario ξ.

Next, we introduce a family of inequalities that can be derived by Mixed Integer Rounding (MIR)

[30]. Given a simple mixed integer set

X = {(S ,Y) ∈ R+×Z | S + aY ≥ b},

where a,b ∈ R+ are arbitrary constants, the MIR inequality is given by

S ≥ r
(
db/ae−Y

)
,

where r = b− (db/ae−1)a.

Constraint P
∑t
`=1 y` +

∑
i∈Nc rit(ξ) ≥ D(t, ξ) is a relaxation of the feasible solutions set and imposes

that the total production capacity plus the backlogged demand must cover the net demand of all clients
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until period t. Taking S =
∑

i∈Nc rit(ξ), Y =
∑t
`=1 y`, a = P, and b = D(t, ξ), the following MIR inequality

is obtained

∑
i∈Nc

rit(ξ) ≥ RP(t, ξ)

⌈D(t, ξ)

P

⌉
−

t∑
`=1

y`

 , ∀t ∈ T, ξ ∈Ω (5.25)

where RP(t, ξ) = D(t, ξ)− (dD(t,ξ)
P
e − 1)P. Inequalities (5.25) state that the total setup capacity plus the

backlogged demand cover the net demand of all clients until period t.

From preliminary computational experience, we observed that the number of inequalities cutting off

the linear relaxation solutions is too large. Hence some strategies need to be taken in order to choose

which cuts should be included. Two main strategies, Option (W) and Option (A), that differ in the way

the scenarios are considered, were tested.

(W) Worst case scenario. In this option, for each family of inequalities and each set of time period

and/or client indices (accordingly to the family) at most one inequality is added. The inequality

added is the one that, of all the scenarios in Ω, corresponds to the scenario leading to the largest

violated inequality.

(A) Aggregation of scenarios. In this option, for each family of inequalities and each set of time period

and/or client indices (accordingly to the family), the set of inequalities is aggregated for all the

scenarios in Ω. It adds the inequality aggregating all the scenarios leading to a violated inequality.

Option (W) tends to add too many cuts since, for a given fractional first-stage solution, the value of the

second-stage solution variables, variables sit(ξ) and rit(ξ), tends to be null. Moreover, inequalities for

a given scenario do not necessarily affect the solution variables of the remaining scenarios (unless they

force the values of the first-stage solutions to change). Option (A) tends to add fewer cuts but these cuts

are weaker than the individual inequalities for each scenario. This option resembles the scenario-group

cuts approach proposed by Adulyasak et al. [4] where groups of scenarios are considered accordingly to

the total demand, and Benders cuts are aggregated for each group. Option (A) corresponds to the case

where only one group is created which, in the general framework we are proposing, is reasonable since

the number of scenarios considered is small.

In Section 5.5 we report results derived from the tests conducted to assess the performance of these

two options.

5.4. Solution approaches

In this section we discuss several algorithms to solve the SPIR problem. These algorithms are based

on the SPIRF model which is a two-stage stochastic model.
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A common approach to solve stochastic problems is the Sample Average Approximation (SAA)

method [28, 43], where the true expected value of the objective function is approximated by the aver-

age value obtained for a very large sample of s scenarios. The SAA method generates M separate sample

sets Ωm,m ∈ {1, . . . ,M}, each one containing `� s scenarios. For each one of the scenarios set, Ωm, the

resulting SAA problem (where Ω is replaced by Ωm in model SPIRF) is solved generating a candidate

solution. Then, for each candidate solution, the first-stage solution is fixed, and the value of the objective

function for a very large sample with s scenarios is computed. In the case of the two-stage model SPIRF,

this value is computed by solving a pure linear programming problem on the second-stage variables.

Solving the SPIR problem to optimality, even for a very small size scenarios sample, may not be

practical, given the difficulty of the problem. Therefore the M subproblems generated by the SAA method

can hardly be solved to optimality. Hence, the candidate solutions will be feasible solutions obtained with

heuristics.

Next, we describe two approaches to solve the SPIR problem. The first one follows the SAA method

and uses heuristics to obtain the M candidate solutions. Then the best one is chosen. This will be named

the static approach. The second approach uses the candidate solutions to fix part of the first-stage solution

and then solves (heuristically) the resulting restricted problem for a larger sample. Since the final solution

can be adjusted to the larger sample we name it the adjustable approach.

5.4.1 Static approach

A first heuristic consists in solving the SPIRF model by branch-and-bound with a commercial solver

and imposing a running time limit. In fact, as we can observe in the computational section, this is a

natural option that works well on the easiest instances where the solver can find near optimal solutions

within reasonable time. For those cases, imposing a time limit does not have great impact on the quality

of the solutions. Since it is well known, a large amount of running time is used to prove optimality, which

is not a major relevant issue here given that the solution will be evaluated with another sample.

When the instances are harder to solve, the previous approach can perform quite badly and the quality

of the solutions varies from sample to sample, leading to a large variability in the solution values. In order

to circumvent this fault we used two heuristic approaches that can be taken separately or combined. One

approach is to use an iterative local search method to improve the quality of the candidate solutions. The

other approach is to simplify the model by pre-defining a route, making the restricted model easier to

solve.
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Iterative Local Search method

The quality of any feasible solution can be improved using a Local Search procedure. The local search

scheme applies a local branching method based on the method proposed by Fischetti and Lodi [21] for

reducing the solution space.

For a given positive integer parameter ∆z, define the neighborhood N (z̄,∆z) of z̄ as the set of feasible

solutions of the SPIRF satisfying the additional local branching constraint:∑
i∈N,t∈T,k∈K|zitk=0

zitk +
∑

i∈N,t∈T,k∈K|zitk=1

(1− zitk) ≤ ∆z. (5.26)

Hence, the neighborhood of z̄, N (z̄,∆z), is the set of solutions that differ by a maximum of ∆z values

from the zitk variables of the current solution z̄. In fact, the linear constraint (5.26) limits to ∆z the total

number of binary variables zitk flipping their value with respect to the solution z̄, either from 1 to 0 or

from 0 to 1.

The Local Branching heuristic amounts to adding constraint (5.26) to SPIRF and running the solver

for a time limit of α seconds. If a better solution is found, then z is updated and the Local Branching is run

again. The complete heuristic is denoted by Iterated Local Search (ILS) and is described in Algorithm 5.1.

Algorithm 5.1 Iterated Local Search.
1: Solve the SPIRF model, considering a single scenario, for α seconds
2: Save the solution z
3: Add the remaining scenarios to the SPIRF model
4: repeat
5: Add constraint (5.26) to the SPIRF model
6: Solve the model for β seconds
7: Update the solution z
8: until No improvement in the objective function is observed

Using routing precedences from a defined route

The SPIRF includes the TSP as a subproblem. For each time period, the minimum cost hamiltonian

cycle that includes all the visited clients must be determined. The TSP is a NP-hard problem and is often

very time-consuming. Combining the TSP formulation with production and inventory makes the model

SPIRF quite large. In order to simplify the model, a TSP is initially solved for all clients. The order in

which clients are visited on this route is used to define a precedence relation between the clients. These

precedences are used to eliminate (set to zero) those variables that violate the precedence relation. Similar

heuristic approaches have been used before for deterministic problems [38, 40]. The TSP involving all

the clients is solved using the Concorde software [18].



126 Chapter 5. Stochastic PIRP

We name this simplification procedure as the Precedence order relation (P) technique.

5.4.2 Adjustable approach

In this subsection we describe the adjustable sample average approximation (ASAA) heuristic. Since

this heuristic can easily be extended to other two-stage stochastic problems we introduce it as a general

framework procedure.

In contrast with the SAA method, where a set of M candidate solutions are generated by solving

M SAA problems and the corresponding first-stage solutions are fixed, we propose a new approach that

uses the M candidate solutions to generate a partial solution. The idea is to identify within the first-stage

variables those that have the same value in all (or almost all) the M generated solutions. Thus, it is likely

that this value coincides with the variable value in the optimal solution. By fixing the value of those

first-stage variables the problem is simplified and the solution can be completed by solving a problem

with a new larger sample.

It is important that the M candidate solutions result from different solution structures, so that the

variable fixing corresponds to common structures under different sample scenarios. Hence, the number

of scenarios considered in each sample can be small which facilitates the generation of the M candidate

solutions. Our experience (not reported in the computational tests) show that for the SPIR problem

working with only one scenario leads to solutions that are quite different and few first-stage variables are

fixed. Thus the number of scenarios should not be too small.

Another important ingredient is to decide which variables to fix. If a binary first-stage variable has

the same value in all the candidate solutions it is natural to fix it to that value. However, we may wish to

fix variables that have the same value in at least a given percentage of solutions or satisfy another criteria.

Moreover, we may wish to assign different weights to each candidate solution either depending on the

probability (if the solution is obtained for a scenario with higher probability its weight could be higher)

or on its objective function value (a solution with a better objective function value than the others would

be given a greater weight).

Hence, we define a function fI : {0,1}M → [0,1] that, for particular values ω1, . . . ,ωM of a first-stage

binary variable ω, assigns a value fI(ω1, . . . ,ωM) between 0 and 1. The index I represents the vector of

instance parameters. Desirably, function fI should satisfy the following condition:

Condition 1: fI(0M) = 0 and fI(1M) = 1.

Vectors 0M and 1M represent the null vector and the vector with all components equal to 1 of dimen-

sion M, respectively. Condition 1 ensures that if a variable ω is zero (one) in all the candidate solutions,

then the value of the function will be zero (one).
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Let Ξ be a subset of binary first-stage decision variables that makes the problem easier to solve when

their values are fixed. Thus, this new method can be described in four steps.

First step: solve M independent problems. Generate M separate samples Ωm,m ∈ {1, . . . ,M}, of dimen-

sion `1. Then, solve the two-stage stochastic model for each sample set, Ωm, with a time limit of α

seconds (either a feasible solution is found within this time limit or it stops after the first feasible

solution is found). This gives M candidate solutions, ϕ1, . . . ,ϕM.

Second step: obtain M̂ partial solutions. Use the candidate solutions ϕ1, . . . ,ϕM to obtain partial candi-

date solutions by fixing the value of some first-stage variables in set Ξ and keeping all the remaining

variables free.

Let ϕP
m denote the projection of the solution vector ϕm into the space of variables in Ξ. Define two

threshold values, γ1 and γ2 and generate a new partial solution in the following way: denote by

(ϕP
m)τ the value of a generic first-stage decision variable τ from set Ξ in its partial solution ϕP

m, with

the value of this variable in the generated partial solution, ψP, computed as follows

(ψP)τ =

 0, fI((ϕP
1 )τ, . . . , (ϕP

M)τ) < γ1;

1, fI((ϕP
1 )τ, . . . , (ϕP

M)τ) ≥ γ2.

Either considering M̂ different functions fI or varying the parameters γ1 and γ2, M̂ different partial

solutions ψP1, . . . ,ψPM̂ can be obtained.

Third step: complete the M̂ partial solutions. For each partial candidate solution ψP1, . . . ,ψPM̂ con-

structed and having some of the first-stage variables fixed, solve the two-stage stochastic model

using a larger sample set with `2 ≥ `1 scenarios. Use the optimal solution obtained and fix to its op-

timal value the first-stage variables not fixed yet. Repeating the process for each partial candidate

solution yields M̂ candidate solutions with all the first-stage variables fixed.

Fourth step: solve M̂ simplified problems. With all the first-stage decision variables fixed, the two-

stage stochastic model is solved for a very large sample set with `3 >> `2 scenarios. The value of

the recourse variables (the second-stage variables) is computed for each scenario and, consequently,

the objective function value of each solution is computed. The solution with the lowest average cost

is chosen.

The second and the third steps correspond to the adjustable part of the procedure. If we let M = M̂ and

remove the second and the third steps, the adjustable approach ASAA coincides with the SAA method.

In the computational tests we considered the following aspects:
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• Only one partial solution is derived, that is, M̂ = 1.

• The binary first-stage variables considered in set Ξ are the zi jk variables.

• Function fI is defined as follows: fI((ϕP
1 )τ, . . . , (ϕP

M)τ) =
∑M

m=1 wm(ϕP
m)τ where the weight wm of each

solution ϕm is computed according to the corresponding objective function value. Let cm denote

the objective function value of solution ϕm (with first-stage variables fixed) computed on a larger

sample of dimension `∗ ≥ `1. Normalize these weights as follows

c̄ = max
k=1,...,M

{ck} d̄ = min
k=1,...,M

{c̄− ck|ck , c̄}.

Then, for each solution ϕm, define its weight as

wm =
c̄ + d̄− cm∑M

k=1(c̄ + d̄− ck)
.

Proposition 1: The function fI defined above satisfies Condition 1.

Proof: Computing the value of the function fI for the vectors 0M and 1M we have

fI(0, . . . ,0) =

M∑
m=1

wm×0 = 0

fI(1, . . . ,1) =

M∑
m=1

wm =

M∑
m=1

 c̄ + d̄− cm∑M
k=1(c̄ + d̄− ck)

 =

∑M
m=1(c̄ + d̄− cm)∑M
k=1(c̄ + d̄− ck)

= 1

• In the third step, the model for a large sample is solved by relaxing the routing variables, and all

the first-stage variables are fixed, except the routing variables. Then, defining the routing variables

as binary, a TSP is solved for each vehicle and each time period.

5.5. Computational experiments

This section reports the computational experiments carried out to illustrate the performance of the

methods described to solve the SPIR problem. All tests were run using a computer with an Intel Core i7-

4750HQ 2.00GHz processor and 8GB of RAM, and were conducted using the Xpress-Optimizer 28.01.04

solver with the default options. The performed experiments are based on the instances introduced in [6]

which are generated as follows.

The coordinates of the n clients are randomly generated in a 100 by 100 square grid, and the producer

is located in the center of the grid. For each value of n a complete graph G = (N,A) is obtained and
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symmetric traveling costs are associated to the set of arcs. The traveling costs Ci j are the euclidean

distance between nodes i and j in the grid.

The computational experiments used to test the improvements of both the valid inequalities and

the extended formulation are based on instances with nN = 5,15 and 25 clients. For the computa-

tional experiments conducted to assess the performance of the ASAA, the number of clients used is

nN = 10,20,30,40,50,60,70,80. In both cases, nT = 5,10 time periods are considered.

For each client and each period, the nominal demand value dit is randomly generated between 40 and

80 units, and the uncertain demands vary in [0.7dit,1.3dit].

The initial stock I0 at the producer is randomly generated in the interval [0,30], and the initial stock Ii

at client i is randomly generated between 0 and three times the average demand of client i. The maximum

inventory level S i is 500 for all i ∈ N. The production capacity P is 80% of the average net demand. The

number nV of available homogeneous vehicles is one and two and their capacity L is set to 80% and to

40% of the average net demand, respectively. The lower Q
it

and upper Qit delivery limits are 1 and L (the

vehicles capacity), respectively. The production set up cost, the unit production cost and the fixed vehicle

usage cost are given by S = 100, P = 1 and V = 50, respectively. For all i ∈ N, t ∈ T , the holding cost Hit is

0.2 and the backlog cost Bit is 0.5, except for t = nT where Bi,nT is 5, since this cost penalizes the demand

of client i that is not satisfied during the planning horizon.

5.5.1 Model enhancements

In this subsection we report the computational experiments conducted to test the model enhancements,

namely the extended formulation and the valid inequalities. Based on these results the final model is

chosen.

Inclusion of the extended formulation

First, we evaluate the improvements observed when the extended formulation EF, described in Sub-

section 5.3.1, is used. Several strategies can be used to deal with the scenarios in the extended formula-

tion. On the one hand, when the number of scenarios used is large the size of the formulation becomes

too large. On the other hand, by considering few scenarios the model becomes weaker. To evaluate

advantages and disadvantages of the use of the extended formulation, four strategies were studied:

(i) SPIRF, only SPIRF is used;

(ii) SPIRF+EF, SPIRF is used together with EF considering all the scenarios;

(iii) SPIRF+EFl, SPIRF is used together with EF for the scenario with the lowest value of total net

demand, ξl = argminξ∈Ω{
∑

i∈Nc

∑
t∈T ndit(ξ)};
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(iv) SPIRF+EFg, SPIRF is used together with EF for the scenario with the greatest value of total net

demand, ξg = argmaxξ∈Ω{
∑

i∈Nc

∑
t∈T ndit(ξ)}.

We consider instances, as described above, with nN = 5,15 and 25 clients, nT = 5,10 periods and a

single vehicle. For each instance, 10 scenarios were considered and the time limit was set to 600 seconds.

Table 5.1 summarizes the computational experience. For each one of the four strategies and for each

instance, identified by the number nT of periods and the number nN of clients, Table 5.1 displays the

values of the linear programming relaxation (LR), the lower bound (LB), the upper bound (UB) and two

gaps,

Gap1 =
BFS −LB

BFS
×100 and Gap2 =

UB−BFS
BFS

×100

where BFS is the value of the best feasible solution obtained among the four strategies mentioned. The

values of LB and UB are obtained at the end of the running time.

Table 5.1 – Computational comparison of the four strategies regarding the inclusion of the extended formulation
EF.

kkkkkkkkkkkkkSPIRFkkkkkkkkkkkkk kkkkkkkkkkkkSPIRF+EFkkkkkkkkkkkk
nT nN LR LB UB Gap1 Gap2 LR LB UB Gap1 Gap2

5 2196 3076 3155 2.5 0.0 2275 3061 3158 3.0 0.1
5 15 5105 5841 6265 6.8 0.0 5183 5682 6420 9.3 2.5

25 8982 9537 11395 12.9 4.1 9085 9464 20972 13.6 91.6
5 5001 6759 6961 2.9 0.0 5026 6546 6965 6.0 0.1

10 15 13719 14884 16821 11.5 0.0 13750 14625 28887 13.1 71.7
25 20724 21332 47110 54.7 0.0 20750 21335 48339 54.7 2.6

kkkkkkkkkkkkSPIRF+EFlkkkkkkkkkkkk kkkkkkkkkkkSPIRF+EFgkkkkkkkkkkk
nT nN LR LB UB Gap1 Gap2 LR LB UB Gap1 Gap2

5 2243 3068 3155 2.8 0.0 2243 3068 3155 2.8 0.0
15 5168 5740 6265 8.4 0.0 5168 5740 6340 8.4 1.2

5 25 9062 9649 10948 11.9 0.0 9062 9649 10948 11.9 0.0
5 5022 6729 6961 3.3 0.0 5022 6729 6961 3.3 0.0

10 15 13749 14935 17883 11.2 6.3 13749 14935 17883 11.2 5.9
25 20730 21355 48394 54.7 2.7 20730 21360 48795 54.7 3.6

As expected, the formulation SPIRF+EF provides the best quality linear relaxation solutions, how-

ever the computational time is higher, and the lower and upper bounds (and consequently the gaps Gap1

and Gap2), are the worst. The differences are very small between strategies SPIRF, SPIRF+EFFl and

SPIRF+EFg. Therefore, no clear conclusions can be drawn. Although SPIRF+EFl provides better results

for small size instances, the results for nN = 25, nT = 10 seem to indicate that for the larger instances

model SPIRF is better. Also, the gains in terms of the linear relaxation value indicate that the improve-

ments obtained by including the complete model EF are minor when the size of the model increases.
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Hence, since there is no clear benefit in the use of any one of the strategies S PIRF +EF, S PIRF +EFl

and S PIRF +EFg, mainly for the largest instances, and since the number of constraints and variables tend

to increase rapidly as the size of the instances increase, in what follows the extended formulation is not

included.

Inclusion of valid inequalities

Now, we assess the improvements observed when SPIRF is tightened with the inclusion of the valid

inequalities described in Subsection 5.3.2.

Since inequalities (5.22) are new, an independent experiment was conducted on these inequalities

for instances with nT = 5 periods, nN = 10 clients and nV = 1,2 vehicles. The linear gap of SPIRF

(GapL) and the linear gap of SPIRF tightened with inequalities (5.22) (GapT ) were computed for L, the

vehicles capacity, which was set to 20%, 40%, 60% and 80% of the average net demand. The average gap

reduction obtained by the inclusion of the inequalities, computed by GapL−GapT
GapT

×100, was 27.5,20.6,10.6

and 11.1, respectively, for one vehicle, and 26.2,17.8,1.4 and 0, respectively, for two vehicles. Thus, the

impact of these inequalities is greater for small values of L and for one vehicle.

The valid inequalities (5.22)–(5.25) are dynamically added to the SPIRF and three strategies are

compared:

(i) SPIRF, only SPIRF is used, no inequalities are included.

(ii) SPIRF-W, corresponds to Option (W) for the inclusion of valid inequalities discussed in Sec-

tion 5.3.2.

(iii) SPIRF-A, this strategy corresponds to Option (A) applied to inequalities (5.22), (5.23) and (5.24)

and Option (W) applied to inequalities (5.25). Notice that Option (A), aggregation of the inequali-

ties for all the scenarios, applied to inequalities (5.25) leads to very weak inequalities.

Twelve sets of instances were used, six considering one vehicle and six considering two vehicles. For

each set, five instances were generated considering different samples of demand values. A time limit of

600 seconds was imposed. The obtained results are displayed in Table 5.2, Figure 5.1 and Figure 5.2.

Table 5.2 displays the results for the three strategies: SPIRF, SPIRF-A, and SPIRF-W. Each line

has the results for an instance set identified by its number nV of vehicles, its number nT of periods, and

its number nN of clients. Columns identified with #vi display the average number of valid inequalities

added to the SPIRF. Columns identified with #nodes display the average number of nodes solved within

the branch-and-bound algorithm. Columns named Gap display the average gap, computed according to
UB−LB

LB
×100, where UB and LB denote the average upper bound value and the average lower bound value,

respectively.
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Table 5.2 – Computational results for the three strategies: SPIRF, SPIRF-A and SPIRF-W.

kkkkSPIRFkkkk kkkkSPIRF-Akkkk kkkkSPIRF-Wkkkk
nV nT nN #nodes Gap #vi #nodes Gap #vi #nodes Gap

5 2482 0.0 18 2464 0.0 50 2812 0.0
5 15 44696 2.4 65 19118 1.5 82 38999 1.5

25 6772 5.9 108 4039 4.1 185 5885 4.5
1 5 35385 0.0 28 30656 0.0 125 30909 0.0

10 15 9185 2.1 90 4891 1.9 215 7971 2.2
25 89 11.4 210 2213 7.7 299 591 8.5
5 119675 4.9 23 82384 3.7 55 129334 4.7

5 15 2945 34.8 76 7709 26.6 105 7785 28.2
25 925 40.8 139 1326 31.3 174 724 35.7

2 5 10730 7.0 40 12201 6.4 132 17016 6.6
10 15 44 121.0 110 1792 54.2 215 2147 97.8

25 74 40.3 233 4079 26.6 287 2695 28.9

Table 5.2 shows that the average number of inequalities added to the SPIRF in strategy SPIRF-A is

lower than the average number of inequalities added to the SPIRF in strategy SPIRF-W. Also the number

of nodes solved is lower. Columns Gap show that the average gap is reduced by the inclusion of valid

inequalities and smaller average gaps are always obtained with strategy SPIRF-A. It is also possible to

observe that instances with more than one vehicle are more difficult to solve, even for small size instances.

Figure 5.1 and Figure 5.2 display the relation between the average linear relaxation, average lower

bound, and average upper bound values for the three strategies, for each instance set. Since these values

can vary considerably from instance to instance, for better comparison each value was divided by the best

(lower) upper bound of the corresponding instance set.

Figure 5.1 depicts results for the single-vehicle case, while Figure 5.2 depicts results for the case

where two vehicles are available. In both figures, the values obtained by using approaches SPIRF-A and

SPIRF-W are associated with the solid and dashed lines, respectively. The dotted lines are associated with

SPIRF, the case where no inequalities are added. The circle points (in the first/down set of three lines)

represent the ratio between the average linear relaxation and the best upper bound value. Solid points (in

the second/middle set of three lines) represent the ratio between the average lower bound and the best

upper bound value. Square points (in the third/upper set of three lines) represent the ratio between the

average upper bound and the best upper bound value.
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(a) Results for instances with 5 time periods (b) Results for instances with 10 time periods

Figure 5.1 – Comparison of average linear relaxation, average lower bound, and average upper bound values for
instances using 1 vehicle.

(a) Results for instances with 5 time periods (b) Results for instances with 10 time periods

Figure 5.2 – Comparison of average linear relaxation, average lower bound, and average upper bound values for
instances using 2 vehicles.
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Figure 5.1 and Figure 5.2 help to explain the gaps computed in Table 5.2, since the largest average

lower bound and smallest average upper bound values are obtained with strategy SPIRF-A, except in one

case. Note that, for the three approaches, the average lower bound values are very close.

Since the best results are obtained with strategy SPIRF-A, in what follows, the SPIRF will be used

together with the inclusion of inequalities following strategy SPIRF-A.

5.5.2 Computational comparison of the static and adjustable strategies

Extensive computational experiments to assess the performance of the proposed Adjustable Sample

Average Approximation method are presented. Three variants of the ASAA, that differ from each other

in the strategy used to obtain the initial candidate solutions, are compared. These three variants of the

ASAA method are:

(i) AS AAILS , the ILS procedure is used;

(ii) AS AAILS +P, the ILS procedure is used and precedence relations in the routing are considered;

(iii) AS AAR, the routing variables xi jtk are relaxed.

These three variants were tested against the following four static approaches:

(i) S AA, the SAA method;

(ii) S AAILS , the SAA with the ILS procedure;

(iii) S AAILS +P, the SAA with the ILS procedure in which precedence relations in the routing are con-

sidered;

(iv) EVP, the Expected Value Problem (EVP), which corresponds to solving the deterministic problem

with all the uncertainty parameters replaced by their expected values.

Whenever the ILS procedure is used, the initial scenario considered is the one that corresponds to

the EVP. However, since we are dealing with difficult instances, usually the corresponding EVP problem

cannot be solved to optimality within a reasonable amount of running time. Thus a two-stage heuristic

procedure to obtain a feasible solution is followed. First, the EVP with the routing variables xi jtk relaxed

is solved with a time limit of 300 seconds. Then, all the visit variables zitk are fixed and nT pure TSP

problems are solved by using the software Concorde. Even when the number of visit variables that are

allowed to change their value in the local branching constraint (5.26) is low, the time used to solve each

subproblem is large, since all the routing variables remain free. Hence, in order to solve such subproblems

faster, we used a local branching constraint similar to (5.26) for the routing variables xi jtk, in which the



5.5. Computational experiments 135

number of variables that are allowed to flip their value is three times the value used in the local branching

constraint associated to the visit variables.

To evaluate the performance of these seven strategies to solve the SPIRF, 32 instances, randomly

generated as described before, are used. For each instance and each strategy, except for strategy named

EVP (corresponding to solve the EVP), the number of candidate solutions used is M = 10 and each

candidate solution is obtained by using a sample of `1 = 10 scenarios and a time limit of 300 seconds.

However, when no integer solution is found within this time limit, the procedure only stops when the

first integer solution is obtained. For strategy EVP, only one candidate solution is obtained using a single

scenario, with a time limit of 3600 seconds (one hour). For all strategies, the dimension of the final

sample used is `3 = 1000.

For the ASAA variants, a sample of `∗ = 25 scenarios is used to define the weight of each partial

candidate solution in the second step and several strategies for fixing variables zitk are used, corresponding

to different choices of the parameters γ1 and γ2. The threshold values 0, 0.05, 0.15 and 0.25 were tested

for γ1, while γ2 is set to 1−γ1. In the third step, when solving the simplified model, a sample of `2 = 50

scenarios is used.

The obtained results are displayed in Table 5.3 and Table 5.4. Each strategy is identified in the first

line of the table and each instance is identified by its number nV of vehicles, its number nT of periods and

its number nN of clients in the first three columns.

In Table 5.3, the computational time (in seconds) required by each approach to obtain the final solu-

tion is displayed in columns named Time. For the adjustable approaches, the computational time values

displayed correspond to the value obtained for γ1, the one which required more computational time. In

columns VSS an approximation of the Value of the Stochastic Solution is displayed for each approach

considered. Notice that, as explained before, it is not possible to obtain the exact solution of the Expected

Value Problem, thus all the values are computed according to the heuristic solution obtained for the EVP.

For the adjustable approaches, the approximation for the value of the optimal solution is computed based

on the best solution obtained for the different threshold values of γ1.
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Table 5.3 – Computational time and approximation of the Value of the Stochastic Solution for all the approaches.

nV nT nN EVP kkkkS AAkkkk kkkS AAILS kkk kkAS AAILS kk kkS AAILS +Pkk kAS AAILS +Pk kkkAS AARkkk
Time VS S Time VS S Time VS S Time VS S Time VS S Time VS S Time

10 11 2 525 2 183 2 138 2 173 2 138 -210 86
20 3614 15 3142 20 1213 20 1080 19 963 22 839 -120 1824
30 3630 -208 3300 5 1599 28 1311 -1 1600 32 1319 -308 3020

5 40 3654 -412 3544 -169 1908 33 1392 28 1879 61 1340 -212 891
50 3683 -454 3818 60 2430 102 1628 103 2438 103 1628 -71 1836
60 3716 -19932 4147 195 2722 233 1605 229 2737 225 1611 300 3019
70 3756 -45757 4550 644 3017 989 1519 785 3209 1034 1698 1110 3080
80 3395 -48852 5035 1871 3328 2037 2512 2168 3529 2440 2019 1586 3105

1 10 3610 -18 3095 16 899 16 822 11 1586 17 1379 -64 3013
20 3630 -332 3300 63 1611 160 1334 50 1709 105 1401 -25 3021
30 3666 -15013 3638 1010 1924 1089 1334 1023 1979 1134 1468 794 3163

10 40 3712 -84355 4070 498 1919 509 915 628 2427 786 1323 109 3043
50 3768 -97813 4631 3276 3103 4222 1635 3454 3072 4220 1500 4740 3138
60 3842 -117460 5307 4897 4610 6084 2457 4986 4320 6083 2024 4536 3166
70 3935 -117187 6138 6047 5801 7395 3844 6676 5269 7397 2046 5769 3187
80 3365 -161839 7042 3406 5532 6517 3921 6601 5439 6946 2569 3361 3214
10 424 20 3051 20 481 20 437 22 456 22 407 -52 3005
20 3615 -440 3152 26 2552 33 2422 65 2557 87 2407 -70 3007
30 3632 -294 3303 70 3969 131 3687 228 3764 229 3462 7 3012

5 40 3657 -25691 3505 -218 3972 112 3580 355 3650 362 3164 -197 3024
50 3687 -32493 3765 67 4223 159 3490 649 3332 700 2487 658 3028
60 3721 -40248 4077 532 5212 740 4144 692 3919 864 2722 532 3043
70 3763 -46376 4528 1524 5543 1527 4124 1942 5238 2067 3668 1142 3062
80 4021 -45704 4996 1313 6182 1595 4071 3250 6182 3303 4887 2075 3102

2 10 3611 -131 3104 13 3104 26 3013 14 2807 36 2722 -459 3023
20 3634 -34586 3291 -231 4008 91 3692 77 3934 230 3631 -120 3032
30 3671 -53783 3583 1139 3936 1286 3281 1013 2353 1862 1714 1539 3029

10 40 3718 -79719 3980 1329 3842 1393 2721 1501 4130 1546 3059 160 3043
50 3777 -95142 4501 1914 3723 2401 2198 2165 5338 2782 3650 934 3132
60 3848 -124200 7350 -1757 6923 589 4649 3047 5626 3420 3111 1265 3145
70 3926 -126009 6145 649 7483 6526 4346 1129 7290 6647 3894 5385 3168
80 4753 -6047 9681 145609 8806 157775 4421 156951 6644 157006 2985 158172 3206

The computational times presented in Table 5.3 for all the approaches are very close and, in general,

the lowest ones correspond to the approaches in which precedence relations are used. Furthermore, the

additional computational time required to improve the solution in the adjustable approaches is lower than

the time required to evaluate all the 10 candidate solutions in the final step of the corresponding static

approaches.

The cost of the solutions obtained by each one of the strategies is reported in Table 5.4. In each set of

four columns associated with each variant of the ASAA, the results for the different threshold values of

γ1 are reported.

The results displayed in Table 5.4 show that the cost of the solutions obtained by S AA tend to be

excessively high for medium and large size instances. However, for the smallest instances, the cost of the

solutions obtained by strategy AS AAR, where the structure of the problem changes due to the relaxation
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of the routing variables, is even higher than the one obtained by S AA.

The solutions obtained by the static strategies that use the ILS procedure, strategies S AAILS and

S AAILS +P, are in general better than the ones obtained by solving the EVP. Furthermore, such solutions

can be improved by using the corresponding adjustable strategies, AS AAILS and AS AAILS +P, mainly

when the size of the instances increases. This means that the second and third steps in the adjustable

approach improve the quality of the solutions. Notice that these two adjustable approaches iterate from

the solutions obtained by the corresponding static version.

The solutions obtained by S AAILS +P have, in general, a lower cost than the ones obtained by S AAILS

and, in some cases, there is a big difference between the cost of these solutions. The same observation

applies when comparing the strategies S AAILS +P and S AAILS . This means that the use of precedence

relations can be very useful for such instances, mainly for the medium and large size instances, since

fixing the routing variables a priori make the instances easier to solve.

In strategy AS AAR, where the routing variables are relaxed, integer solutions are found quickly. For

small size instances, the solutions obtained by this variant are the ones with the worst cost. However,

when the size of the instances increases, the computational time required to obtain solutions with the

relaxation strategy is kept small and much better solutions than the ones obtained by S AA and EVP are

obtained.

The computational results obtained for the adjustable approaches suggest that different good solutions

can be obtained from different threshold values, and in some cases, different threshold values may result

in the same solution. In fact, there is no specific threshold value that always leads to the best solution. For

the large size instances, better results are obtained by considering threshold values different from zero,

which corresponds to fixing more variables than the ones that take the same value in all the candidate

solutions. However, the threshold value γ1 used should not be close to 0.5, since the quality of the

solution can be lost when many variables are fixed a priori.

From a general point of view, the computational results presented in Table 5.3 and Table 5.4 allow us

to conclude that in almost all the cases, the solutions obtained by the static approaches can be improved by

the second and third steps of the adjustable approaches using a short running time. Hence, the proposed

adjustable strategies prove to be effective and efficient, mainly for medium and large instances, since good

solutions can be obtained in a short time. Moreover, among the three adjustable strategies tested, strategy

AS AAILS +P is the one that, in general, leads to the best results, solution and time.

Results not reported here show that each subproblem associated to the determination of each candidate

solution is highly influenced by the variation of the demand values. Hence, in order to validate our

conclusions, further tests were conducted for the large size instances in which the demand samples are

derived from a normal distribution with parameters dit (mean) and 0.15dit (standard deviation), and for

a gamma distribution with parameters (1/0.15)2 (shape) and 1/(0.152dit) (rate). For these results we
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compare the EVP, the best static approach S AAILS +P, and the best adjustable approach AS AAILS +P using

the threshold value 0.15. The results are reported in Tables 5.5 and 5.6, respectively.

Table 5.5 – Computational results obtained for the case where the demands follow the normal distribution.

kkkkEVPkkkk kkkkkS AAILS +Pkkkkk kkkkkAS AAILS +Pkkkkk
nV nT nN Time Cost Time Cost VSS Time Cost VSS

60 3710 27285 2361 26802 483 1531 26590 695
5 70 3748 31667 2874 30442 1225 1740 30204 1463

80 3789 35110 3207 32962 2148 1745 32729 2381
1 60 4014 84826 6718 67447 17379 3456 67170 17656

10 70 10191 81235 7215 73633 7602 2809 73290 7945
80 3973 96860 6250 85318 11542 3316 84981 11879
60 3708 28017 2534 27388 629 1720 27237 780

5 70 3745 33008 3875 31139 1869 2765 31014 1994
80 3805 37015 3999 33866 3149 2409 33704 3311

2 60 4021 71910 6349 68873 3037 3031 68527 3383
10 70 10291 86527 7821 75803 10724 3415 75558 10969

80 3985 250198 5755 93426 156772 2725 92152 158046

Table 5.6 – Computational results obtained for the case where the demands follow the gamma distribution.

kkkkEVPkkkk kkkkkS AAILS +Pkkkkk kkkkkAS AAILS +Pkkkkk
nV nT nN Time Cost Time Cost VSS Time Cost VSS

60 3722 26495 2982 25958 537 2056 25721 774
5 70 3759 30734 3935 29484 1250 2713 29246 1488

80 3802 34103 4657 31891 2212 3091 31625 2478
1 60 3835 82949 4101 65265 17684 2271 64960 17989

10 70 9933 78959 4527 71249 7710 2185 70858 8101
80 3955 91075 6303 82412 8663 3513 82045 9030
60 3707 27202 3247 26570 632 2441 26414 788

5 70 3747 32083 4333 30193 1890 3207 30023 2060
80 3791 35962 4550 32809 3153 3072 32587 3375

2 60 3829 69788 4772 66794 2994 2990 66350 3438
10 70 10034 84272 6013 73420 10852 3663 73172 11100

80 3990 246986 6014 90394 156592 2944 89429 157557

Both tables show that the static and the adjustable approaches lead to gains when compared to the

feasible solution obtained by solving the EVP. Although the running times are similar (which is expected

since the first step in both approaches is the same and corresponds to computing the set of candidate

solutions, which is the most time consuming step), the adjustable approach is always slightly faster. In

relation to the quality of the feasible solution, the adjustable approach is always better than the static one.



140 Chapter 5. Stochastic PIRP

5.6. Conclusions

A stochastic production-inventory-routing problem with recourse is considered. A sample average

approximation method is applied where the stochastic problem is solved for several samples and the

best solution among the solutions obtained is selected. Since the stochastic problem is very complex

and problem instances can hardly be solved to optimality within reasonable amount of running time, two

different approaches are proposed: a static approach that consists of using heuristics to generate a solution

for the stochastic problem defined for each sample; and a new adjustable heuristic procedure where the

generated solutions are used to fix part of the first-stage solution (corresponding to those variables which

have common values in the most of the candidate solutions). The partial solution is completed by solving

a new restricted problem defined for a larger sample.

Several algorithms were tested for each approach. Computational results have shown that the static

procedure performs well on small size instances using as heuristic the (time) truncated branch-and-bound

algorithm. For medium size instances the static procedure performs well if an iterated local search heuris-

tic is used to improve the initial candidate solutions. However, such solutions can be improved by using

the adjustable approach with a short computational time.

Future research would be to extend the adjustable approach introduced here to other complex two-

stage stochastic problems, such as network design problems.
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Lagrangian duality for robust problems with decomposable
functions: the case of a robust inventory problem
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Abstract We consider a class of min-max robust problems in which the functions that need to be

robustified can be decomposed as the sum of arbitrary functions. This class of problems includes many

practical problems such as the lot-sizing problem under demand uncertainty. By considering a Lagrangian

relaxation of the uncertainty set we derive a tractable approximation that we relate with the classical

dualization approach introduced by Bertsimas and Sim (2004) and also with the exact min-max approach.

Moreover we show that the dual Lagrangian model coincides with the affine approximation model.

The dual Lagrangian approach is applied to a lot-sizing problem, which motivated our work, where

demands are assumed to be uncertain and to belong to the uncertainty set with a budget constraint for

each time period introduced by Bertsimas and Sim (2003, 2004). This approach is also related with two

classical robust approaches for this problem, the exact min-max approach introduced by Bienstock and

Özbay (2008) and the dualization approach from Bertsimas and Thiele (2006).

Using the insights provided by the interpretation of the Lagrangian multipliers in the proposed dual

model, two heuristic strategies, a new Guided Iterated Local Search heuristic and a Subgradient Optimiza-

tion method, are designed to solve more complex lot-sizing problems where additional practical aspects,

such as setup costs, are considered. Computational results show the efficiency of the proposed heuristics

which provide a good compromise between the quality of the solutions and the running time.

Keywords Lagrangian relaxation ·Robust optimization ·Lot-sizing ·Demand uncertainty ·Affine ap-

proximation ·Budgeted uncertainty polytope
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6.1. Introduction

Dealing with uncertainty is very important when solving practical problems where some decisions

need to be taken before the real data are revealed. This is the case of the inventory management problems

where some decisions, such as the quantities to produce or to order, need to be taken without knowing the

exact demands. A recent and popular approach to deal with such uncertain optimization problems is the

Robust Optimization (RO). RO was first introduced by Soyster [27] who proposed a model for linear opti-

mization such that constraints must be satisfied for all possible data values. Ben-Tal and Nemirovski [10],

El Ghaoui and Lebret [19], Bertsimas and Sim [13, 14] propose computationally tractable approaches to

handle with uncertainty and avoid excessive conservatism. For a recent paper on less conservative variants

of RO see Roos and den Hertog [25]. For general reviews on RO see [8, 11].

Although current research on RO is being very profitable and different approaches have been pro-

posed, there is a large gap on research devoted to applying those approaches to complex problems. That

is the case of robust min-max problems that includes many practical production planning problems with

demand uncertainty which motivated our work. While deterministic production planning problems have

been extensively studied both from a practical and a theoretical viewpoint [24], robust applications are

still scarce. Two seminal works on robust inventory models are the study of robust basestock levels, by

Bienstock and Özbay [16], where a decomposition approach to solve the true min-max problem to opti-

mality is proposed (henceforward denoted by BO approach), and the dualization approach introduced by

Bertsimas and Thiele [15] (henceforward denoted by BT approach) to inventory problems adapted from

the general approach proposed by Bertsimas and Sim [14]. The two approaches have been applied to

more complex problems. The decomposition approach for the min-max problem using the budget poly-

tope was also investigated in [4] for a larger class of robust optimization problems where the first-stage

decisions can be represented by a permutation, while the general decomposition procedure, regarded as

row-column generation, is described for general robust optimization problems in [30]. The BO approach

was also used to solve more complex inventory problems, for example, the robust maritime inventory

problem [2], and a production and inventory problem with the option of remanufacture [7]. The dual-

ization approach is also very popular since it often leads to tractable models. For an extension of the

Bertsimas and Thiele [15] results to a production and inventory problem with remanufacture, where un-

certainty is considered on returns and demands, see [28]. For the application of the dualization approach

to a robust inventory routing problem see [26].

Solving the true min-max problem to optimality, using for instance a decomposition algorithm, can

be impractical for many inventory problems, while the dualization approach may produce too conser-

vative solutions. In order to circumvent both the hardness of solving the min-max problem and the

conservativeness of the dualization approach, other approaches have been proposed, such as the use of

affine decision rules [9, 17]. The affine decision rules often allow to obtain solutions less conservative
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than the ones obtained with the dualization approach, and, in some cases, they can lead to optimal solu-

tions, see [11, 12, 22]. Furthermore, for special uncertainty sets the use of affine decision rules leads to

computationally tractable affinely adjustable robust counterpart (AARC) models. In particular, when the

uncertainty set is a polyhedron the resulting AARC model is linear, see [9]. Tractable AARC models can

also be obtained for lot-sizing problems when the demands are uncertain and belong to the uncertainty

set with a budget constraint for each time period. However, when additional aspects are included in the

lot-sizing problems, such tractable models can become computationally hard to solve even for small size

instances. The results present in this paper express how difficult can be to solve the AARC model when

setup costs are considered in the basic lot-sizing problem. Such results justify the need of developing

simpler tractable models as well as the use of approximation heuristic schemes. For a survey on ad-

justable robust optimization see [29]. For a deeper discussion of other conservative approximations for

the min-max problem obtained through relaxations of the uncertainty set we refer to [5] and [21].

For many practical production planning and inventory management problems some data, like de-

mands, are not known in advance, and several decisions need to be taken before the data is revealed.

Frequently, such decisions are taken before the start of the planning horizon and are not adjustable to

the data when it is revealed. That is the case of decisions such as the amount of each item to produce in

each time period, when complex aspects such as setups, sequence dependent changeovers, etc. are present

[24]. Adjusting the production to the known demands can imply new setups, creating different sequences

of products that may not be implementable. Another example is the inventory management, such as in

maritime transportation, where the distribution must be planned in advance and can hardly be adjusted

to the demands given the long transportation times. Motivated by such applications we focus on robust

problems in which the functions to be robustified can be decomposed as the sum of arbitrary functions.

This class of problems was also investigated in [18]. The authors proposed a new robust formulation for

generic uncertainty sets where it is assumed that the functions to be robustified are decomposed into the

sum of functions each on involving a different nonadjustable variable, which is not the case we consider

in this paper.

Contributions

In this paper, we propose a reformulation of the inner maximization subproblem occurring in a min-

max model, known as adversarial problem, for a class of RO problems with decomposable functions. This

reformulation starts by creating copies of both the uncertain variables and the uncertainty set in a way

that the uncertainty set becomes constraint-wise independent. Further, a set of constraints is imposed,

enforcing that all the copies take identical values. By relaxing those constraints in the usual Lagrangian

way, we obtain a mixed integer linear model, called Lagrangian dual model, that allows us to directly

relate the min-max approach with the dualization approach (obtained when such constraints are ignored).

The obtained model allows us to derive efficient heuristic approximation schemes that use the information
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from the Lagrangian multipliers to obtain solutions with a lower true cost.

Our main contributions are the following:

1. Exploit the Lagrangian relaxation of the uncertainty set to obtain a tractable model for a class of

RO min-max problems in which the function to be robustified is decomposable in the sum of the

maximum of affine functions.

2. Provide a better theoretical understanding of the relations between several approaches for RO prob-

lems with decomposable functions. In particular we show that our Lagrangian dual model coincides

with the AARC model and that the classical dualization approach results from the Lagrangian dual

approach with all the Lagrangian multipliers null.

3. Provide computational results for the lot-sizing problem with setups showing the impact of the

setup costs on the several approaches considered. In particular, when the setup costs increase, the

quality of the solutions obtained by the BT approach is rapidly degraded. This behaviour was not

observed when using the proposed Lagrangian dual model. For large setup costs, the BT approach

provides a bound that is up to 28% larger than the optimal solution provided by the BO approach,

while an optimal choice of multipliers can reduce it to near 6%. A similar reduction on the gap

can be achieved quickly by solving the Lagrangian dual model with the multipliers fixed to their

optimal value in the linear relaxation.

4. Design efficient heuristic schemes. In particular, we propose a new Guided Iterated Local Search

heuristic and a Sugbradient Optimization method that explicitly use the interpretation of the La-

grangian multipliers as penalties. Comparing with other heuristics, for large size instances, the

Subgradient Optimization method that we propose runs in a shorter time, and it was able to find

solutions with true costs that are i) strictly better for 91.8% of the instances used and ii) up to 18.4%

better than those obtained by the BT approach.

The paper is organized as follows. In Section 6.2 a dual Lagrangian approach is presented for RO

problems with decomposable functions and its relation with the known approaches is established. The

dual Lagrangian approach is applied to the robust inventory problem in Section 6.3. Heuristics based on

the interpretation of the Lagrangian multipliers, including a new Guided Iterated Local Search heuris-

tic and a Subgradient Optimization method are also presented in Section 6.3. Computational tests are

reported in Section 6.4 and final conclusions are given in Section 6.5.
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6.2. Lagrangian duality for RO problems with decomposable functions

Consider the min-max robust model

R∗ = min
u∈U

R(u)

with

R(u) = g(u) + max
ξ∈Ω

∑
t∈T

ft(u, ξ)

where U is a feasible set, Ω ⊆ Rn is a polyhedral uncertainty set, T = {1, . . . ,n} and ft : U ×Ω→ R is an

arbitrary function. Variables u represent non-adjustable decisions.

The decision maker chooses a vector u while an adversary determines the uncertain vector ξ ∈Ω that

is most unfavorable to the decision u ∈ U. Problem R(u) is known as the adversarial problem [16] and it

gives what we call the true cost for the vector u.

Problem R∗ can be rewritten as a two-stage robust problem by using adjustable variables θ, such that

θt(ξ) : Ω→ R, for all t ∈ T, as follows.

R∗ = min
u,θ(·)

max
ξ∈Ω

g(u) +
∑
t∈T

θt(ξ)

s.t. θt(ξ) ≥ ft(u, ξ), ξ ∈Ω, t ∈ T, (6.1)

u ∈ U.

When particular functions θt(ξ) are considered, conservative approaches of R∗ are obtained. In par-

ticular, the static approach proposed by Bertsimas and Sim[14] considers the case where θt(ξ) = θt, t ∈ T,

that is,

C∗ = min
u,θ

g(u) +
∑
t∈T

θt

s.t. θt ≥ ft(u, ξ), ξ ∈Ω, t ∈ T, (6.2)

u ∈ U.

It is known that the gap between the two approaches can be large [16]. However, there are cases

where there is no gap between these approaches, that is, R∗ = C∗. In particular, this equality holds when

the uncertainty region Ω is the Cartesian product of sets Ξt (that is, Ω = Ξ1 × · · · ×Ξn) and each function
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ft(u, ξ) in the constraints (6.2) is only affected by the terms of ξ which lie in Ξt:

R∗ = min
u∈U

max
ξ∈Ω

g(u) +
∑
t∈T

ft(u, ξt) = min
u∈U

g(u) +
∑
t∈T

max
ξt∈Ξt

ft(u, ξ) = C∗ .

Here we explore this property to derive a Lagrangian relaxation of the adversarial problem. First, for

each constraint t ∈ T, we create a list of copies {ζ t}t∈T of the variables ξ and a list of respective uncertainty

sets {Ωt}t∈T , such that each Ω ⊆ Ωt and ∩t∈T Ωt = Ω (e.g. for simplicity one can use Ωt := Ω). We further

impose a set of constraints enforcing that all the copies must be equal. This leads to the following exact

reformulation of R(u):

R(u) = g(u) + max
ζ1,...,ζn

∑
t∈T

ft(u, ζ t)

s.t. ζ t = ζ1, t = 2, ...,n, (6.3)

ζ t ∈Ωt, t ∈ T.

Remark 6.1. In relation to the set of equalities (6.3), it is important to notice that one could impose

additional redundant equalities ζ t = ζ` for t , ` or replace them with other equivalent sets of equations.

For all those cases, the process derived next still holds.

Attaching Lagrangian multipliers λt ∈ Rn to each constraint (6.3) and dualizing these constraints in

the usual Lagrangian way, the following Lagrangian relaxation of R(u) is obtained

LR(u,λ) := g(u) + max
ζ1,...,ζn

∑
t∈T

ft(u, ζ t)−
n∑

t=2

(λt)>(ζ t − ζ1)

s.t. ζ t ∈Ωt, t ∈ T.

The multipliers λ penalize the use of different uncertainty vectors for different constraints. Imposing that

λ1 := −
∑n

t=2λ
t this model is equivalent to

LR(u,λ) := g(u) + max
ζ1,...,ζn

∑
t∈T

ft(u, ζ t)−
∑
t∈T

(λt)>ζ t

s.t. ζ t ∈Ωt, t ∈ T.
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By using the epigraph reformulation, model LR(u,λ) can be written as follows.

LR(u,λ) = g(u) + min
θ1,...,θn

∑
t∈T

θt

s.t. θt ≥ ft(u, ζ t)− (λt)>ζ t, ζ t ∈Ωt, t ∈ T.

For a given u and λ, the minimization problem in LR(u,λ) can be separated into n independent sub-

problems, one for each t ∈ T :

LRt(u,λt) = min
θt

θt

s.t. θt ≥ ft(u, ζ t)− (λt)>ζ t, ζ t ∈Ωt,

and LR(u,λ) = g(u) +
∑n

t=1 LRt(u,λt).

The Lagrangian dual problem is DLR(u) = min
λ

LR(u,λ). Hence we have R(u) ≤ DLR(u). Denoting

by D the problem D = min
u∈U

DLR(u), the following relation holds

R∗ = min
u∈U

R(u) ≤ min
u∈U

DLR(u) = D.

The Lagrangian dual problem D can be written as follows:

D = min
u,λ,θ

g(u) +

n∑
t=1

θt

s.t. θt ≥ ft(u, ζ t)− (λt)>ζ t, ζ t ∈Ωt, t ∈ T,

λ1 = −

n∑
t=2

λt,

u ∈ U.

Let D(λ) = min
u∈U

LR(u,λ). Hence, D = min
λ

D(λ), and for given multipliers λ,

D(λ) =min
u,θ

g(u) +

n∑
t=1

θt

s.t. θt ≥ ft(u, ζ t)− (λt)>ζ t, ζ t ∈Ωt, t ∈ T,

u ∈ U.

Noticing that C∗ is obtained with λ = 0 and Ωt = Ω, we have the following relation.
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Theorem 1. When Ωt = Ω, we have that R∗ ≤ D ≤C∗.

Proof: R∗ = min
u∈U

R(u) ≤ min
u∈U

min
λ

LR(u,λ) = D = min
λ

D(λ) ≤ D(0) ≤ C∗.

6.2.1 Dualization versus affine approximation

It is known that less conservative approaches than C∗ to approximate R∗ can be obtained assuming

that θt(ξ) is the affine approximation, θt(ξ) = νt
0 + (νt)>ξ, with νt

0 ∈ R and νt ∈ Rn. The resulting model,

called Affinely Adjustable Robust Counterpart (AARC) model [21], is

AARC = min
u,ν0,ν

g(u) + d

s.t. d ≥
n∑

t=1

(
νt

0 + (νt)>ξ
)
, ξ ∈Ω,

νt
0 + (νt)>ξ ≥ ft(u, ξ), ξ ∈Ω, t ∈ T,

u ∈ U

and it holds R∗ ≤ AARC ≤C∗.

Next we establish the main result of this section stating that the Lagrangian dual bound D obtained

with Ωt = Ω, t ∈ T, coincides with the affine approximation AARC.

Theorem 2. When Ωt = Ω, t ∈ T, we have that AARC = D.

Proof. When Ωt = Ω, model D can be obtained from model AARC by replacing νt
0 by θt, ν

t by λt and

adding the constraint
∑n

t=1 ν
t = 0, hence AARC ≤ D.

To prove that AARC ≥ D, we can show that given any feasible solution (ν0, ν) of AARC that achieves a

finite objective value, it is possible to construct a feasible solution for D that achieves the same objective

value. To do so, we set m = maxξ∈Ω
∑n

t=1(νt)>ξ, λ1 = −
∑n

t=2 ν
t, λt = νt, t = 2, . . . ,n, θ1 = ν1

0 + m, and

θt = νt, t = 2, . . . ,n. Clearly, the objective value for D is the same as achieved in AARC:

g(u) +

n∑
t=1

νt
0 + max

ξ∈Ω

n∑
t=1

(νt)>ξ = g(u) +

n∑
t=1

νt
0 + m = g(u) +

n∑
t=1

θt,

and the solution (θ,λ) is feasible for D, since for the constraint t = 1 (the remaining constraints are easily

shown to be equivalent) and for each ξ ∈Ω, we have

θ1 + (λ1)>ξ = ν1
0 + m−

n∑
t=2

(νt)>ξ ≥ ν1
0 + (ν1)>ξ ≥ f1(u, ξ)
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where the first inequality follows from the definition of m since

m = max
ξ∈Ω

n∑
t=1

(λt)>ξ ≥
n∑

t=1

(λt)>ξ, ∀ξ ∈Ω ⇒ m−
n∑

t=2

(λt)>ξ ≥ (λ1)>ξ, ∀ξ ∈Ω,

and the second inequality follows from the feasibility of (ν0, ν) in AARC.

6.2.2 Duality for the B&T budget set and for the maximum of affine functions

Here we consider the particular case that motivated our work, where functions ft(u, ζ t) are given by

the maximum of affine functions. We consider the uncertainty set used by Bertsimas and Thiele [15]

Ω = {ξ ∈ [−1,1]n |

t∑
j=1

|ξ j| ≤ Γt, t ∈ T }.

where a budget constraint is imposed for each time period (we refer to this set as the B&T budget set).

We assume that ft(u, ζ t) = max
k∈K

f̂ k
t (u, ζ t) where K is a finite set of indexes and

f̂ k
t (u, ζ t) = L̄k

t (u) +
∑
j∈T

atk
j

(
µ j +δ jζ

t
j

)
= Lk

t (u) +
∑
j∈T

atk
j δ jζ

t
j, t ∈ T,k ∈ K,

where atk
j ∈ R, for all k ∈ K, j, t ∈ T , L̄k

t (u) : U → R is an affine function, and Lk
t (u) = L̄k

t (u) +
∑

j∈T atk
j µ j.

When Ωt = Ω, the Lagrangian dual problem D takes the form

D =min
u,θ,λ

g(u) +

n∑
t=1

θt

s.t. θt ≥ Lk
t (u) +

∑
j∈T

atk
j δ jζ

t
j−

∑
j∈T

ζ t
jλ

t
j

 , ζ t ∈Ωt,k ∈ K, t ∈ T,

λ1 = −

n∑
t=2

λt,

u ∈ U.

After equivalently replacing ζ t with ζ t+− ζ t− with (ζ t+, ζ t−) ∈ Ω̄t such that

Ω̄t =
{
(ζ t+

j , ζ
t−
j ) ∈ Rt ×Rt |

j∑
`=1

(ζ t+
` + ζ t−

` ) ≤ Γ j, 1 ≤ j ≤ t, (6.4)

ζ t+
j + ζ t−

j ≤ 1, 1 ≤ j ≤ t, (6.5)
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ζ t+
j , ζ

t−
j ≥ 0, 1 ≤ j ≤ t } ,

one can apply linear programming duality to reformulate each robust constraint and obtain an equivalent

linear program for D:

D = min
u,λ,θ,q,r

g(u) +

n∑
t=1

θt

s.t. θt ≥ Lk
t (u) +

t∑
j=1

qtk
j Γ j +

t∑
j=1

rtk
j , t ∈ T, k ∈ K, (6.6)

t∑
`= j

qtk
` + rtk

j ≥ atk
j δ j−λ

t
j, j, t ∈ T : j ≤ t, k ∈ K, (6.7)

t∑
`= j

qtk
` + rtk

j ≥ −atk
j δ j +λ

t
j, j, t ∈ T : j ≤ t, k ∈ K, (6.8)

qtk
j ,r

tk
j ≥ 0, j, t ∈ T : j ≤ t, k ∈ K, (6.9)

λ1 = −

n∑
t=2

λt, (6.10)

u ∈ U, (6.11)

where the dual variables qtk
j and rtk

j are associated with the constraints of the inner problem in constraints

(6.4) and (6.5), respectively.

In practice, when T is reasonably small, it can be interesting to rewrite D in a lower dimensional

space by eliminating variables rtk
j .

Proposition 3. Projecting out variables rtk
j , j, t ∈ T : j ≤ t,k ∈ K model D can be written as follows.

D = min
u,λ,θ,q,r

g(u) +

n∑
t=1

θt

s.t. θt ≥ Lk
t (u) +

t∑
j=1

qtk
j Γ j−

t∑
j=1

|πt
j|

t∑
`= j

qtk
` +

t∑
j=1

πt
j(a

tk
j δ j−λ

t
j),

πt
i ∈ {−1,0,1}, t ∈ T,k ∈ K, (6.12)

qtk
j ≥ 0, j, t ∈ T : j ≤ t, k ∈ K.

Proof: Using Fourier-Motzkin elimination, we first project out variables rtk
t . For each k ∈ K, from
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equations (6.7), (6.8) and (6.9) we have, respectively,

rtk
t ≥ −qtk

t + atk
t δt −λ

t
t,

rtk
t ≥ −qtk

t −atk
t δt +λt

t,

rtk
t ≥ 0.

Combining (6.6) with these inequalities we obtain

θt ≥ Lk
t (u) +

t∑
j=1

qtk
j Γ j +

t−1∑
j=1

rtk
j − |π

t
t|q

tk
t +πt

t(a
tk
t δt −λ

t
t), πt

t ∈ {−1,0,1}, t ∈ T,k ∈ K.

By iteratively eliminating rtk
j from j = t−1 until j = 1 and by using (6.7), (6.8) and (6.9) we obtain (6.12).

Alternatively, one might improve numerical efficiency, albeit at the price of precision, by using a

simpler set Ω̂t, such that Ωt ⊆ Ω̂t. In particular, the following form is a natural choice (see Remark 6.2 ):

Ω̂t = {ζ t ∈ [−1,1]n |

t∑
j=1

|ζ t
j| ≤ Γt},

and leads to the following relation:

R∗ ≤ AARC = D ≤ D̂ ≤ D̂(0),

where D̂ and D̂(λ) denote, respectively, D and D(λ) when Ω̂t is considered instead of Ωt.

Remark 6.2. In the case of the B&T budget set, the set of constraints in the adversarial problem is given

by {
(ζ1, . . . , ζn) ∈ [−1,1]n | ζ t = ζ`, t, ` ∈T, t , `, (6.13)∑̀

j=1

|ζ t
j| ≤ Γt, t, ` ∈ T } (6.14)

where constraints (6.14) for ` < t are redundant in the presence of the constraints (6.13). However, when

constraints (6.13) are relaxed, constraints (6.14) are no longer redundant for ` < t and the corresponding

Lagrangian relaxations may differ.
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Proposition 4. Given any fixed λ such that
∑

t∈T λ
t = 0 and letting αtk

j (λ) =| atk
j δ j −λ

t
j | for all j ∈ T, the

value of D is bounded above by

D̂(λ) = min
u

g(u) +

n∑
t=1

θt

s.t. θt ≥ Lk
t (u) + Ak

t (λ), t ∈ T,k ∈ K,

u ∈ U,

where

Ak
t (λ) =

bΓtc∑
`=1

αtk
j(`)(λ) + (Γt −bΓtc)αtk

j(dΓte)(λ)

with αtk
j(`)(λ) is the `th largest value among the values αtk

1 (λ), . . . ,αtk
n (λ).

The proof is similar to the proof of the Proposition 1 in [14] so it will be omitted.

Remark 6.3. In all the approximation models for R∗ presented in this section, the cost associated with

each first-stage solution u is overestimated. Hence, those approaches may lead to a poor bounds based

on good solutions and the following relation holds

R∗ = R(u∗) ≤ R(uJ) ≤ J,

where uJ denotes the first-stage solution obtained with model J, and J can be D, D̂ or D̂(λ).

6.3. The case of a robust inventory problem

In this section we particularize the results of the previous section for the case of the robust inventory

problem that motivated this study and relate them with those known from the literature. We consider

lot-sizing problems defined over a finite time horizon of n periods and define T = {1, . . . ,n}. For each time

period t ∈ T, the unit holding cost ht, the unit backlogging cost bt and the unit production cost ct are

considered. The demand in time period t is given by dt. We define xt as the inventory at the beginning of

period t (x1 is the initial inventory level). In case xt is negative it indicates a shortage. Variables ut ≥ 0

indicate the quantity to produce in time period t. When the demand dt is known and fixed we obtain a

basic deterministic lot-sizing problem that can be modelled as follows:
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min
u,x

n∑
t=1

(ctut + max{ht xt+1,−bt xt+1})

s.t. xt+1 = x1 +

t∑
j=1

(u j−d j) t ∈ T,

ut ≥ 0, t ∈ T.

If xt+1 ≥ 0, then max{ht xt+1,−bt xt+1} gives the holding cost ht xt+1, otherwise it gives the backlogging cost

−bt xt+1 at the end of time period t.

Here we consider the case where the demands dt are defined by dt := µt + δtzt, for each t ∈ T, where

µt and δt are the nominal demand and the maximum allowed deviation in period t, respectively, and the

uncertain variables z belong to the B&T budget set:

Ω = {z ∈ [−1,1]n |

t∑
j=1

|z j| ≤ Γt, t ∈ T }.

We assume that

0 ≤ Γ1 ≤ Γ2 ≤ · · · ≤ Γn, Γt ≤ Γt−1 + 1, 1 < t ≤ n.

The results presented in this section can easily be extended to accommodate other practical aspects

such as setup costs and/or other production constraints. In that case we may write the objective function

as

min
u,y

n∑
t=1

(ctut + S tyt + max{ht xt+1,−bt xt+1}) (6.15)

where yt is the setup variable indicating whether there is a production setup in time period t, and S t is the

setup cost in time period t. A new set of constraints is also considered

ut ≤ Ptyt, yt ∈ {0,1}, t ∈ T, (6.16)

where Pt is an upper bound on the production quantity at period t. In order to keep the notation easy, and

since all the theoretical results presented hold for both the cases with and without setups, in the derivation

of the theoretical results we consider only the simplest case where no setup costs (and no setup variables)

are considered. For the computational aspects (Sections 6.3.3 and 6.4) the general case with setups is

considered.
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6.3.1 The Bienstock and Özbay and the Bertsimas and Thiele approaches

First, we review two of the main approaches for robust inventory problems: the decomposition ap-

proach introduced by Bienstock and Özbay [16] to solve the problem written as a min-max problem (BO

approach) and the dualization approach employed by Bertsimas and Thiele [15] (BT approach). Bien-

stock and Özbay [16] consider the robust inventory problem as a min-max problem where, for a given

production vector u, the demand dt is picked by an adversary problem. The min-max formulation is the

following:

R∗ = min
u≥0

R(u)

where

R(u) = max
x,z

n∑
t=1

(ctut + max{ht xt+1,−bt xt+1}) (6.17)

s.t. xt+1 = x1 +

t∑
j=1

(u j−µ j−δ jz j), t ∈ T,

t∑
j=1

|z j| ≤ Γt, t ∈ T,

zt ∈ [−1,1], t ∈ T.

Problem (6.17) corresponds to the general adversarial problem introduced in Section 6.2.2 with K =

{1,2}, L1
t (u) = ht

(
x1 +

∑t
j=1(u j−µ j)

)
, L2

t (u) = −bt
(
x1 +

∑t
j=1(u j−µ j)

)
, g(u) =

∑
t∈T ctut and U = Rn

+.

Bienstock and Özbay [16] solve the min-max problem using a decomposition approach where, in the

master problem, a production planning problem is solved for a subset of demand scenarios, while in the

subproblem (adversarial problem) the worst-case scenario is found for the current production plan and

added to the master problem. A FPTAS is given in [4] where a similar decomposition approach is used

and the adversarial problem is solved by dynamic programming.

The dualization approach introduced by Bertsimas and Sim[14] was applied by Bertsimas and Thiele[15]

to the robust inventory problem. The formulation is as follows

Ĉ∗ = min
u,z

n∑
t=1

(ctut + θt) (6.18)

s.t. θt ≥ ht

x1 +

t∑
j=1

(u j−µ j) + At

 , t ∈ T,
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θt ≥ −bt

x1 +

t∑
j=1

(u j−µ j)−At

 , t ∈ T,

ut ≥ 0, t ∈ T,

where, for t ∈ T,

At = max
z

t∑
j=1

δ jz j

s.t.
t∑

j=1

|z j| ≤ Γt,

zt ∈ [−1,1].

Notice that this approach is based on the supersets Ω̂t, t ∈ T .

6.3.2 Lagrangian relaxation based approaches

To derive the Lagrangian relaxation of the adversarial problem (6.17) we consider, for each time

period t ∈ T, a copy vt
j of each variable z j with j ≤ t. That is, we consider new variables vt

j ∈ [−1,1] which

account for the deviation in period j affecting period t, t ≥ j, and impose the constraints

vt
t = v j

t , j, t ∈ T : t < j. (6.19)

With this set of equalities, constraints
∑t

j=1 |z j| ≤ Γt, t ∈ T are replaced by constraints
∑`

j=1 |v
t
j| ≤ Γ`,

1 ≤ ` ≤ t ≤ n and the following approximation for the problem R∗ is obtained.

Theorem 5. Model D defined below is a tractable approximation for the problem R∗.

D = min
u,λ,θ,q,p,r,s

∑
t∈T

(ctut + θt) (6.20)

s.t. θt ≥ L1
t (u) + ht

 t∑
j=1

qt1
j Γ j +

t∑
j=1

rt1
j

 , t ∈ T, (6.21)

θt ≥ L2
t (u) + bt

 t∑
j=1

qt2
j Γ j +

t∑
j=1

rt2
j

 , t ∈ T, (6.22)

qt1
t + rt1

t ≥ (−1)i

δt +

n∑
j=t+1

λ
j
t

ht

 , i ∈ {1,2}, t ∈ T, (6.23)
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t∑
`= j

qt1
` + rt1

j ≥ (−1)i

δ j−
λt

j

ht

 , i ∈ {1,2},1 ≤ j < t, t ∈ T, (6.24)

qt2
t + rt2

t ≥ (−1)i

 n∑
j=t+1

λ
j
t

bt
−δt

 , i ∈ {1,2}, t ∈ T, (6.25)

t∑
`= j

qt2
` + rt2

j ≥ (−1)i

λt
j

bt
+δ j

 , i ∈ {1,2},1 ≤ j < t, t ∈ T, (6.26)

qt1
j ,r

t1
j ,q

t2
j ,r

t2
j ≥ 0, 1 ≤ j ≤ t, t ∈ T. (6.27)

The proof of this theorem is given in Appendix and it directly follows from the application of the

process described in Section 6.2 to the robust inventory problem. By replacing the sets Ωt by the supersets

Ω̂t we obtain model D̂, that will be used in the heuristics proposed in Section 6.3.3. Model D̂ corresponds

to model D by setting variables qtk
j = 0 for all k ∈ {1,2}, j, t ∈ T : j < t.

Remark 6.4. The Bertsimas and Thiele model (6.18) is a C model where Ω is replaced in each constraint

(6.2) by Ω̂t. Hence, we have the relations D ≤C∗ ≤ Ĉ∗ and D̂ ≤ D̂(0) ≤ Ĉ∗.

Applying Proposition 3 to the robust inventory problem, model D can be written in a lower dimension

space as follows:

D = min
u,λ,θ,q,p

∑
t∈T

(ctut + θt) (6.28)

s.t. θt ≥ L1
t (u) + ht

 t∑
j=1

qt1
j Γ j−

t∑
j=1

|πt
j|

t∑
`= j

qt1
` +

t−1∑
j=1

πt
j

δ j−
λt

j

ht

+πt
t

δt +

n∑
j=t+1

λ
j
t

ht


 ,

πt
i ∈ {−1,0,1}, 1 ≤ i ≤ t, t ∈ T, (6.29)

θt ≥ L2
t (u) + bt

 t∑
j=1

qt2
j Γ j−

t∑
j=1

|πt
j|

t∑
`= j

qt2
` +

t−1∑
j=1

πt
j

δ j +
λt

j

bt

+πt
t

δt −

n∑
j=t+1

λ
j
t

bt


 ,

πt
i ∈ {−1,0,1}, 1 ≤ i ≤ t, t ∈ T, (6.30)

qt1
j ,q

t2
j ≥ 0, 1 ≤ j ≤ t ≤ n. (6.31)

Remark 6.5. The BT model can be obtained through the projected model (6.28)–(6.31) by setting λ = 0,

qt1
j = qt2

j = 0, j, t ∈ T : j < t and qt1
t = qt2

t .

Although the number of constraints (6.29) and (6.30) in the projected model, exponentially increases

with the number n of time periods, most of these inequalities are redundant. In fact, for each k ∈ {1, . . . , t}
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such that
∑t

j=1 |π
t
j| = k, only one inequality (6.29) and one inequality (6.30) are non dominated for each

t ∈ T. The projected model can be solved through a Benders decomposition approach with a separation

algorithm for the constraints (6.29) and (6.30) that can easily work by inspection. However, preliminary

results reported in Section 6.4.1 have shown that many of such constraints need to be included.

The next proposition provides an efficient way to solve model D̂ when multipliers are fixed that will

be used in the next section to design efficient heuristics to find solutions with lower true cost.

Proposition 6. For fixed multipliers λ, D̂(λ) is given as follows

D̂(λ) = min
u

n∑
t=1

(ctut + θt)

s.t. θt ≥ ht

x1 +

t∑
j=1

(u j−µ j)

+ A1
t (λ), t ∈ T,

θt ≥ −bt

x1 +

t∑
j=1

(u j−µ j)

+ A2
t (λ), t ∈ T,

ut ≥ 0, t ∈ T,

with

A1
t (λ) =

bΓtc∑
`=1

αt
j(`) + (Γt −bΓtc)αt

j(dΓte),

A2
t (λ) =

bΓtc∑
`=1

βt
j(`) + (Γt −bΓtc)βt

j(dΓte),

where αt
j =| −htδ j + λt

j | for 1 ≤ j < t, αt
t =| −htδt −

∑n
j=t+1λ

j
t |, β

t
j =| btδ j + λt

j | for 1 ≤ j < t, and βt
t =|

btδt −
∑n

j=t+1λ
j
t |, where αt

j(`) is the `th largest value among αt
1, . . . ,α

t
t and βt

j(`) is the `th largest value

among βt
1, . . . ,β

t
t.

The proof is a direct application of Proposition 4 so it will be omitted.

6.3.3 Heuristic schemes to improve the quality of solutions

Among all the models considered in this paper, model D, corresponding to the AARC approach, is

the one that provides bounds closer to R∗. However, from the practical point of view, more relevant than

obtaining a good bound is to obtain solutions u such that R(u) is close to R∗, that is, solutions with the best

possible true cost. Hence, in this section, we develop iterative heuristic solution approaches, based on the

interpretation of the Lagrangian multipliers as penalties for constraints violation, to obtain solutions with
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a lower true cost. To do so, the value of the uncertain variables v j
t , 1 ≤ t ≤ j ≤ n, must be computed for a

given vector of multipliers at each iteration. Such computations can easily be done by inspection in model

D̂ but not in model D, thus we use model D̂ instead of model D for the proposed heuristics. Furthermore,

model D̂ is computationally easier to solve when the multipliers are fixed (see Proposition 6) and the

results presented in the computational section indicate that there are no significant differences between

the true cost of the solutions provided by both models D̂ and D for the instances solved to optimality.

Notice that model D̂ (and also model D) is a pure linear model, therefore one may expect to solve it to

optimality even for large size instances. However, when other aspects are included, the model can quickly

become very large, thus the direct use of such model can be prohibitive. In order to take advantage of this

model we derive heuristic schemes that iteratively fix the value of the new variables (multipliers) leading

to easier subproblems. The proposed heuristics are tested using the inventory problem when production

setup costs are considered, that is, when the objective function is given by (6.15) and the set of constraints

(6.16) is added.

6.3.3.1 Guided Iterated Local Search algorithm

The first heuristic approach that we propose is called Guided Iterated Local Search (GILS). The GILS

heuristic can easily be used to solve other complex problems and it is inspired in the classical Iterated

Local Search (ILS) heuristic based on the local branching idea of Fischetti and Lodi [20]. ILS heuristics

have performed well in complex inventory problems with uncertainty, such as the Maritime Inventory

Routing problem [1, 2] and the Production Inventory problem [3].

The main idea of the ILS heuristic is to restrict the search space of some integer variables (setup

variables in our case) to a neighbourhood of a given solution. For a given positive integer parameter ρ,

we define the neighborhood N (ȳ,ρ) of ȳ as the set of feasible solutions of the model D̂ satisfying the

additional local branching constraint (see [20]):∑
t∈T |yt=0

yt +
∑

t∈T |yt=1

(1− yt) ≤ ρ. (6.32)

Hence, N (ȳ,ρ) is the set of solutions that differ by a maximum number of ρ values of the yt variables

from the current solution ȳ. The linear constraint (6.32) limits to ρ the total number of binary variables yt

flipping their value with respect to the solution ȳ, either from 1 to 0 or from 0 to 1.

The GILS heuristic can be seen as an improved version of the ILS heuristic in which the search space

is even more reduced through the inclusion of new constraints on the Lagrangian multipliers. Since the

Lagrangian multipliers are used to penalize the deviations between the copies of the uncertain variables

of the adversarial problem, at each iteration, we impose two types of constraints to guide the value of the

multipliers.
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• Type I: Constraint λ j
t ≤ 0 if vt

t − v j
t < 0 or constraint λ j

t ≥ 0 if vt
t − v j

t > 0.

• Type II: Constraint λ j
t ≤ λ

j
t if vt

t − v j
t < 0 or constraint λ j

t ≥ λ
j
t if vt

t − v j
t > 0.

At each iteration, the current value of the uncertain variables v j
t and the current value of the Lagrangian

multipliers are denoted by v j
t and λ

j
t , for all 1 ≤ t ≤ j ≤ n, respectively.

To start the GILS heuristic, an initial solution is required. Such solution can be found by solving the

model D̂ and fixing the Lagrangian multipliers to their value in the linear relaxation of model D̂. The full

algorithm is described in Algorithm 1.2.

Algorithm 6.1 Guided Iterated Local Search

1: Solve the linear relaxation of model D̂
2: Solve the integer model D̂, with the Lagrangian multipliers fixed to their value in the linear relaxation

of model D̂
3: Save the solution y
4: repeat
5: for all t, j ∈ T such that t ≤ j do
6: Compute the value of the uncertain variables v j

t
7: Add either constraints of type I or of type II to the model according to a predefined rule
8: end do
9: Add constraint (6.32) to the model D̂ and solve it for γ seconds

10: Update the solution y
11: Remove all the constraints added
12: until the time limit of β seconds or a maximum number of iterations is reached

Steps 5 to 8 are used to guide the values of the Lagrangian multipliers as penalties for variable devia-

tions. By removing these steps, Algorithm 6.1 becomes the classic ILS heuristic, that will be also tested

in the computational section. Several specific rules can be used in step 7 to choose the type of constraints

added to the problem in each iteration. Some of those rules will be discussed in the computational section.

It is important to notice that the aim of steps 5 to 8 is not to speed up the algorithm. Moreover, we

may also expect to obtain worse bounds (based on the value of model D̂) using the GILS heuristic than

using the ILS heuristic since we are restricting the search space. By penalizing the differences between

the copies of the uncertain variables, we aim to force the choice of a neighbor solution based on an

estimation of the cost closer to the true one, thus obtaining better solutions (with true cost close to the

cost of the optimal solution).
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6.3.3.2 Subgradient Optimization method

Since model D̂ is based on a Lagrangian relaxation, we adapt the subgradient method, frequently used

to solve the dual problem of a Lagrangian relaxation, to solve model D̂ heuristically. The Subgradient

Optimization (SO) method that we propose depends on two parameters given a priori, parameter ItLim

and parameter φ and uses the following additional functions:

• R(u) : computes the true cost of a given production policy u.

• Cdeviations(λ) : given a vector λ , computes the value v̄ of the deviation variables v.

Algorithm 6.2 Subgradient Optimization method
1: Initialization: NoImprove := 0, Bestbound :=∞, Bestvalue :=∞
2: Solve the linear relaxation of model D̂ and save the multipliers λ
3: Set LB equal to the objective function value of the linear relaxation
4: repeat
5: if NoImprove < ItLim then
6: Impose constraints λ j

t = λ
j
t and make all the remaining variables free

7: else
8: Impose constraints yt = yt and make the Lagrangian multipliers free
9: NoImprove← 0

10: end if
11: Solve the integer model D̂ with the imposed constraints
12: Set Bound equal to the objective function value of model D̂
13: if Bound < Bestbound then
14: Update Bestbound

15: NoImprove← 0

16: end if
17: if R(u) < Bestvalue then
18: Update Bestvalue

19: NoImprove← 0

20: end if
21: Compute the value v j

t of the deviation variables v j
t for all t, j ∈ T such that t ≤ j using function

gggCdeviations(λ)
22: Compute the subgradient s j

t := vt
t − v j

t for all t, j ∈ T such that t < j
23: Compute norm :=

∑T
t=1

∑T
j=t+1(s j

t )2

24: Define stepsize := φ Bound−LB
norm

25: Update multipliers λ
j
t ← λ

j
t + stepsize× s j

t
26: Remove all the added constraints
27: NoImprove← NoImprove + 1
28: until A time limit of β minutes is reached
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The SO method starts by solving the linear relaxation of model D̂ to obtain the initial values for the

Lagrangian multipliers λ. The optimal value of the linear relaxation is used to define a lower bound

to the problem. In the loop (step 4 to step 28 of the Algorithm 6.2), model D̂ is solved with updated

information and the corresponding bound as well as the true cost of the production policy are computed

and compared with the current best values. The value of the Lagrangian multipliers is updated in steps

21 to 25 according to the interpretation of those multipliers as penalties associated with the violation of

constraints (6.19), taking into account the value of the variables v j
t and vt

t. In each iteration model D̂ is

solved with the Lagrangian multipliers fixed and all the remaining variables free, however, whenever a

limit number of iteration (ItLim) is reached without a better bound or a better solution (solution with lower

true cost) is obtained, the multipliers are left free and the setup variables are fixed. This strategy is used

to escape from local minimums and hence explore new feasible regions of the search space.

6.4. Computational experiments

This section reports the computational experiments carried out to compare the BO approach, the BT

approach, the Lagrangian Dual approach based on model D̂ (that is designed by LD), and the approach

based on model D. Since we have proved that this last approach coincides with the affinely adjustable

robust counterpart approach, in what follows, it is denoted by AARC approach. In Section 6.4.1 we report

the results for medium size lot-sizing instances with 30 time periods, for which all the optimal solutions

can be obtained, while in Section 6.4.2 larger size instances with at most 100 time periods are considered.

Table 6.1 displays the total number of constraints and the total number of non integer variables of

model D with 30 and 100 time periods. The reported results correspond to the cases where the setup

costs are either considered or not (column Setup), and the cases where the Lagrangian multipliers are

either free or fixed (column #Multipliers). In the column #Variables, the numbers in parenthesis indicate

the total number of integer variables in the model D associated with the use of setup costs. Notice that

the number of constraints in model D̂ is exactly the same as in model D and the number of variables is

approximately 2/3 of the number of variables in model D.
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Table 6.1 – Total number of variables and constraints of model D.

n S etup #Multipliers #Constraints #Variables
No fix 2850 990

30 free 2850 1425
Yes fix 2910 990 (+30)

free 2910 1425 (+30)
No fix 31100 10500

100 free 31100 15550
Yes fix 31300 10500 (+100)

free 31300 15550 (+100)

The computational experiments use instances generated as follows. For each time period t ∈ T ,

the nominal demand µt and the maximum allowed deviation δt are randomly generated in [0,50] and

[0,0.2µt], respectively. The maximum number of deviations in period t is computed using the relation

Γt = Γt−1 +τ, with τ varying in {0,1} and Γ0 is assumed to be zero. The initial stock level at the producer,

x1, is randomly generated between 0 and 30 and the production capacity Pt is constant and equal to∑n
t=1µt. The production, holding and backlog costs are the same as those used in[15], i.e., ct = 1, ht = 4,

bt = 6, respectively, for all t ∈ T . Throughout this section, we consider two variants of the robust inventory

problem (with and without setup costs). The production setup costs occur in many practical inventory

problems. However, the main goal of using instances with setup costs is to get harder instances, since the

inclusion of integer setup variables results in a non linear model.

In order to compute the true cost (R(u)) of a solution u, preliminary tests were conducted using

four approaches: the dynamic program proposed in [16], the dynamic program proposed in [4], the

mixed integer formulation with big-M constraints presented in [21], and the decomposition approach

proposed in [16]. The dynamic program proposed in [16] provided, in general, better results and solved

all the adversarial problems in less than one second for instances with 100 time periods. Hence, for all

the approaches considered in the computational experiments, whenever the true cost of one solution is

computed, the dynamic program proposed in [16] is used.

All tests were run using a computer with an Intel Core i7-4750HQ 2.00 GHz processor and 8 GB of

RAM, and were conducted using the Xpress-Optimizer 28.01.04 solver with the default options.

6.4.1 Computational experiments for medium size instances

In this subsection all the reported results are based on instances with 30 time periods. Preliminary

experiments based on a set of 10 instances were conducted to evaluate the performance of model (6.20)–

(6.27) against the projected model (6.28)–(6.31). The second model is solved through a Benders decom-

position procedure, having a separation subproblem for constraints (6.29) and (6.30). The average run-
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ning time for the Benders decomposition was 721 seconds and the average number of iteration required

was 552. Using the model (6.20)–(6.27) the average running time was lower than 1 second. Although

model D could also be solved by using the decomposition procedure proposed by [6], our preliminary

experiments indicate that the performance of that procedure is similar to the one observed when Benders

decomposition is used to solve the projected model (6.28)–(6.31), since a large number of iterations is

needed. Therefore, henceforward, we consider only model (6.20)–(6.27).

We start by analysing the performance of the presented approaches in terms of the setup cost. Fig-

ures 6.1 to 6.4 report average results obtained by using 16 different setup costs having values in {0,10,20,

. . . ,150}. For each setup cost, one hundred instances were randomly generated considering different sam-

ples of the nominal demand values. Since all the obtained results are presented through their average

values, Mann-Whitney hypothesis tests are conducted to find significative differences between all the

approaches considered. A significance level of 1% is used in all tests.

Figure 6.1 displays the average cost of the solutions obtained by the BO approach (optimal value)

and the average objective function values corresponding to the LD, AARC and BT approaches (which

are upper bounds for the value of the BO solution). The points marked with squares (LD(uBT )) represent

the average cost of the solutions obtained by the LD approach for the production policy obtained by the

BT approach, i.e., after the solution of the BT approach is obtained, the value of the production variables

ut, t ∈ T , is fixed and model D̂ is solved.
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Figure 6.1 – Cost of the solutions obtained by the different approaches in terms of the setup cost.

The obtained results suggest that the BT approach is too conservative, since the quality of the upper
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bound provided by this approach rapidly degrades as the setup cost increases. This is not the case of

both LD and AARC approaches where the obtained upper bounds are close to the cost of the solution

obtained by the BO approach, even when the setup cost increases. In fact, for large setup costs, the BT

approach provides an optimal bound that is up to 28% larger than the true cost of the solutions provided

by the BO approach while the gaps associated to both the LD and AARC approach are up to 6% and 3%,

respectively, for all the setup costs considered.

By comparing the lines associated to LD(uBT ) and BT we see that, in general, there is a gap (that

is up to 6%) between the corresponding bounds. This means that the optimal value of the Lagrangian

multipliers for the production policy obtained by the BT approach is usually different from zero (as

considered in the BT approach). Hence, a better choice of the Lagrangian multipliers can be used to

improve the quality of the upper bound provided by the BT approach.

For all the setup values tested, the average upper bounds obtained by the LD, AARC and BT ap-

proaches are significantly higher than the optimal value provided by the BO approach. The average upper

bounds obtained by the BT approach are significantly higher than the ones obtained by both the LD and

the AARC approaches for setup costs greater than 10, and significantly greater than the ones obtained by

the LD(uBT ) approach for high setup costs (greater than 110).

Figure 6.2 reports the average computational time in seconds required by each approach to find the

solution, in terms of the setup cost.
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Figure 6.2 – Average computational time associated to each approach in terms of the setup cost.

The computational time of the BT approach is always lower than one second. The exact BO approach
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is on average twice faster than the LD approach. The computational time required by the AARC approach

is approximately twice the computational time required by the LD approach. The average time required

by the BO approach to solve each master problem varies between zero and twelve seconds while the

computational time required to solve each adversarial problem is always lower than one second.

Figure 6.3 displays the average true cost of the production policy determined by the approaches LD

(R(uLD)), AARC (R(uAARC)), BT (R(uBT )), and compare them with the cost of the optimal production

policy obtained by the BO approach. Note that these values are not the upper bounds obtained by the LD,

AARC and BT approaches directly. They are the true costs obtained by solving the adversarial problem

for each solution obtained with the indicated approach.
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Figure 6.3 – True average cost of the solution obtained by both the LD and the BT approaches compared with the
cost of the optimal production policy obtained by the BO approach.

The behavior of the true cost of the production policy obtained by the LD, AARC and BT approaches

is similar to the one observed for the upper bound values. However, when the setup costs are not con-

sidered, the true cost of the production policy obtained by the BT approach is, in general, lower than the

one obtained by both the LD and AARC approaches. It is interesting to note that the true cost of the

solutions determined by both the LD and AARC approaches are very close. In fact, the Mann-Whitney

hypothesis tests reveal that, in terms of the true cost of the production policy, the differences between both

approaches are not significant. Moreover, the average true costs of the production policies determined

by both LD and AARC approaches are not significantly different from the average costs of the optimal

production policies. On the other hand, the average true cost of the production policies determined by the

BT approach is significantly greater than the one determined by the LD and the AARC approaches for

setup costs greater than 30.
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A key conclusion that one can draw from Figure 6.3 is that while in the case where the setup costs are

not considered, the true average cost from the solutions obtained using the BT approach may give a fair

approximation on the optimal value, when setup costs are high not only the BT approach can give poor

bounds, but it can also produce bad solutions (with costs up to 16% larger than the optimal true costs).

This may indicate that for more complex inventory problems the overestimation of costs from the BT

approach may lead to poor decisions.

Figure 6.4 displays the average number of production periods associated with the production policy

determined by the BO, the LD, the AARC and the BT approaches. This figure can help to explain the

results displayed in Figures 6.1 and 6.3, since the average number of production periods in the LD, AARC

and BO approaches is similar. Notice that even when the setup cost is high, the number of production

periods in the BT approach remains high, which may be justified by the fact that the BT approach tends

to overestimate the contribution of the inventory costs in the objective function. The differences between

the average number of production periods in the LD, AARC and BO approaches is not significant for

any setup costs used while such differences between the BT and BO approaches are significant for all the

setup cost tested.
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Figure 6.4 – Average number of production periods in the production policies obtained by the different approaches
in terms of the setup cost.

Next, we analyse the performance of the LD, the AARC and the BT approaches in terms of the

maximum number of deviations Γn in the last time period. The maximum number of deviations in the

previous periods is taken as follows. Given a value k ∈ {1, . . . ,Γn}, the time periods t ∈ T such that Γt = k
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are the ones satisfying the condition

t = q(k−1) +

k−1∑
`=1

α` + 1, . . . ,qk +

k∑
`=1

α`,

where q =
⌊

n
Γn

⌋
, and α` = 1 if ` ≤ n−qΓn and α` = 0, otherwise. This rule ensures that given two values

k1,k2 ∈ {1, . . . ,Γn} the difference between the number of periods with at most k1 and k2 deviations is either

zero or one.

Figures 6.5 and 6.6 display the results for the case where Γ30 ranges from 0 (nominal case) to 30

(box-constrained case). For each value of Γ30, 100 randomly generated instances were considered and

the average gap between a given upper bound (UB) and the optimal value (BO), obtained by using the

BO approach, is displayed according to the formula

Gap =
UB−BO

BO
×100.

The lines associated with LD, AARC and BT represent the average gap corresponding to the upper

bounds obtained by the LD, AARC and BT approaches, respectively. The lines associated with R(uLD),

R(uAARC) and R(uBT ) represent the average gap corresponding to the true cost of the solutions obtained

by the LD, AARC and the BT approaches, respectively. In Figure 6.5 the setup costs are not considered,

while in Figure 6.6 a setup cost of value 150 is considered.
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Figure 6.5 – Average gaps in terms of the maximum number of deviations considering no setup costs.
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Figure 6.6 – Average gaps in terms of the maximum number of deviations considering a setup cost equal to 150.

For both cases, the average gap associated with the LD and AARC approaches is always lower than

10% and 7%, respectively, while for the BT approach such gap can reach 28%. In particular, in our

experiments, for the box-constrained case, there is no gap associated with the upper bounds obtained

by both the LD and AARC approaches. In general, the average gap associated with the true cost of the

solutions determined by both LD and AARC approaches tends to decrease as the number of deviations

increases and it is zero for the box-constrained case.

6.4.2 Computational experiments for large size instances

In this section we report the computational results for large size instances with up to 100 time periods.

For these instances the exact BO approach cannot be solved to optimality within a reasonable time limit.

Preliminary results showed that even for a small number of scenarios the master problem cannot be solved

within eight hours. Similar difficulties were observed for a related lot-sizing problem in [7]. Furthermore,

when the setup costs increase, solving the model D (the one used in the AARC approach) to optimality

is computationally heavy. For the instances with 100 time periods and setup costs greater than 70 we are

not able to solve model D within a time limit of eight hours. Table 6.2 reports the average optimality gaps

obtained with model D over a set of 10 instances with 100 time periods considering a time limit of two

hours, for four different setup costs.
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Table 6.2 – Average optimality gaps obtained with model D with a time limit of two hours.

Setup Cost 50 150 450 750
Gap (%) 0.14 1.39 3.61 5.51

Table 6.2 shows that the instances become more difficult to solve when the setup cost increases.

Results not reported here allow us to conclude that the optimal solution of the LD approach can be

obtained in less than 2 hours for problem instances with 55 time periods while for the AARC approach

only problem instances with 40 time periods can be solved to optimality within 2 hours.

Hence, the main goal of this section is to test heuristic approaches that can be used on large size

inventory models to obtain tight upper bounds as well as good solutions (with true cost close to the

optimal value).

When the Lagrangian multipliers are fixed, models D and D̂ can be quickly solved, even if setup costs

are considered. In particular, the model D̂ with the multipliers fixed to zero, that corresponds to the BT

approach, can be solved in less than 5 seconds. An initial value for the Lagrangian multipliers can easily

be obtained by solving the linear relaxation of models D and D̂, respectively. Figure 6.7 displays, for

each setup cost in {0,10, ...,150}, the average upper bound values over 100 randomly generated instances

with 100 time periods obtained by both LD and AARC approaches when all the multipliers are fixed to

the optimal value of the Lagrangian multipliers in the linear relaxation of models D̂ and D, respectively.

The average upper bound values obtained by the BT approach are also displayed.
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Figure 6.7 – Average upper bound values obtained by the LD and AARC approaches considering the optimal
Lagrangian multipliers of the linear relaxation of models D̂ and D, respectively, for different setup costs.
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Figure 6.7 shows opposite behaviors of both LD and AARC approaches, when the Lagrangian mul-

tipliers are fixed to their values in the linear relaxation, comparing with the BT approach. While the gap

between the lines associated with the AARC and the BT approaches tend to decrease as the setup cost

increases, the gap between the lines associated with the LD and BT approaches tends to increase as the

setup cost increases. The first gap varies between 2.6% and 3.0% while the second one varies between

0.7% and 6.4%.

These results show that, when the value of the setup cost increases, tighter upper bounds can be ob-

tained by considering the Lagrangian multipliers of the linear relaxation of model D̂ in the LD approach

instead of considering all the multipliers equal to zero (as in the case of the BT approach). Furthermore,

the difference between the computational time required to compute the upper bounds in both cases cor-

responds to the computational time required to solve the linear relaxation of model D̂, which is always

lower than 7 seconds for all the tested instances. This means that, in general, for large size instances,

a better bound than the one obtained by the BT approach can be quickly obtained by considering the

optimal multipliers of the linear relaxation of model D̂.

From the theoretical study we know that the upper bound corresponding to the optimal solution of

the AARC approach is lower than or equal to the one obtained by the LD approach. Moreover, the value

of the linear relaxation is lower in the AARC approach than in the LD approach. Nevertheless, Figure

6.7 shows that in the case that the multipliers are fixed to their value in the linear relaxation, the upper

bounds provided by the LD approach tend to be better than the ones obtained with the AARC approach,

when the value of the setup cost increases.

6.4.2.1 Evaluation of the proposed heuristics

In this section we analyse the performance of both the GILS heuristic and the SO method presented

in Section 6.3.3. It is important to remind that these two heuristics were specifically designed to generate

better solutions and not necessarily better bounds resulting from the objective function values of the

considered models. As reference methods we use the heuristic that consists on solving the full model D

with a time limit of one hour, and the ILS heuristic. The first heuristic will be called Full Model heuristic

(FM heuristic).

Tuning of the parameters

We consider two variants of the ILS heuristic, one based on model D̂ and other based on model D, that

are denoted by ILSD̂ and ILSD, respectively. Both heuristics correspond to the Algorithm 6.1 described

in Section 6.3.3.1 without steps 5 to 8. However, instead of imposing a time limit or a maximum number

of iterations, the algorithm stops when no improvement in the objective function is observed. In both

heuristics, the parameter ρ was set to 2 since with this parameter for the instances with 100 time periods,
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almost all the problems arising in each iteration of the ILS heuristics were solved to optimality in less

than 150 seconds (the time limit imposed in each iteration).

For both the GILS heuristic and the SO method, a set of 20 randomly generated instances with 30

time periods was used to tune the values of the parameters used. Since we are imposing additional

constraints on the Lagrangian multipliers in the GILS heuristic, the value of the objective function in a

current iteration can be worse than the one obtained in the previous iteration, so it does not make sense

to stop the algorithm when there is no improvement in the objective function value. Hence, the stopping

criteria for the GILS heuristic is defined through the number of iterations (that is limited to 15). Three

rules were tested to choose the type of constraints added to the problem in each iteration: i) add only

constraints of type I; ii) add only constraints of type II and iii) successively add constraints of type I k

times and then add constraints of type II k times (with k = 1,2,3). Taking into account both the upper

bounds and the true cost of the solutions, the best results were obtained when the third rule was used

with k = 2, so this is the strategy used henceforward. To compare the GILS with both variants of the ILS

heuristics we use the same time limit in each iteration (150 seconds) and also ρ = 2.

For the SO method, different values {0.25, 0.5, 1, 1.5, 2} of φ and different values {5, 10, 15, 20} of

parameter ItLim were tested. The best results where obtained when the values φ = 1 and ItLim = 10 were

used. The time limit imposed in the SO method is 600 seconds.

Comparing upper bounds and true costs

Here we compare the performance of the heuristics in terms of the setup cost (for instances with 100

time periods) and also in terms of the number of periods (for instances with a setup cost equal to 150).

Tables 6.3 and 6.4 present the average upper bounds obtained for each one of the heuristics tested and

the average computational time in seconds. Each line of the tables reports average values obtained for a

set of 10 instances. The best average upper bounds obtained for each set of instances are marked in bold.

Furthermore, the numbers in parenthesis next to the bounds indicate the number of best bounds obtained

by the corresponding heuristic.

Table 6.3 – Average upper bounds obtained for the heuristics tested for instances with 100 time periods and setup
costs varying from 25 to 150.

kkkkkFMkkkkk kkkkkILSDkkkk kkkkkILSD̂kkkk kkkkkGILSkkkk kkkkkSOkkkkk
Setup Cost Bound Sec. Bound Sec. Bound Sec. Bound Sec. Bound Sec.

25 92365(2) 3600 92338(8) 1364 94583 655 94620 525 94710 600
50 92756(5) 3600 92776(5) 1264 94943 762 95001 718 95097 600
75 93178(2) 3600 93120(8) 1206 95269 781 95365 801 95889 600
100 93474(4) 3600 93445(6) 1295 95594 836 95770 917 95893 600
125 93733(7) 3600 93789(3) 1011 95891 736 96080 1051 96188 600
150 94155(5) 3600 94131(5) 1032 96183 786 96286 1089 96592 600
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Table 6.4 – Average upper bounds obtained for the heuristics tested for instances with setup cost equal to 150 and
time periods varying from 20 to 100.

kkkkkFMkkkkk kkkkkILSDkkkk kkkkkILSD̂kkkk kkkkkGILSkkkk kkkkkSOkkkkk
n Bound Sec. Bound Sec. Bound Sec. Bound Sec. Bound Sec.

20 5380(10) 18 5385(6) 8 5526(1) 4 5539(1) 13 5524(1) 600
40 16673(9) 2309 16728(3) 58 17259 23 17294 52 17231 600
60 37273(4) 3600 37287(6) 192 38191 116 38258 188 38246 600
80 59383(1) 3600 59261(9) 644 61425 425 61606 774 61548 600

100 94155(5) 3600 94131(5) 1032 96183 786 96286 1089 96592 600

The results presented in Tables 6.3 and 6.4 reveal that best upper bounds are obtained with both the

FM and the ILSD heuristics. These results agree with what was stated in the theoretical study since

the best upper bounds are obtained by the heuristics based on model D. All the instances with 20 time

periods and almost all the instances with 40 time periods are solved to optimality by the FM heuristic

which justify that the best results for the instances with these time periods are obtained with the FM

heuristic. However, when the number of periods increases, best upper bounds are in general obtained by

the ILSD heuristic.

In Tables 6.5 and 6.6 we compare the heuristics in terms of the true cost of the obtained solutions. As

in the previous tables, the best average results are marked in bold and the number of best solutions (with

the best true cost) appears in parenthesis.

Notice that at each iteration of the ILS heuristics, GILS heuristic and SO method, the true cost of the

current solution is obtained and the best obtained value is reported. In the FM heuristic the true cost of

all integer solutions found during the Branch-and-Bound process is computed and the best true cost is

reported.

Table 6.5 – Average true cost of the solutions obtained for the heuristics tested for instances with 100 time periods
and setup costs varying from 25 to 150.

Setup Cost FM ILSD ILSD̂ GILS SO
25 91875 92016 92445 92343 90729(10)

50 92223(2) 92428 92732 92582 91004(8)

75 92567(1) 92736 93012 92666 91320(9)

100 92890 93089 93299 92768 91223(10)

125 93147 93414 93520 92929 91607(10)

150 93479 93725 93829 93203 91840(10)
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Table 6.6 – Average true cost of the solutions obtained for the heuristics tested for instances with setup cost equal
to 150 and time periods varying from 20 to 100.

n FM ILSD ILSD̂ GILS SO
20 5319(3) 5353(1) 5359(1) 5354(1) 5301(5)

40 16534(1) 16619 16661(1) 16521 16155(9)

60 36988 37118 37210 36971 36066(10)

80 59061 59060 59518 59038 57728(10)

100 93479 93725 93829 93203 91840(10)

The results presented in Tables 6.5 and 6.6 clearly suggest that the best average true costs are in

general obtained by the SO method. Only for 9 of the 110 instances presented in these two tables the best

solutions were not found by the SO method. Furthermore, the computational time associated to the SO

method (600 seconds) is much lower than the one required by the remaining heuristics. The SO method

allows us to obtain solutions with true costs that are, on average, 1.8% lower than the ones obtained with

the FM heuristic (which is the heuristic closer to the AARC approach). Hence, among all the heuristic

solutions tested, the SO method is the most efficient heuristic to obtain good solutions (with low true

costs).

As expected, the upper bound values obtained by both ILS heuristics are better than the ones obtained

by the GILS heuristic. However, in terms of the true cost of the obtained production policies, better

results are in general obtained using the GILS heuristic. In fact, among all the 60 instances with 100 time

periods considered in Table 6.5, 45 best solutions were found by the GILS heuristic while 9 and 6 were

found by the ILSD and the ILSD̂ heuristics, respectively. Among all the 50 instances with a setup cost

equal to 150 considered in Table 6.6, 38 best solutions were found by the GILS heuristic while 9 and 3

were found by the ILSD and the ILSD̂ heuristics, respectively.

Looking deeper to the SO method

Since the true cost of the solutions obtained with the BT approach is much higher than those obtained

by all the heuristics tested, such results were not reported in the Tables 6.5 and 6.6. However, in Table

6.7 we report some gaps showing the improvements on the true cost of the solutions obtained by the SO

method compared to the true cost of the solutions obtained by the BT approach. Columns 2 to 7 refer

to the instances presented in Table 6.5, those with 100 time periods and setup costs varying between 25

and 150, while columns 8 to 12 refer to the instances presented in Table 6.6, the ones with a setup cost

equal to 100 and time periods varying between 20 and 100. Remember that the SO method starts from the

solution obtained with model D̂ with the multipliers fixed to their value in the linear relaxation of such

model. Hence, the line Initial Solution reports the average gaps associated to the true cost of the initial

solution used in the SO method comparing to the true cost of the solution obtained by the BT approach.

The line Best Solution reports the average gaps associated to the true cost of the best solution found by
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the SO method comparing to the true cost of the solution obtained by the BT approach.

Table 6.7 – Average gaps (in percentage) between the SO method and the BT approach in terms of the true cost of
the solutions.

kkkInstances from Table 6.5kkk kkInstances from Table 6.6kk
Setup Cost/Time periods 25 50 75 100 125 150 20 40 60 80 100

Initial Solution 0.3 1.2 2.2 2.8 3.3 3.8 7.3 5.1 4.5 4.2 3.8
Best Solution 2.4 3.8 5.1 6.5 7.3 7.9 18.4 15.4 11.8 9.9 7.9

From Table 6.7 we see that the gap between the SO method and the BT approach, in terms of the

true cost of the solutions, increases as the setup cost increases and decreases as the number of periods

increases. For the hardest instances, the ones with 100 time periods and setup cost equal to 150, the BT

approach provides solutions with true costs that are 7.9% larger than those obtained by the SO method.

Finally, in order to compare the quality of the solutions generated by the SO method with those

resulting from the AARC method solved to optimality, we report in Table 6.8 the average optimality gaps

associated with both the SO method and the AARC approach in terms of the true cost of the solutions, for

instances with n = {10,20,30,40} time periods (those instances where the AARC method can be solved to

optimality within reasonable amount of time. For each number n, 25 instances were used. The numbers in

parenthesis next to the gaps indicate the number of best solutions obtained by the corresponding method.

The average gaps were computed according to the formula:

Gap% =
R(uJ)−R(u∗)

R(u∗)
×100,

where u∗ is the optimal solution (obtained by the BO approach) and uJ is the solution obtained by ap-

proach J, with J = AARC or J = S O.

Table 6.8 – Average optimality gaps associated to both the SO method and the AARC approach.

n 10 20 30 40
SO 0.46(15) 0.68(23) 1.07(18) 1.03(23)

AARC 0.80(10) 1.43(2) 2.06(7) 1.82(2)

Table 6.8 suggests that for the instances solved to optimality the best solutions are on average obtained

by the SO method since the gaps associated with this approach are lower than the ones associated to the

AARC approach. Furthermore, the number of best solutions found is greater in the SO method than in

the AARC approach.
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6.5. Conclusion

In this paper we consider RO min-max problems with decomposable functions. Based on the dual La-

grangian problem resulting from a Lagrangian relaxation of the reformulation of the adversarial problem,

we provide a compact formulation to approximate the true min-max problem and show that the Bertsimas

and Thiele dualization approach is a particular case of this approach with the multipliers equal to zero.

Additionally, we show that the new dual Lagrangian formulation coincides with an affine approximation.

The theoretical results are applied to the robust inventory problem where the demands are uncertain

and the uncertain variables belong to the B&T budget set. Computational results have shown that when

other complicating aspects as setup costs are present, by overestimating the costs, the classical dualization

approach from [15] can provide poor bounds and poor solutions. The dual Lagrangian formulation, which

coincides with an affine approximation model, leads to bounds closer to the true min-max value even

for those instances where the dualization from [15] provide worst bounds. However, although the dual

Lagrangian formulation leads to tractable models, their size can be too large to be solved to optimality for

real size instances. Taking advantage of regarding such models from the perspective of Lagrangian duality

theory, we propose heuristics approaches that consider the new multipliers as penalties for violation of

the constraints of the adversarial problem. Thus, such penalties penalize the overestimation of the true

cost of each feasible solution. Using such idea, we introduce a Guided Iterated Local Search heuristic and

a Subgradient Optimization method to solve large size inventory models. The Subgradient Optimization

method proved to be efficient to obtain better solutions than those obtained using other approximation

approaches including the dual Lagrangian formulation.

Appendix

Proof of Theorem 5:
Proof. We start by writing model R(u) with the new variables vt

j, for j, t ∈ T : j ≤ t as follows:

R(u) = max
x,v

n∑
t=1

(ctut + max{ht xt+1,−bt xt+1})

s.t. xt+1 = x1 +

t∑
j=1

(u j−µ j−δ jvt
j), t ∈ T,

∑̀
j=1

|vt
j| ≤ Γ`, 1 ≤ ` ≤ t ≤ n,

v j
t = vt

t, 1 ≤ t < j ≤ n, (6.33)

v j
t ∈ [−1,1], 1 ≤ t ≤ j ≤ n.
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Following the process described in Section 6.2, we attach a Lagrangian multiplier λ j
t to each constraint

(6.33) for 1 ≤ t < j ≤ n, and dualize these constraints in the usual Lagrangian way. This leads to the

following relaxed problem

LR(u,λ) = max
x,v

n∑
t=1

ctut + max{ht xt+1,−bt xt+1}−

n∑
j=t+1

λ
j
t (vt

t − v j
t )


s.t. xt+1 = x1 +

t∑
j=1

(u j−µ j−δ jvt
j), t ∈ T,

∑̀
j=1

|vt
j| ≤ Γ`, 1 ≤ ` ≤ t ≤ n,

v j
t ∈ [−1,1], 1 ≤ t ≤ j ≤ n.

Rearranging the terms in the objective function by noticing that
n∑

t=1

n∑
j=t+1

λ
j
t v j

t =

n∑
t=2

t−1∑
j=1

λt
jv

t
j, and elim-

inating variables xt, t > 1, the relaxed problem can be written as follows

LR(u,λ) = max
v

n∑
t=1

ctut + max

L1
t (u)−ht

t∑
j=1

δ jvt
j,L

2
t (u) + bt

t∑
j=1

δ jvt
j

− vt
t

n∑
j=t+1

λ
j
t +

t−1∑
j=1

λt
jv

t
j


s.t.

∑̀
j=1

|vt
j| ≤ Γ`, 1 ≤ ` ≤ t ≤ n,

vt
j ∈ [−1,1], 1 ≤ j ≤ t ≤ n.

where L1
t (u) = ht

x1 +

t∑
j=1

(u j−µ j)

 and L2
t (u) = −bt

x1 +

t∑
j=1

(u j−µ j)

 .
For a given u and λ, the problem LR(u,λ) can be separated into n independent subproblems, one for

each time period. Hence, for a fixed time period t ∈ T , the corresponding subproblem can be written as

follows

LRt(u,λt) = min
θt

ctut + θt

s.t. θt ≥ L1
t (u) + max

vt∈Ωt

−ht

t∑
j=1

δ jvt
j− vt

t

n∑
j=t+1

λ
j
t +

t−1∑
j=1

λt
jv

t
j

 ,
θt ≥ L2

t (u) + max
vt∈Ωt

bt

t∑
j=1

δ jvt
j− vt

t

n∑
j=t+1

λ
j
t +

t−1∑
j=1

λt
jv

t
j

 ,
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where Ωt = {vt ∈ [−1,1]t |
∑ j
`=1 |v

t
`
| ≤ Γ j, 1 ≤ j ≤ t}.

Linearizing LRt(u,λt) by writing variables vt
j as vt

j = vt+
j − vt−

j , for all j, t ∈ T, j ≤ t and rearranging the

terms in the set of constraints, model LRt(u,λt) becomes

LRt(u,λt) = min
θt

ctut + θt

s.t. θt ≥ L1
t (u) + ht max

(vt+
j ,v

t−
j )∈Ω̄t

−
δt +

n∑
j=t+1

λ
j
t

ht

 (vt+
t − vt−

t ) +

t−1∑
j=1

λt
j

ht
−δ j

 (vt+
j − vt−

j )

 , (6.34)

θt ≥ L2
t (u) + bt max

(vt+
j ,v

t−
j )∈Ω̄t


δt −

n∑
j=t+1

λ
j
t

bt

 (vt+
t − vt−

t ) +

t−1∑
j=1

λt
j

bt
+δ j

 (vt+
j − vt−

j )

 , (6.35)

where

Ω̄t :=

(vt+
j ,v

t−
j ) ∈ Rt ×Rt |

j∑
`=1

(vt+
` + vt−

` ) ≤ Γ j; vt+
j + vt−

j ≤ 1; vt+
j ,v

t−
j ≥ 0; 1 ≤ j ≤ t

 .
Associating the dual variables qt1

j and rt1
j to the constraints of the inner problem in the RHS of con-

straints (6.34) and the dual variables qt2
j and rt2

j to the constraints of the inner problem in the RHS of

constraints (6.35) we obtain model D.
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Abstract Proximity search is an iterative method recently proposed to solve complex mathematical

programming problems. At each iteration, the objective function of the problem at hand is replaced by

the Hamming distance function to a given solution, and a cutoff constraint is added to impose that any

new solution obtained improves the objective function value. A mixed integer programming solver is

used to find a feasible solution to this modified problem, yielding an improved solution to the original

problem.

This paper introduces a generalization of the classic proximity search using a weighted Hamming

distance function. In this new distance function, low weights are associated with the variables that are

more likely to change their value, while high weights are assigned to variables that are expected to remain

unchanged. The weights aim to guide the iterative process by distinguishing between alternative solutions

in the neighborhood of the current solution, and also by providing guidance to the solver when trying to

locate an improved solution.

Several strategies to determine weights are presented and classified into three classes: static, dynamic,

and adaptive. The proposed weighted proximity search is compared with the classic proximity search by

performing extensive computational tests on instances from three optimization problems: the p-median

problem, the set covering problem, and the stochastic lot-sizing problem. The obtained results show that

a suitable choice of weights allows the weighted proximity search to obtain good quality solutions in

short running times.
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7.1. Introduction

Heuristic strategies are of vital importance in operational research to obtain good quality solutions

for problems that cannot be solved to optimality within a reasonable time. Several heuristic strategies

exploring different lines of thought have been proposed in the literature [10, 16, 20]. One of those lines

consists of the search for better solutions by exploring neighborhoods of given reference solutions. Large-

neighborhood search [22], iterated local search [2, 3, 15], relaxation induced neighborhood search [11],

feasibility pump [13], and proximity search [17] are some examples.

Proximity search was proposed in 2014 by Fischetti and Monaci [17] as a promising approach for

solving 0-1 mixed-integer convex programs. The preliminary tests were performed on set covering, net-

work design, and machine learning classification instances from the literature. Despite being a very

promising heuristic, revealing a good performance when employed, the applications of proximity search

in the literature are still scarce. A heuristic framework combining ad-hoc heuristics and mixed integer

programming (MIP) was proposed in [12, 18] to solve the wind farm design problem. In such heuristic,

the proximity search is used to refine the current best solution iteratively. Fischetti et al. [14] proposed

a MIP branch-and-cut framework for solving the uncapacitated facility location problem in which the

solutions for a master problem are generated by a local branching heuristic and then improved by the

proximity search heuristic.

To the best of our knowledge, only two applications of proximity search to problems involving un-

certainty can be found in the literature. Boland et al. [9] introduced a variant of proximity search that

works as a tool to drive Benders decomposition, specially designed to handle MIP problems arising in

stochastic programming. To evaluate the performance of the proposed heuristic, benchmark instances of

three different stochastic problems (capacitated facility location, network interdiction, and fixed charge

multi-commodity network design) were considered. Álvarez-Miranda et al. [5] proposed a three-phase

heuristic algorithm to solve hard single-commodity robust network design problem instances. The prox-

imity search is incorporated into the third phase of the algorithm to enhance the solutions obtained in the

second phase by a neighborhood search heuristic.

Proximity search improves a given feasible solution by searching for a solution that has a better ob-

jective function value, while being close in Hamming distance to the current solution. As the Hamming

distance is used in the objective function of the proximity search, the objective function does not provide

guidance to distinguish between the quality of equally distant solutions, nor does it incorporate informa-

tion already available regarding the values of variables. In this paper we propose a more general version

of the proximity search introduced in [17], by replacing the objective function by a weighted Hamming

distance function, where different coefficients may be assigned to the variables. By using such distance

function, we expect to solve each subproblem faster and thus obtain better quality solutions.

Our main contributions are the following:
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1. Propose a more general version of proximity search based on replacing the Hamming distance

function by a weighted Hamming distance function.

2. Propose several strategies to compute the weights used in the weighted Hamming distance function

and discuss advantages and disadvantages of each of them.

3. Show the benefits of using the weights to improve the classic proximity search based on extensive

computational results on three different problems: the p-median problem, the set covering problem,

and the stochastic lot-sizing problem.

The paper is organized as follows. In Section 7.2 we review the proximity search proposed in [17]

and present a generalized weighted proximity search. Several approaches to determine the weights are

discussed in Section 7.3. The optimization problems used to evaluate the proposed weighted proximity

search are presented in Section 7.4, while some implementation details are explained in Section 7.5.

Computational results are reported in Section 7.6 and final conclusions are given in Section 7.7.

7.2. Search procedures

In this section we review the classic proximity search (PS) and introduce the proposed weighted

proximity search (WPS). Regarding the notation used, each vector (either of constants or of decision

variables) is denoted by x and xi denotes the ith component of that vector; when x is a vector of decision

variables, x̄ denotes the value of the decision variables x in the current iteration of the procedure.

We consider general MIP problems of the form

min f (x,y) (7.1)

s.t. gi(x,y) ≤ 0, i ∈ I,

x ∈ {0,1}n,

y ∈ Rp×Zq,

where I is a set of indices and f and gi, i ∈ I, are real functions (linear or not) defined over Rn+p+q. Define

N := {1, . . . ,n}. The binary decision variables x could also be part of the decision vector y. However, since

the discussed methods specifically affect the binary variables x, they are kept separately. We consider that

the variables x are the main reason for making the problem difficult, so that when they are fixed, the value

of the variables y can be quickly determined and the problem can easily be solved.
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7.2.1 Proximity search

The most common enumeration methods used to solve MIP problems, such as the branch-and-bound

and the branch-and-cut methods, are based on exploiting the neighborhood of the solution provided by

the linear relaxation. As a result, large search trees are generated around the linear relaxation solution.

Since feasible solutions are more likely to be located in the lower part of the tree, finding such solutions

can be very time consuming, specially when the search tree is large. The PS procedure was proposed to

overcome some of these problems by searching a neighborhood of an integer solution instead of searching

a neighborhood of the linear relaxation solution. Such search can be done by replacing the objective

function of the problem by the Hamming distance function centered in the current solution.

The Hamming distance function centered in a current solution (x̄, ȳ) is defined as

∆(x, x̄) :=
∑

j∈N|x̄ j=0

x j +
∑

j∈N |x̄ j=1

(1− x j). (7.2)

By using the Hamming distance function, the PS can be described as follows. Start with a feasible

solution (x0,y0). Then, at each iteration the cutoff constraint

f (x,y) ≤ f (x̄, ȳ)− θ, (7.3)

(depending on a given cutoff tolerance value θ > 0) is added to the MIP problem and the objective func-

tion is replaced by the Hamming distance function defined in (7.2). The obtained solution is then used

to recenter the Hamming distance function and to define the new cutoff constraint, and the process is

repeated until a given stopping criteria is reached. Algorithm 7.1 describes the PS procedure proposed in

[17].

Algorithm 7.1 Proximity Search

1: Let (x0,y0) be an initial feasible solution. Set (x̄, ȳ) := (x0,y0).
2: repeat
3: add the cutoff constraint (7.3) to the MIP problem
4: replace f (x,y) by the Hamming distance function ∆(x, x̄)
5: run the MIP solver on the modified program until a termination condition is reached
6: if a new feasible solution (x̄, ȳ) is found then
7: refine ȳ by solving the problem y = argmin{ f (x̄,y) : gi(x̄,y) ≤ 0, i ∈ I}
8: update θ (optional)
9: until a given stopping criteria is reached
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At each iteration of Algorithm 7.1, two different problems are solved. The first one is solved at Step 5

and is referred to as the modified problem, since its optimal value is not a bound for the original problem

(7.1). The second problem is solved at Step 7 and is called the restricted main problem, since its optimal

value is an upper bound for the original problem (7.1) given that the binary variables x are fixed.

If the stopping criterion used at Step 10 is to prove that the current modified problem is infeasible,

then the current solution (x̄, ȳ) is optimal to the original problem. When other stopping criteria are used,

such as a running time limit, the PS becomes a heuristic procedure.

The PS used exactly as described in Algorithm 7.1 is known as PS with recentering. However, two

other variants of PS were introduced in [17]:

• PS without recentering: The Hamming distance function in Step 4 remains centered on the first

solution (x0,y0) considered, i.e., using ∆(x,x0) instead of ∆(x, x̄).

• PS with incumbent: The cutoff constraint added in Step 3 is soft, in the sense that the feasible so-

lution found in the previous iteration is also feasible for the current iteration but is highly penalized

in the objective function. Hence, the cutoff constraint (7.3) is replaced by the soft cutoff constraint

f (x,y) ≤ f (x̄, ȳ)− θ+ u, (7.4)

where u ≥ 0 is a continuous slack variable, the Hamming distance function is replaced by

∆(x, x̄) + Mu, (7.5)

and M is a sufficient large constant.

7.2.2 Weighted proximity search

The PS proposed in [17] aims to improve a given feasible solution x̄ by exploring its neighborhood,

where the closest neighbors are those that minimize the Hamming distance function. Since all the vari-

ables x j, j ∈ N, have the same coefficient (equal to 1) in the Hamming distance function, no additional

information is provided to the MIP solver regarding the quality of the current value of the variables. To

guide the PS, we introduce a new distance function, called weighted Hamming distance function, also
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dependent of a given feasible solution (x̄, ȳ), defined by

∆w(x, x̄) :=
∑

j∈N|x̄ j=0

w jx j +
∑

j∈N|x̄ j=1

w j(1− x j) (7.6)

where w j represents the weight of variable x j, j ∈ N. By setting w j = 1 for all j ∈ N the weighted

Hamming distance function reduces to the classic Hamming distance function.

This new distance function intends to inform the MIP solver about which variables are more likely to

take a value in an optimal solution different from the one that they have in the current solution. Hence,

given a feasible solution, higher weights should be assigned to the variables that are more unlikely to

change their value, while lower weights should be associated with the variables that are more likely to

change (i.e., the ones that one expect to improve the current solution if their values are changed).

Moreover, when using an unweighted Hamming distance function the MIP solver is unable to dif-

ferentiate between alternative improving solutions equally close to the current solution. If these are of

substantially different quality, the PS may require many iterations where only small improvements of the

objective function are observed. With a weighted Hamming distance function, we may be able to dif-

ferentiate between these alternative improving solutions, thus making the procedure more efficient. The

WPS that we propose is described in Algorithm 7.2.

Algorithm 7.2 Weighted Proximity Search

1: Let (x0,y0) be an initial feasible solution. Set (x̄, ȳ) := (x0,y0).
2: repeat
3: add the cutoff constraint (7.3) to the MIP problem
4: for each variable x j, j ∈ N, compute the associated weight w j

5: replace f (x,y) by the weighted Hamming distance function ∆w(x, x̄)
6: run the MIP solver on the modified program until a termination condition is reached
7: if a new feasible solution (x̄, ȳ) is found then
8: refine ȳ by solving the problem y = argmin{ f (x̄,y) : gi(x̄,y) ≤ 0, i ∈ I}
9: update θ (optional)

10: until a given stopping criteria is reached

Algorithm 7.2 corresponds to the WPS version with recentering. The other two variants of the PS

presented in the previous section (PS without recentering and PS with incumbent) can also be obtained

for the WPS by making identical modifications.



7.3. Strategies for determining weights 191

7.3. Strategies for determining weights

In this section we discuss several ways to compute the weights used in the weighted Hamming dis-

tance function and classify them into three classes: static, dynamic, and adaptive. The weights can take

values in a wide range, making each modified problem hard to solve (observed in preliminary tests not

reported here). Hence, after the weights have been determined by each method at each iteration, they

are discretized into k different values {1, . . . ,k}. Denoting by {w1, . . . ,wn} the weights determined by the

methods described below, the corresponding discretized weights {wd
1, . . . ,w

d
n} are computed as follows:

wd
j := (k + 1)−

⌈
k−

(w j−wmin)(k−1)
wmax−wmin

⌉
where wmin := min{w j : j ∈ N} and wmax := max{w j : j ∈ N}.

7.3.1 Static weights

In this class, the computation of the weights consists on some initial calculations that do not need to

be repeated at each iteration of the algorithm. The classic PS heuristic can be included in this class since

the weights do not change at each iteration and are equal to one for all the variables.

When the problem (7.1) cannot be solved to optimality in a reasonable amount of time, heuristic

strategies can be employed to obtain feasible solutions in a short time. Depending on the heuristic perfor-

mance, the quality of the solutions can be good or bad, however, if a large enough number of solutions

is generated, it is maybe possible to identify binary variables that are frequently fixed either to zero or

to one. Such variables are labelled as consistent variables in the tabu search literature [19] and they are

also exploited in other heuristics, like in the adjustable sample average approximation method [4]. The

consistent variables are the key issue of the first approach presented to calculate the weights.

The optimal solution of the linear relaxation is frequently infeasible for the original problem. Further-

more, rounding each integer variable with a fractional value in the linear relaxation to the nearest integer

can still lead to infeasible solutions for the original problem. However, there are cases in which the linear

relaxation solution is close to the optimal solution of the original problem. In those cases, the linear

relaxation can be used to determine the weights of the variables at each iteration. The second and third

approaches presented below use the solutions of the linear programming (LP) relaxations to calculate the

weights.

Consistent Variables Identification (CVI) The idea of this approach is to improve the current solution

x̄ taking into account the observed frequency of each binary variable taking the values zero or one in a

set of heuristic solutions. We start by generating m feasible solutions of the problem (7.1), let these be
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denoted by (x̄1, ȳ1), . . . , (x̄m, ȳm). Then, for each variable x j, j ∈ N, define r j,1 :=
∑m

i=1 x̄i
j and r j,0 := m−r j,1.

At each iteration, the weight associated with variable x j, j ∈ N is defined as follows:

w j =

r j,1, x̄ j = 1

r j,0, x̄ j = 0

For clarification, let us suppose that we have m feasible solutions obtained heuristically and in those

solutions, variable xk, k ∈ N takes the value one more frequently than the value zero. Hence, we expect

that in the optimal solution, variable xk is more likely to be fixed to one than to be fixed to zero. If the

value of variable xk is one in the current solution of the algorithm, its weight will be a high value to force

the variable to keep its value. If variable xk takes the value zero, its weight will be low to encourage the

variable to change.

Linear Relaxation Proximity (LRP) In this approach, the LP-relaxation of the original problem (7.1)

is initially solved. Let us denote by x̄LR the optimal values of the variables x in the LP-relaxation. At

each iteration, the weight associated with the variable x j is defined as follows:

w j = 1− |x̄ j− x̄LR
j |

Hence, the lowest weights are associated with the variables x j for which the value in the current

solution is closer to the value in the LP-relaxation.

Linear Relaxation Loss (LRL) In this approach 2N + 1 linear problems are initially solved and their

optimal values f j,k, j ∈ N,k ∈ {0,1} and f0,0 are stored. Each value f j,k is the optimal value of the LP-

relaxation of the original problem (7.1) with the binary variable x j fixed to k (and the remaining variables

xi, with i ∈ N\{ j}, free) and f0,0 is the value of the LP-relaxation of problem (7.1) without any variables

fixed.

At each iteration, by using the initially stored values, the weight associated with the variable x j, j ∈ N,

is defined, as follows:

w j =

 f j,0− f0,0, x̄ j = 1,

f j,1− f0,0, x̄ j = 0.

Hence, the weight of each variable is related to the loss corresponding to solving the linear relaxation

of the original problem with the value of that variable fixed to the opposite value in the current solution.

Supposing that holds f j,1 > f j,0, then variable x j is more likely to take value zero than value one (by

assuming that the LP-relaxation solution is close to the optimal solution of the original problem).
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Remark 7.1. The number (2N +1) of linear problems to solve in this approach can be reduced by taking

into account the solution of the linear relaxation of the problem (7.1). If the variable x j takes the value

zero (one) in the linear relaxation solution then f j,0 ( f j,1) coincides with the value of the linear relaxation

f0,0.

Remark 7.2. For each non-basic variable x j in the optimal solution of the linear relaxation, the weight

w j can be approximated by the absolute value of the corresponding reduced cost.

7.3.2 Dynamic weights

In this class, at each iteration, the computation of the weights takes into account the solutions obtained

in the previous iterations. This type of approach is specially designed for problems in which a large

number of iterations is performed.

Recent Change Indicator (RCI) Denote by (x̄k, ȳk) the solution obtained at iteration k. Start by per-

forming one iteration with all the weights equal to one. Then, at iteration k, k > 1 the weight of variable

x j is defined as follows

w j =

wM, x̄k−1
j , x̄k−2

j

1, x̄k−1
j = x̄k−2

j

where wM is a predefined real number greater than one. This approach assumes that a variable whose

value changed in the iteration k−1 is unlikely to change again in iteration k. The reason is that since the

variable was just changed to improve the solution, it is less likely to help to solution to change it back to

its previous value.

Weighted Frequency (WF) This approach starts by performing one iteration with all the weights equal

to one, as in the classic PS. Then, at each iteration k (with k > 1) we compute for each variable x j, j ∈ N,

the values

p j,1 :=
k−1∑
i=1

( f 0− f i)x̄i
j and p j,0 :=

k−1∑
i=1

( f 0− f i)(1− x̄i
j)

where x̄i
j and f i are, respectively, the value of the variable x j in iteration i, 1 ≤ i < k, and the objective

function value of the solution obtained in that iteration. The objective function value of the initial solution

considered (at iteration 0) is represented by f 0.

Values p j,0 and p j,1 can be seen as the frequency that variable x j takes value zero or one, respectively,

weighted by the objective function value of the solutions obtained in the previous iterations. Hence,

smaller coefficients ( f 0− f i), 1 ≤ i < k, are associated with the solutions obtained in the earlier iterations

(the ones with worse objective function values). Those weighted frequencies are expected to be good
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indicators of the probabilities of a variable x j to be assigned the values zero or one. Thus, the weight

associated with that variable can be defined as

w j =

p j,1, x̄ j = 1

p j,0, x̄ j = 0

7.3.3 Adaptive weights

In this class the computation of the weights is done at each iteration by analyzing the impact of

changing the value of each variable in the current solution.

Loss/Saving (LS) In this approach, n independent subproblems are solved at each iteration to obtain

f ∗j , j ∈ N. The value f ∗j is the optimal value of the problem (7.1) with all variables xi, i , j, fixed to their

value in the current solution (that is, xi = x̄i) and with variable x j fixed to the opposite value in the current

solution (that is, x j = 1− x̄ j).

Denoting by f̄ the objective function value of the current solution (x̄, ȳ), the weight associated with

each variable x j, j ∈ N, is defined as follows:

w j = f ∗j − f̄

The difference f ∗j − f̄ is the saving or the loss obtained by fixing variable x j to its opposite value in the

current solution and keeping the remaining variables fixed. Hence, variables with lower weights are more

likely to change since such change may result in an improvement of the current solution.

Remark 7.3. The obtained weights can be negative when changing the variable value leads to a lower

cost solution, however, since the weights are then normalized as explained in the beginning of this section,

the negative weight values become positive.

Remark 7.4. In some optimization problems, changing the value of one binary variable in a feasible

solution can lead to infeasible solutions. In those cases, the computation of the weights needs to be

adjusted. A simple adjustment strategy consists of attributing a high weight to the variables for which the

change of its value leads to infeasibility. More sophisticated strategies based on recourse actions can also

be employed. That is, when a change on the value of the variable leads to the infeasibility of the current

solution, the feasiblity can be restored by allowing some additional changes in the remaining variables. In

this case, the number of additional variables to change should be minimized and the additional variable

chosen in the case of ties should be the one leading to the best solution cost.
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7.4. Optimization problems

In this section we describe the optimization problems considered to evaluate the performance of

the proposed WPS. We consider three different problems: the uncapacitated p-median problem, the set

covering problem, and the stochastic lot-sizing problem with setups.

7.4.1 The uncapacitated p-median problem

Given a set N = {1, . . . ,n} of facilities and a set M = {1, . . . ,m} of customers, the p-median problem

consists of selecting p facilities such that the sum of the distance between the customers and the selected

facilities is minimized. Let us denote by d ji the distance between facility j ∈ N and client i ∈ M and let

us consider the following binary decision variables: x j indicates whether facility j ∈ N is selected or not

and y ji indicates if customer i ∈ M is served by facility j ∈ N. The uncapacitated p-median problem can

be formulated as follows:

min
∑
j∈N

∑
i∈M

d jix j

s.t.
∑
j∈N

y ji = 1, i ∈ M,

y ji ≤ x j, j ∈ N, i ∈ M,∑
j∈N

x j = p,

x j ∈ {0,1}, j ∈ N,

y ji ∈ {0,1}, j ∈ N, i ∈ M.

The objective function minimizes the total distance between the customers and the selected facilities.

The first set of constraints ensure that each customer is served by exactly one facility. The second set of

constrains imposes that a customer can only be served by a facility if that facility is selected, while the

third set of constraints ensures that exactly p facilities must be selected.

7.4.2 The set covering problem

Given a set M = {1, ...,m} of customers and a set N = {1, ....n} of services where each service has an

associated cost, the set covering problem consists of finding the subset of services with the minimum cost

that covers all the customers.

Let us consider an m×n matrix A, where each entry a ji is one if customer j ∈ M is covered by service
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i ∈ N and zero otherwise. Denoting by ci the cost associated with the service i and considering the binary

variables xi indicating whether service i ∈ N is chosen or not, the set covering problem is formulated as

follows:

min
∑
i∈N

cixi

s.t.
∑
i∈N

a jixi ≥ 1, j ∈ M,

x j ∈ {0,1}, j ∈ N.

The objective function minimizes the total cost associated with the choice of the services while the

first set of constraints ensures that all the customers are covered.

7.4.3 The stochastic lot-sizing problem with setups

The stochastic lot-sizing (SLS) problem is defined over a finite set of n time periods, N = {1, . . . ,n}.

For each time period t ∈ N, the unit holding cost ht, the unit backlogging cost bt, and the unit production

cost ct are considered. The demand in each time period t ∈ N is assumed to be uncertain and to follow

a uniform distribution in the interval [0.8d̄t,1.2d̄t], where d̄t represents the expected demand value in

period t. To deal with the stochastic demands we follow the sample average approximation method. Let

Ω represent a finite set of scenarios for the demands, and dtw define the demand on time period t when

scenario w ∈ Ω occurs. Define I0 as the initial inventory level, P as the production capacity in each time

period, and C as the setup cost. The binary variable xt indicates whether there is a setup in period t

or not, while variable yp
t ≥ 0 represents the quantity to produce in that time period. Variables ya

tw are

auxiliar variables used to compute the maximum between the total amount of stock and the total amount

of backlog at each time period t ∈ N when scenario w occurs.

The SLS problem can be formulated as follows:

min
∑
t∈N

Cxt + cty
p
t +

1
|Ω|

∑
w∈Ω

ya
tw


s.t. ya

tw ≥ ht

I0 +

t∑
j=1

(x j−d jw)

 , t ∈ N,w ∈Ω,

ya
tw ≥ −bt

I0 +

t∑
j=1

(x j−d jw)

 , t ∈ N,w ∈Ω,

yp
t ≤ Pxt, t ∈ N,
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xt ∈ {0,1}, t ∈ N,

yp
t ≥ 0, t ∈ N,

ya
tw ≥ 0, t ∈ N,w ∈Ω.

The objective function minimizes the setup costs plus the total production costs plus the expected

value of both the storage and the backlog costs. The first and the second sets of constraints compute

the storage and the backlog cost for each time period and each scenario, respectively. The third set of

constraints ensures that production can only occur in a given time period if there is a setup in that period.

7.5. Implementation details of the weighted proximity search

Here we describe implementation details associated with the computation of the weights for the three

test problems.

7.5.1 Heuristic used in the CVI approach

The CVI approach requires the determination of a large number of feasible solutions to estimate

the weights for the binary variables x. In our experiments we used a randomized construction heuristic

to obtain those solutions. The heuristic starts by defining a performance measure for the problem that

is computed for each binary variable x j, j ∈ N. Denoting by s j the performance value associated with

variable x j and defining Q :=
∑

i∈N si, selection probabilities for the variables x can be defined such that

higher probabilities are associated with higher performance values. Hence, for each variable x j, the

corresponding selection probability is defined as

s j +ε

Q + nε
,

where ε is a small positive value lower than one (0.01 in our experiments) used to ensure that all the

variables have a non-zero selection probability. By using such probabilities, the variables x are succes-

sively selected (i.e., assigned to the value 1) until a given stopping criterion is met. The process is then

repeated until the total number of required solutions is obtained. The randomized construction heuristic

is described in Algorithm 7.3.
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Algorithm 7.3 Randomized construction heuristic
1: Define a performance measure for the problem
2: repeat
3: consider all the variables x as non-selected, that is, x j = 0 for all j ∈ N
4: repeat
5: compute the performance measure for all the non-selected variables x
6: randomly select a variable x to be fixed to one according to the performance measure
7: until a given stopping criteria is verified
8: until the total number of required solutions is achieved

Next we identify the performance measure used for each of the three optimization problems consid-

ered and explain how it is computed in each case.

In the p-median problem, the performance measure is defined in terms of the total cost between the

facilities and the customers. Hence, for each variable x j, the corresponding performance value is

s j := dmax−
∑
i∈M

d ji

where dmax = max
j∈N

{∑
i∈M d ji

}
. The internal loop in the algorithm (Steps 4-7) ends when exactly p facilities

are selected, meaning that a feasible solution is found.

In the set covering problem, the performance measure is defined in terms of the total number of cus-

tomers covered and the cost associated with the services. Hence, for each variable x j, the corresponding

performance value is defined as

s j :=
#customers to cover that are covered by service j

cost o f the service j
.

The internal loop in the algorithm (Steps 4-7) ends when all the customers are covered, meaning that a

feasible solution is found.

In the SLS problem, the linear relaxation solution is a good indicator of the optimal solution, therefore

the performance measure is defined in terms of the optimal values of the variables in the LP-relaxation.

Hence, the performance value associated with variable x j is defined as

s j := xLR
j

where xLR
j is the optimal value of variable x j in the LP-relaxation. With this performance measure, the

variables whose values in the LP-relaxation are closer to one are more likely to be selected (fixed to one

in the obtained solution). Since in the SLS problem any realization of the binary variables results in a
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feasible solution, the stopping criteria for the internal loop in the algorithm (Steps 4-7) is defined using

the sum of all the performance values associated with the non-selected variables. Let us denote by Qt the

sum of the performance values associated with the non-selected variables in iteration t, that is,

Qt :=
∑

j∈N |x j is non-selected at iteration t

s j.

Then, the internal loop stops at iteration k, where k corresponds to the smallest index for which the

relation Qk ≤ 0.5×Q holds, where Q is the sum of the performance values of all the variables x. This

stopping criteria leads to solutions in which the number of production periods (binary variables with

value one) is about half of the total number of production periods n considered. Preliminary results using

instances of the SLS problem indicate that in the optimal solutions, the number of production periods is

also about half of the total number of periods, which justifies the choice for the stopping criterion used.

Remark 7.5. For each one of the instances of the three optimization problems considered, 100 solutions

are generated by the randomized construction heuristic. However, to obtain better selection probabilities,

not all those solutions are considered, and the probabilities are computed by using only the 50 best

solutions obtained.

7.5.2 Dealing with infeasibility in the LS approach

In the SLS problem, the feasibility of a given feasible solution is kept when any binary variable

changes its value. Hence, for this problem, the LS approach can be used as described in Section 7.3.3.

However, in both the p-median and the set covering problems, the feasibility of a given feasible solution

can be lost when a binary variable changes its value (see Remark 7.4).

Since a feasible solution of the p-median problem requires exactly p variables x with value one,

changing one variable from zero to one (one to zero) necessitates to change the value of another variable

from one to zero (zero to one). Hence, for this problem, the weight associated with each variable x j, j ∈ N,

is determined as follows. Let us denote by S̄ := {`1, . . . , `p} the set of the selected facilities in the current

solution x̄.

• If facility j belongs to S̄ (i.e., x̄ j = 1), then it is removed from S̄ and one facility i, i ∈ N\{ j} (such

that x̄i = 0) is selected. Hence, a new set S̃ of selected facilities defined as S̃ := S̄ \{ j} ∪ {i} is

obtained. The facility i to be selected is the one such that the total distance of the customers to the

new set S̃ , denoted by f̃ j, is minimized.

• If facility j does not belong to S̄ (i.e., x̄ j = 0), then it is added to S̄ and one facility i, i ∈ S̄ \{ j}

becomes a non-selected facility. Hence, we have that S̃ := S̄ \{i} ∪ { j}. The facility i that becomes
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non-selected is the one such that the total distance f̃ j of the customers to the new set S̃ of open

facilities is minimized.

After the set of facilities is selected, we can compute by inspection which customers are associated

with each facility, and consequently, the cost of the solution. For both cases, the weight associated with

the variable x j is determined as w j := f̃ j− f̄ , where f̄ is the objective function value of the current solution.

In the set covering problem, a feasible solution is a solution in which all customers are covered by

the selected services. Hence, for this problem, the weights are determined as follows. Let us denote by

S̄ := {`1, . . . , `t} the set of the selected services in the current solution x̄ and by f̄ the cost of that solution.

• If service j belongs to S̄ (i.e., x̄ j = 1), then it is removed from S̄ and the cost of the resulting solution

is updated to f̃ j := f̄ − c j. If the resulting solution is infeasible (meaning that there is at least one

customer not covered), another service is added to S̄ . The service i chosen is the one that covers

the largest number of uncovered customers (and the one with the lowest cost, in case of ties). The

cost of the current solution is then updated to f̃ j := f̃ j + ci. If the current solution is still infeasible

the process is repeated until feasibility is achieved.

• If service j does not belong to S̄ (i.e., x̄ j = 0), then it is added to S̄ , i.e., S̃ := S̄ ∪ { j}, and the cost

of the resulting solution is updated to f̃ j := f̄ + c j. The resulting solution is always feasible and in

some cases the feasibility can be kept even if some services are removed from S̄ . Hence, for each

service i ∈ S̃ \{ j} (starting from the ones having the higher cost) we check if the feasibility of the

solution is kept when service i is removed from S̃ . If yes, then service i is removed from S̃ and the

cost of the current solution is updated to f̃ j := f̃ j−ci. The process is repeated until it is not possible

to remove any service while keeping the feasibility of the solution.

For both cases, the weight associated with variable x j is determined as w j := f̃ j − f̄ , where f̄ is the

objective function value of the current solution.

7.6. Computational results

This section reports the computational experiments carried out to compare the performance of the

proposed WPS heuristic (with all the variants: CVI, LRP, LRL, RCI, WF, and LS ) against the classic PS

heuristic. The LRL approach requires the solution of a large number of LP-relaxations. Since in both the

p-median and the set covering problems the total time required to solve a single LP-relaxation for typical

instances is greater than 9 seconds, this approach is only tested for the SLS problem.
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Our experiments are based on 15 sets of instances (9 from the p-median problem, 4 from the set

covering problem, and 2 from the SLS problem) and each of those sets consists of L = 10 randomly

generated instances.

The approaches are compared using two comparison metrics. The first metric used is the primal

integral proposed by Achterberg et al. [1]. This metric measures the trade-off between the quality of the

solutions obtained by a particular method and the running time required in their computation. Denoting

by z∗ the cost of the optimal solution of the problem and by z(t) the cost of the best feasible solution found

until time t, the primal gap function v is defined by

v(t) =

1, if no feasible solution is found until time t,

γ(z(t)), otherwise.

where function γ(z(t)) is the primal gap defined as

γ(z(t)) =


0, if z∗ = z(t),

1, if z∗z(t) < 0,
z(t)−z∗

max{z∗,z(t)} , otherwise.

The primal integral of a running time tmax is

P(tmax) =

∫ tmax

0
v(t)dt.

This metric allows a global vision of the heuristic performance until time tmax. Lower values of the

primal integral indicate a better heuristic performance. This metric is highly affected by the performance

of the heuristic in the early instants, meaning that the heuristics that take more time to find feasible

solutions tend to have high primal integral values, even when they are able to quickly find good feasible

solutions later on.

To circumvent the drawbacks of the primal integral, we create a second metric, called signal metric,

to evaluate the performance of the WPS heuristic, that is computed in relation to the classic PS heuristic.

Denoting by zPS
i (t) and by zWPS

i (t) the value of the best solution found by the classic PS heuristic and by

the WPS heuristic, respectively, in the instance i, i ∈ {1, . . . ,L}, until time t, we compute the value

hi(t) =


0, if zPS

i (t) = zWPS
i (t),

−1, if zPS
i (t) < zWPS

i (t),

1, if zPS
i (t) > zWPS

i (t).
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and finally the signal measure

H(t) :=
1
L

L∑
i=1

hi(t)×100%

which is a percentage varying between −100% and 100%. Hence, when H(t) = 100%, this measure

indicates an absolute better performance of the WPS heuristic meaning that for all the L instances tested

the WPS heuristic always obtains a better solution than the one obtained by the PS heuristic until time t.

Analogously, H(t) = −100% indicates an absolute better performance of the PS heuristic.

7.6.1 Calibration

In this section we explain the choice of some parameters and the use of some procedures. Among

the three variants of the classic PS heuristic (without recentering, with recentering, and with incumbent)

the PS with incumbent is known to be the best [12, 17, 18]. Preliminary results, not reported here, have

corroborated this trend since the best results for the set of instances considered were obtained with this

variant. Hence, our computational results for both the PS and the WPS heuristic are obtained for the

variant with incumbent.

To understand the potential of the proposed WPS heuristic, we start by testing the following very

simple idea:

i) run the classic PS heuristic by imposing a time limit of 500 seconds and save both the initial

solution (x̄0, ȳ0) and the final solution (x̄ f , ȳ f ) obtained;

ii) use these solutions to define static weights for the WPS heuristic as

w j =

1, if x̄0
j , x̄ f

j ,

R, otherwise,

where R is an integer number greater than one;

iii) run the WPS heuristic until a solution better than or equal to the one obtained by the classic PS is

found;

iv) compare the computational times.

For the parameter R we tested 4 different values (2, 5, 10 and 20) and considered 5 instances from the

10 available in each one of the 15 subsets used. The obtained average results are reported in Table 7.1.

The first row identifies the problem. The second row reports the average running times associated with

the best solutions found by the PS heuristic, while the remaining four rows report the average running
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times spent by the WPS heuristic for the different values of R considered to obtain a solution better than

or equal to the one obtained by the PS heuristic.

Table 7.1 – Computational times, in seconds, associated with the PS heuristic and with the WPS for different values
of R.

p-median set covering stochastic lot-sizing
PS 455 281 379

WPS2 271 135 251
WPS5 197 146 218
WPS10 30 58 237
WPS20 65 88 290

The results presented in Table 7.1 clearly indicate that, when both the initial and the final solutions

obtained with the PS heuristic are assumed to be known, assigning different weights to the variables may

lead to significant improvements by distinguishing between variables that changed their value and those

that did not.

Since in this table the best results are associated with the use of the value R = 10, in what follows, we

use discretized weights, as refereed in Section 7.3, from one to R∗ =10. Preliminary results not reported

here have shown that a better performance of the WPS heuristic can be achieved if only a small number

of different values for the weights is allowed. Hence, the discretized weights wd
j (from 1 to R∗), are then

converted into a three-values system as follows:

w̄d
j =


1, if wd

j < t1,
R∗
2 , if t1 ≤ wd

j ≤ t2,

R∗, if t2 < wd
j ,

where t1 and t2 are integer values between 1 and R∗ defined a priori such that t1 ≤ t2.

The use of the three-values system aims to distinguish clearly the weights of the variables by reducing

the number of possible values of the weights. This system assigns the lowest weight to the variables

that are more likely to change, the highest weight to the variables that are unlikely to change and an

intermediate value to the variables for which there is not a clear evidence indicating whether they should

change its value or not. In our experiments, we use this three-values system to define the weights for all

the variants of the WPS heuristic with the threshold values t1 = 2 and t2 = 4.

Following the procedure described in [17], each iteration of both the PS and the WPS heuristics stops

when the first feasible solution having the value of the slack variable u equal to zero is found. We also

consider a time limit of 1200 seconds and a cutoff tolerance of θ = 1. All tests were run using a computer

with an Intel Core i7-4750HQ 2.00 GHz processor and 8 GB of RAM, and were conducted using the
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Xpress-Optimizer 8.6.0 solver with the default options.

7.6.2 Computational results for the p-median problem

In our experiments we start by testing the well-known instances from [6], however, almost all of

those instances can be quickly solved to optimality, thus the corresponding results are not reported here.

To obtain more challenging instances, random instances are generated. The distances d ji are randomly

generated in the interval [1,100]. We consider three different values for the number m of customers, 500,

750 and 1000, and assume that every customer location is also a facility location, that is, n = m and N = M.

The exact number p of facilities to select is 5, 15 and 25. The combination of the different values for the

number of customers and for the number of facilities leads to 9 sets of instances with 10 instances each.

The results for each set of instances are presented in terms of the average values. The initial solution used

in both the PS and the WPS heuristics is obtained by solving the original model for 120 seconds.

Table 7.2 reports average computational times, in seconds, and average number of iterations for the

9 sets of instances considered. The first column reports the total number p of facilities to select, while

the second one identifies the approaches. Columns W time report the average computational time spent to

compute the weights (in total for all iterations performed), while columns Itime report the average com-

putational time required to solve each modified problem (for each iteration, not including the time spent

computing weights). For all the approaches, a time limit of 1200 seconds is imposed. Columns Rtime

report the difference between the time limit imposed and the time corresponding to the last feasible solu-

tion found leading to an improvement of the objective function value. The average number of iterations

is reported in columns #It. The total running time is then approximately equal to the sum of W time, Itime

multiplied by #It, and Rtime.
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Table 7.2 – Average computational times and average number of iterations for the p-median instances with a time
limit of 1200 seconds.

kkkkkkkkn = 500kkkkkkkk kkkkkkkkn = 750kkkkkkkk kkkkkkkkn = 1000kkkkkkkk
p Appr. W time Itime Rtime #It W time Itime Rtime #It W time Itime Rtime #It

PS 0 81 553 8 0 114 630 5 0 200 241 5
LS 9 48 761 9 15 29 968 8 20 52 864 6

5 LRP 14 71 606 8 48 125 464 6 92 175 250 5
CVI 29 64 631 8 75 107 550 5 115 165 241 5
RCI 0 105 684 5 0 136 550 5 0 209 301 4
WF 0 74 684 7 0 106 638 5 0 164 348 5
PS 0 50 336 17 0 137 51 8 0 220 143 5
LS 127 18 689 21 239 19 642 17 388 32 311 16

15 LRP 13 48 410 16 47 129 150 8 88 205 210 4
CVI 54 43 488 15 128 120 173 8 204 180 240 4
RCI 0 47 533 14 0 131 102 8 0 227 63 5
WF 0 58 234 17 0 137 103 8 0 219 173 5
PS 0 45 172 23 0 129 81 9 0 216 166 5
LS 494 17 148 33 877 12 47 24 911 19 14 14

25 LRP 11 46 96 24 38 122 114 9 77 203 209 5
CVI 74 42 85 25 184 112 153 8 292 171 240 4
RCI 0 47 92 23 0 125 60 9 0 220 144 5
WF 0 48 80 23 0 124 80 9 0 213 114 5

The results reported in Table 7.2 indicate that the LS approach performs more iterations than the other

approaches, while the computational time associated with solving the modified problem at each iteration

(after the weights are determined) is much lower. The total computational time devoted to compute the

weights in the LS approach increases as the number n of customers and the value of p increase. Moreover,

since the number of iterations performed by the LS approach is usually high (specially for the instances

with p = 25) and the weights need to be computed at each iteration, a large portion of the 1200 seconds

is used to compute such weights.

Table 7.3 reports the average rounded gaps, in percentage, for all the variants of the WPS heuristic in

relation to the best solution found by the classic PS heuristic, after the time limit is reached. Such gaps

are computed according to the formula

gap :=
zX − zPS

zPS ×100, (7.7)

where zPS is the average value of the solutions obtained by the classic PS heuristic and zX is the average

value of the solution obtained by each variant of the WPS heuristic.
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Table 7.3 – Average gaps [%] obtained for the p-median instances after 1200 seconds.

kkkn = 500kkk kkn = 750kk kkn = 1000kk
WPS variant 5 15 25 5 15 25 5 15 25

LS −1 −2 −3 −2 −5 −7 −5 −7 −7
LRP 0 0 0 0 −1 0 −2 0 0
CVI 0 0 −1 0 −1 0 −2 0 0
RCI 0 1 0 0 −1 1 1 1 0
WF 0 1 5 0 0 2 −1 1 2

Negative gaps indicate a better quality of the solutions obtained by the corresponding variant of the

WPS heuristic. Hence, one may conclude that in spite of the large amount of time sometimes spent by

the LS approach to compute the weights, such approach can still provide better solutions than the ones

obtained by the classic PS heuristic. The static approaches (LRP and CVI) also reveal a slightly better

performance comparing to the PS heuristic. However, the PS heuristic provides, in general, better results

than the ones obtained with the dynamic approaches (RCI and WF).

Since the best results among all the WPS variants considered were obtained with the LS approach,

we report in Table 7.4 the minimum, the average, and the maximum gaps (computed by using formula

(7.7)) associated with the LS approach for the 9 sets of instances after 1200 seconds.

Table 7.4 – Minimum, average, and maximum gaps [%] obtained for the p-median instances after 1200 seconds
for the LS approach.

kkkn = 500kkk kkkn = 750kkk kkkn = 1000kkk
p 5 15 25 5 15 25 5 15 25

Minimum −3 −5 −8 −4 −8 −13 −21 −10 −13
Average −1 −2 −3 −2 −5 −7 −5 −7 −7

Maximum 0 2 3 1 1 1 −1 −1 −1

Table 7.4 shows that for the instances with 1000 customers (the hardest ones), the solutions obtained

by the LS approach are always better than the ones obtained by the PS heuristic, since the maximum gaps

are negative. Moreover, the LS approach allows to obtain solutions that can be 21% better than the ones

obtained by the PS heuristic, while in the cases where the PS heuristic performs better, the improvement

when compared with the LS approach is at most 3%.

Tables 7.3 and 7.4 give a general idea of the behaviour of the approaches at the end of the 1200

seconds, while the primal integral metric and the signal metric provide a better idea of such behaviour

over the time. The primal integral and the signal metrics for the 9 sets of instances of the p-median

problem tested are reported in Figures 7.1 and 7.2, respectively.



7.6. Computational results 207

Seconds

0 200 400 600 800 1000 1200

P
ri
m

a
l 
In

te
g

ra
l

0

5

10

15

20

25
n=500 and p=5

PS LS LRP CVI RCI WF

Seconds

0 200 400 600 800 1000 1200

0

10

20

30

40

50

60

70

80

n=500 and p=15

PS LS LRP CVI RCI WF

Seconds

0 200 400 600 800 1000 1200

P
ri
m

a
l 
In

te
g
ra

l

0

5

10

15

20

25
n=500 and p=5

Seconds

0 200 400 600 800 1000 1200

0

20

40

60

80
n=500 and p=15

Seconds

0 200 400 600 800 1000 1200

P
ri
m

a
l 
In

te
g
ra

l

0

50

100

150 n=500 and p=25

Seconds

0 200 400 600 800 1000 1200

0

10

20

30

40

n=750 and p=5

Seconds

0 200 400 600 800 1000 1200

P
ri
m

a
l 
In

te
g
ra

l

0

20

40

60

80

100

n=750 and p=15

Seconds

0 200 400 600 800 1000 1200

0

40

80

120

160

n=750 and p=25



208 Chapter 7. Weighted Proximity Search

Seconds

0 200 400 600 800 1000 1200

P
ri
m

a
l 
In

te
g

ra
l

0

20

40

60

80

n=1000 and p=5

Seconds

0 200 400 600 800 1000 1200

0

20

40

60

80

100

120

n=1000 and p=15

Seconds

0 200 400 600 800 1000 1200

P
ri
m

a
l 
In

te
g
ra

l

0

50

100

150 n=1000 and p=25

Seconds

0 200 400 600 800 1000 1200

0

20

40

60

80

100

120

n=1000 and p=15

Figure 7.1 – Average primal integral for the instances of the p-median problem with 500, 750 and 1000 customers
and p = 5, 15, 25.
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Figure 7.2 – Signal metric for the instances of the p-median problem with 500, 750 and 1000 customers and
p = 5, 15, 25.

In Figures 7.1 and 7.2 is easier to notice the dominance of the LS approach when compared with all

the other approaches. The primal integral for this approach is much lower than the one corresponding

to the PS heuristic. Analysing the signal metric, we can see that the LS approach not only performs

better in the later instants, but also early in the runs. The strange behaviour of the signal metric for this

approach in the set of instances with 1000 customers and p = 25 can be explained by the fact that, on

average, 65 seconds per iteration are devoted to the computation of the weights (see Table 7.2). For the

other approaches, there is no clear evidence indicating which of them perform better.
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7.6.3 Computational results for the set covering problem

In our experiments we start by testing the well-known instances from [7], however, all of those in-

stances were quickly solved to optimality, so the results are not reported here. To investigate harder

instances, we consider a set of randomly generated instances. We consider two different numbers of

customers, m = 1000 and m = 2000 and two different numbers of services, n = 500 and n = 1000. The

combination of the different values of m and n gives rise to 4 sets of instances, each one with 10 instances.

The costs ci, i ∈ N, associated with the services are randomly generated in the interval [50,150] and the

binary coefficients matrix is randomly generated such that the percentage of non-zero elements is 30%.

The initial solution used in both the PS and the WPS heuristics is the same and corresponds to solving

the original model for 120 seconds. The average results obtained for the 4 sets of instances after the

time limit of 1200 seconds is reached are reported in Table 7.5. The first column reports the number n of

services considered, while the description of the remaining columns is the same as in Table 7.2.

Table 7.5 – Average computational times and average number of iterations for the set covering instances with a
time limit of 1200 seconds.

kkkkkkkm = 1000kkkkkkk kkkkkkkm = 2000kkkkkkk
n Appr. W time Itime Rtime #It W time Itime Rtime #It

PS 0 57 775 8 0 50 781 8
500 LS 9 105 299 9 26 35 818 10

LRP 3 51 797 8 11 27 911 10
CVI 64 20 1001 7 130 5 1023 11
RCI 0 126 370 7 0 66 579 9
WF 0 10 1111 9 0 72 433 11
PS 0 54 587 11 0 78 428 10

1000 LS 34 33 794 11 67 54 527 11
LRP 7 48 643 11 27 35 788 11
CVI 146 33 694 11 274 5 868 11
RCI 0 74 499 10 0 67 660 8
WF 0 39 748 12 0 59 667 9

The results reported in Table 7.5 indicate that the number of iterations performed by all the approaches

is similar. The CVI approach seems to be the one for which the time per iteration is lower. However,

this approach also presents, in general, higher Rtime values, indicating that the early iterations are fast and

that the value of the objective function is not improved in the later stages of the search. In terms of the

computational time spent to compute the weights, we can see that it is short when compared with the time

limit of 1200 seconds.

Table 7.6 reports the average rounded gaps, in percentage, for all the variants of the WPS heuristic,

obtained after the time limit is reached and computed according to the formula (7.7).



212 Chapter 7. Weighted Proximity Search

Table 7.6 – Average gaps [%] obtained for the set covering instances after 1200 seconds.

kkkn = 500kkk kkln = 1000klk
WPS variant 1000 2000 1000 2000

LS −1 −1 −1 −2
LRP 0 1 0 −2
CVI 0 1 −1 −2
RCI 1 2 2 1
WF −1 −1 −1 0

The obtained results indicate that, in terms of the final solutions obtained, both the LS and the WF

approaches perform, on average, better than the classic PS heuristic. For the larger instances with 1000

customers, both the LRP, and the CVI approaches also perform better than the PS heuristic. Table 7.7

reports the minimum, the average, and the maximum gaps (according to formula (7.7)) associated with

the LS approach for the four sets of instances after 1200 seconds.

Table 7.7 – Minimum, average, and maximum gaps [%] obtained for the set covering instances after 1200 seconds
for the LS approach.

kkkn = 500kkk kkln = 1000klk
m 1000 2000 1000 2000

Minimum −4 −7 −4 −6
Average −1 −1 −1 −2

Maximum 1 4 1 5

Table 7.7 shows that the LS approach is not able to obtain a better solution than the one obtained by

the classic PS heuristic for all instances. However, when it performs better, the improvement can reach

7%. The primal integral and the signal metric for the four sets of instances of the set covering problem

are reported in Figures 7.3 and 7.4, respectively.
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Figure 7.3 – Average primal integral for the instances of the set covering problem with 1000 and 2000 customers
and 500 and 1000 services.

Figures 7.3 and 7.4 confirm the dominance of the LS approach when compared with the classic PS

heuristic. The WF approach also performs well regarding the primal integral measure for the four sets of

instances, while the RCI approach seems to have a poor performance. In relation to the other approaches,

there is no clear evidence indicating which of them performed better, regarding the primal integral and

the signal metric.
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Figure 7.4 – Signal metric for the instances of the set covering problem with 1000 and 2000 customers and 500
and 1000 services.

7.6.4 Computational results for the stochastic lot-sizing problem with setups

The computational experiments for the SLS problem use instances generated as in [21]. Such in-

stances are as follows. The total number n of periods considered is 60 and 90. For each time period

t ∈ N, the nominal demand d̄t is randomly generated in [0,50]. The initial stock level at the producer, I0,

is randomly generated between 0 and 30, the production capacity P and the setup cost are constants and

equal to
∑

t∈T d̄t and 150, respectively. The production, holding, and backlog costs are the same as those

used in [8], i.e., ct = 1, ht = 4, bt = 6, respectively, for all t ∈ N. A set of 10 random instances is generated

for each of the two values of n.
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Since the LP-relaxations of the SLS problem are solved very quickly, the instances of this problem can

be used to test the LRL approach that was not tested for either the p-median or the set covering problems,

due to the large time required to solve all the LP-relaxations. For both the PS and the WPS heuristics,

the initial solution considered corresponds to the solution of the deterministic lot-sizing problem with the

demands fixed to their expected values solved for 120 seconds.

The average computational times and the average number of iterations for all the approaches tested

are reported in Table 7.8. The description of the columns is the same as in Table 7.2. Table 7.8 shows

that the variation of the number of iterations among the approaches is small. The lowest computational

times per iteration required to solve the modified problem (after the weights are determined) correspond

to the LS approach, however, more than half of the time limit imposed for this approach is devoted to the

computation of the weights when 90 time periods are considered.

Table 7.8 – Average computational times and average number of iterations for the SLS instances with a time limit
of 1200 seconds.

kkkkkkkn = 60kkkkkkk kkkkkkkm = 90kkkkkkk
Appr. W time Itime Rtime #It W time Itime Rtime #It
PS 0 61 508 11 0 98 132 11
LS 243 37 549 11 715 45 62 9
LRP 0 61 541 11 0 81 145 13
LRL 6 70 414 11 22 81 227 12
CVI 37 71 259 13 86 90 273 9
RCI 0 61 530 11 0 102 88 11
WF 0 72 275 13 0 100 127 11

Table 7.9 reports the average gaps, in percentage, for all the variants of the WPS heuristic, obtained

after the time limit is reached and computed according to the formula (7.7). These results show that there

are no large differences between the average cost of the final solutions obtained. However, the LS and the

LRL approaches are better than the classic PS heuristic for the two sets of instances considered. The best

performance in relation to the PS heuristic corresponds to the LRP approach for the set of instances with

90 time periods. In Table 7.10 we report the minimum, the average, and the maximum gaps obtained for

LS , LRP, and LRL, since they are best in terms of the average cost of the final solution obtained.

Table 7.9 – Average gaps [%] obtained for the SLS instances after 1200 seconds.

WPS variant da n = 60 da da n = 90 da
LS −0.1 −0.1

LRP 0.1 −0.7
LRL −0.1 −0.6
CVI 0.5 0.1
RCI 0.1 −0.3
WF 0.2 0.0
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Table 7.10 – Minimum, average, and maximum gaps [%] obtained for the SLS instances after 1200 seconds for the
LS , LRP and LRL.

kkkkkkn = 60kkkkkk kkkkkkm = 90kkkkk
LS LRP LRL LS LRP LRL

Minimum −0.5 −0.4 −0.3 −2.1 −2.2 −2.4
Average −0.1 0.1 −0.1 −0.1 −0.7 −0.6

Maximum 0.2 0.7 0.3 1.2 0.2 0.2

The results presented in Table 7.10 reveal that the largest improvements in terms of gaps to the

solutions of the PS heuristic are associated with the instances with 90 time periods and are at most 2.4%.

Moreover, we can also see that in terms of the absolute values, the minimum gaps are always higher than

the maximum ones, which also indicate a better performance of the three WPS variants when compared

with the PS heuristic.

Remark 7.6. A particular feature of the SLS instances tested is that large changes on the structure of the

solutions usually do not lead to a large variation of the objective function value (that is often high). This

can help to explain why the reported gaps reported in this section for the SLS problem are small. Indeed,

the largest gap obtained among all the approaches computed between the initial solution considered and

the final solution obtained (after 1200 seconds) is only 6%. However, the SLS problem arises in capital

intensive markets, thus modest improvements on the solutions may result in considerable profits.

Figures 7.5 and 7.6 report the average primal integral and the signal metric for the two sets of instances

considered.
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Figure 7.5 – Average primal integral for the instances of the SLS problem with 60 and 90 time periods.
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Figure 7.6 – Signal metric for the instances of the SLS problem with 60 and 90 time periods.

In terms of the primal integral, the PS heuristic is completely dominated by both the LS and the LRL

approaches. Another interesting conclusion regarding both Figures 7.5 and 7.6 is that for the instances

with 90 time periods, all the variants of the WPS heuristic perform, in general, better than the PS heuristic.

7.7. Conclusion

This paper introduces a generalization of proximity search (PS), referred to as weighted proximity

search (WPS). In WPS, a weighted version of the objective function used in PS is introduced to guide the

MIP solvers to identify better feasible solutions faster. The new WPS heuristic is easy to implement and

also very general, meaning that it can directly be applied to a wide range of optimization problems.

Six strategies to compute weights are proposed and advantages and disadvantages of each one of them

are discussed. Regarding the information used and the moments in which they are computed, the weights

can be classified into three classes: static, dynamic and adaptive. Each different strategy proposed for

computing the weights leads to a variant of the WPS heuristic.

The WPS heuristic is applied to a set of 150 randomly generated hard instances from three optimiza-

tion problems: the p-median problem, the set covering problem, and the stochastic lot-sizing problem.

Among all the variants of the WPS heuristic tested, the adaptive Loss/Saving (LS ) approach, in which

the weights are computed at each iteration, is frequently the one with the best performance taking into ac-

count the quality performance measures used. However, the most important conclusion that can be draw

from our computational study is that the LS approach provides results that are consistently better than the
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ones obtained by the classic PS heuristic (used as reference method). Besides of being, in general, better

in terms of the quality of the obtained solutions, the results of the LS approach are also better in terms of

the computational time required to obtain such solutions.
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