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resumo 

 

 

Software Defined Networking (SDN) é uma tecnologia de rede recente que 
melhora as tecnologias existentes, separando o plano de controlo do plano de 
dados. Altera a rede de forma a que esta seja mais dinâmica, menos complexa 
e mais fácil de interagir e automatizar que, por sua vez, pode levar ao 
desenvolvimento de software mais eficiente e eficaz. Apesar de ser uma 
tecnologia bastante recente, esta é compatível com os switches existentes e 
outros dispositivos de rede que tenham suporte para o protocolo OpenFlow. 
Nesta dissertação, é utilizado o controlador Ryu (um controlador SDN 
desenvolvido em Python) que em conjunto com o protocolo OpenFlow gerem o 
plano de dados. 
Neste trabalho foi implementado um mecanismo de controlo da rede sob a 
forma de uma aplicação para o controlador Ryu para controlar o tráfego de 
múltiplos sensores, tendo como principal exemplo uma rede dentro de um 
veículo. O mecanismo de gestão de recursos implementado visou garantir 
resultados de latência dos pacotes comutados na rede, tendo em conta o 
número variável de clientes a enviar tráfego na rede. 
De acordo com os resultados obtidos, o tempo que um pacote demora a ir da 
sua origem até ao seu destino e de volta à origem varia entre 15 ms a 35 ms, 
quando os pacotes têm de ser tratados pelo controlador, e varia entre 0,5 ms e 
1,8 ms, quando não passam por esse processo. 
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abstract 

 

Software Defined Networking (SDN) is a recent networking technology that 
improves existing technologies by separating the control plane from the data 
plane. It changes the network so that it is more dynamic, less complex and 
easier to interact with and to automate which, in turn, can lead to the 
development of more efficient and effective software. Despite being a fairly 
recent technology, it is compatible with existing switches and other network 
devices that support the OpenFlow protocol. 
In this dissertation, the Ryu controller is used (an SDN controller developed in 
Python) that together with the OpenFlow protocol manage the data plane. 
In this work, a network control mechanism was implemented in the form of an 
application for the Ryu controller to control the traffic of multiple sensors, the 
main example being a network within a vehicle. The implemented mechanism 
for resource management aimed at guaranteeing the latency results of the 
packets traveling across the network, taking into account the variable number 
of clients sending traffic on the network. 
According to the results obtained, the time it takes for a packet to go from its 
source to its destination and back to the source varies between 15 ms and 35 
ms when the packets have to be handled by the controller and varies between 
0,5 ms and 1,8 ms, when they do not go through this process. 
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1.  Introduction 

The Internet is an important innovation that brought users together by allowing us to communicate with each 

other even if they are spread across the world, through a computer. Humanity, always wanting to modernize, 

started connecting more and more devices to this global network, ranging from tablets, smartphones, 

household appliances to sensors contained within electronic devices, vehicles and clothes. This became 

known as the Internet of Things [1], and it is a paradigm that has been established on the basis that all the 

appliances, electronic devices and sensors communicate with each other and with the user. These devices are 

always improving to become more efficient, in terms of power usage and processing power, more reliable 

and more adapted to each users preferences but, this also means that they require better and steadier 

connections where the flow of data must have enough bandwidth to travel, sometimes with low to no delays, 

through multiple nodes and links in the path between the source and the destination. Common networking is 

not designed to withstand such large amount of traffic [2]. 

 

1.1 Motivation 

This work aims to analyse the impact of Software Defined Networking (SDN) [3] [4][5][6] in the systems 

that are part of smaller networks with special focus in those connecting all the devices and components inside 

a vehicle, comparing it to technologies such as Controller Area Network (CAN) [7] and FlexRay [8], which 

are traditionally used in the connection of those components. 

In the past few years, the world has seen a very rapid growth in the amount of technology being put into 

vehicles, an increasingly larger number of cameras and infotainment applications which require a lot of 

bandwidth and sensors [9] used for road assistance. These transmit critical information that must be sent with 

very low delay to the vehicle main computer to guarantee the security and well-being of its passengers. 

Another motivation is to contradict the fact that most of these networks are proprietary. As such, this work 

aims to manage a network by using only open-source software like the Ryu SDN controller, OpenFlow 

switches and Ethernet cables. 

In this dissertation, the switches run an application layer protocol called OpenFlow [10], that gathers the 

characteristics of each switch making them available to devices that use the same protocol and allows the 
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management of flows that control how the packets travel inside the network. An SDN controller is an 

application that, together with the OpenFlow protocol, governs the network, creating and removing rules in 

each switch to block or allow the data packets to pass through while also limiting the bandwidth used. The 

application keeps information about each flow and each switch. This information is used to implement 

Quality of Service (QoS) methods and shortest path methods through the use of the third-party software 

library, Zen from Network Dynamics [11], an alternative to NetworkX [12], which allows the controller to 

have a notion of the topology of the network. These two are used together to direct the flows through the 

shortest paths where the switches have the most available bandwidth, resulting in less overloaded links and 

switches. 

 

1.2 Goals 

The goal of this thesis is to demonstrate that a SDN controller could be used together with network routing 

devices that support OpenFlow to connect the multiple electronic components inside smaller proprietary 

networks such as those in a vehicle, allowing the information to travel at speeds equal or better to those seen 

in the proprietary systems, while providing equal or better reliability. 

 

1.3 Methodology 

The work developed can be divided into multiple stages with an increasing amount of complexity and 

network devices changing the quantity of switches and hosts. The dissertation was developed using the Ryu 

SDN controller [13], OpenFlow version 1.3 and OpenFlow 1.3 Software Switch. The ambient for testing the 

first stage was composed of two computers and a Field-Programmable Gate Array (FPGA). The other two 

stages were tested inside a Mininet [14] virtual machine. There is more information about the software and 

hardware used in the section 6 and about the architecture in section 4. 

In the first stage of the work, it was developed the setup for creating and removing flows, the setup for QoS 

rules and the management of resources and retrieval of information about the network and its devices. 

The second stage introduced three different priorities for the QoS rules and the authorization of flows through 

either a file existing within the application directory or through another application, referred to as the 

administrator application, developed to communicate with the main application. The testing environment for 

this stage was a simulation of a simple network composed of only one switch and multiple hosts. 

The final testing environment was a simulation of a network consisting of four switches, where two of them 

worked as redundant links between the other two and these last ones were connected to hosts. The application 

suffered a major overhaul as it had not been setup to work with multiple switches and to do the routing 

through a path required that the controller retrieved and maintained information about them. For this to be 

implemented the topology library Zen from Network Dynamics [11] was imported to the application. The 
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redundancy in the network is still necessary because SDN cannot solve hardware problems such as failure of 

a switch or link where this is the only point of communication between two other nodes. 

Two algorithms were developed in this work to create paths for the packets to travel across the network from 

their source to their destination. On one algorithm, the packets stop at each switch where a message is sent to 

controller application which will either result in confirming or denying the passage of that packet and to 

those that correspond to the same source and destination. The other algorithm allows or blocks the passage in 

all switches at the same time of all similar packets, packets that contain the same source and destination. This 

setup in all switches occurs when a packet first arrives at any switch in the network and it is processed by the 

controller application. These algorithms are an improvement to the basic application, that is provided as an 

example with the Ryu controller, which only established connection with the switches and, when receiving a 

PacketIn, flooded the network to discover what was the port corresponding to its destination and installed a 

flow in the switch to allow the packets through to that destination. 

 

1.4 Document Structure 

Section 2 presents the two common network models comparing them to the SDN model, stating what 

improvements this last one brings in regards to the existing networks. This section also presents the state of 

art for the OpenFlow and SDN technologies, as well as, key technologies related to both. 

Section 3 presents technologies, concepts and tools that were used throughout the development of this thesis. 

Section 4 presents the architecture of the network used at the different stages in the development of this 

dissertation. In this section it is also presented the operation mode of the network. 

Section 5 presents the implementation of the work. 

Section 6 presents the results obtained and the evaluation of these results.  

The last section, section 7, presents the conclusions. 
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2.  State of Art & Background Technologies 

The Internet is a cluster of computer networks distributed across the entire planet that are interconnected, 

allowing users who connect to it to exchange data between them. This is possible because a common set of 

protocols are used for the exchange of data packets guaranteeing a medium of establishing the 

communication between the different computers and servers. Servers are special computers with great 

processing power and connections with higher speed and bandwidth, whose main functionality is to respond 

to requests from ordinary computers. These computers referenced here aren’t just laptop and desktop devices, 

but it is also referring to sensors, handheld devices and other devices which have processing power and are 

also connected to the Internet, this is what today is called Internet of Things. These devices can be anything 

ranging from smart televisions, home appliances, security sensors and cameras to cars and airplanes. 

 

2.1 Background 

One of the most well-known networking models is the Open Systems Interconnection model (OSI model) 

which is an International Organization for Standardization (ISO) standard for computer networks. Although 

this is only a conceptual model, its objective is to establish and guarantee connection between two computer 

systems in a local network, which is also called Ethernet. The computer networks in this model are split into 

7 layers, the application layer is the upmost layer and corresponds to the applications that interact directly 

with the user and the services used by those applications. The sixth layer is the presentation layer, this layer 

converts data into a format that can be understood by the applications in the layer above. This layer also has a 

cryptographic function where the data can be encrypted, sent to lower layers and only decrypted in the sixth 

layer of the destination system. The fifth layer is the session layer and its goal is to control the sessions of the 

applications, allowing communication between multiple applications in separate systems. The transport layer 

is the fourth layer, its purpose is to control the data received from the session layer and segment it into 

packets that are sent through the lower layers. This layer is the bridge between the layers at the application 

level, 5 to 7, and the physical level layers, 1 to 3. The third layer is the Network layer, its goal is to route the 

packets and fragment them in the case that the packets are too large for one node and then unite them again in 

a following node. The data link layer is the second layer of the OSI model, it provides a way of transferring 

data between two nodes directly connected, can also detect errors in the physical layer and has an option to 
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try and correct those errors. The first layer is the physical layer, it defines the structure of the physical 

medium, sends and receives data from the physical medium by converting data to and from electrical and 

radio signals. 

 

Figure 1 - OSI model and TCP/IP model with associated protocols, adapted from [15] and protocols adapted 

from [16]. 

 

Figure 1 compares both the OSI model and the Transmission Control Protocol/Internet Protocol (TCP/IP) 

model, by making a correspondence between the layers in each model. Although the protocols column is 

directly associated with the TCP/IP model, they can also be split between the OSI model layers that 

correspond to the same layer of the TCP/IP model. The application, presentation and session layers of the 

OSI model correspond to the application layer in the other model, the transport and network layers are the 

same in both models and the data link and physical layers of the OSI model correspond to the link layer of 

the TCP/IP model. 

TCP/IP is one of the most important set of protocols for communication between devices in a network and a 

foundation of the Internet. TCP/IP is divided into 4 layers, the first layer being the link layer, it is the lowest 

layer, working right above the hardware, a header is given to the packets travelling in this layer and these are 

sent through the physical medium of a network. The next layer is named the Internet layer, packets in this 

layer carry an additional header on top that allows them to travel across networks. The transport layer is 
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responsible for establishing end-to-end channels where applications from higher layers don’t have to worry 

about how to route the messages through the lower layers, the transport connects lower and higher layers 

providing tools for controlling flows, avoiding and correcting errors, controlling the congestion of the 

network and segmenting the network into multiple subnetworks. Finally, the application layer, where most of 

the innovation occurs, it is the highest layer of the four, where the protocols and interfaces accommodated in 

it communicate directly with the hosts and other protocols. 

The OpenFlow protocol [10], and therefore SDN [5], runs in the application layer of the TCP/IP model, 

above of the Transmission Control Protocol (TCP), and focuses on controlling flows of packets which can be 

found in the transport layer of the same model. The protocols used to implement Internet of Things 

communications also run in the application layer of the model. 

Even though traditional IP network have been spreading everywhere they are still hard to manage [17], 

particularly when trying to implement high level policies where each device must be configured individually 

by the network technicians. Even worse is that traditional networks tend to be static [18] and as such dynamic 

configuration mechanisms are lacking or are literally non-existing. And the devices presented before as part 

of the Internet of Things are embedded with processing power that will only get better towards the future 

which generates elevated quantities of data [9] and can be very difficult to process in these traditional 

networks if there aren’t some improvements made to them. 

Since each network vendor uses its own management technology, the hardware is tightly coupled with 

software, meaning that the networking devices are not easily programmable which, in turn, means that it is 

harder to innovate and improve the software and is also harder to automate these devices. 

 

2.2 OpenFlow 

In order to improve the way that experiments were done in production networks, the researchers at Stanford 

University introduced OpenFlow in 2008 [10] and, since 2011, this project has been standardized by the 

Open Network Foundation [19]. It was first proposed as way to improve research, however with its many 

advantages the aim of this project is to replace traditional networks in school and university campuses, 

datacenters and telecommunications.  

The concepts of OpenFlow and SDN are interconnected and often referred to only as SDN. This occurs 

because OpenFlow is the most popular protocol used to establish the bridge between SDN and common 

networking devices, such as switches. OpenFlow is a protocol developed for the application layer, it can run 

in existing networking devices regardless of the brand as long as it has support for it. Through OpenFlow, the 

controller identifies the switches and their specifications, gathers statistics from the devices and applies rules 

that control the multiple flows of packets travelling in and out of the switches [20]. 

The OpenFlow protocol can be applied using a virtual switch, this is implemented in the application layer 

instead of the access layer, thus allowing compatibility with many switches. The two OpenFlow virtual 
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switch implementations used in this dissertation are Open vSwitch and OpenFlow 1.3 Software Switch, both 

of which will have a more detailed description in section 2.5.  

For a switch to be an OpenFlow switch it must have at least these three components [10]: it must support the 

OpenFlow protocol, must contain a flow table and must have a secure channel to communicate with the 

controller. OpenFlow switches establish connection with controllers over a trust Transport-Layer Security 

(TLS) tunnel, from where the switches receive the rules and requests. TLS uses signed certificates to 

authenticate both users at each end of the tunnel as well as end-to-end data encryption. A flow table has 

multiple entries called flows, they contain information that is matched with arriving packets and, also, 

contain the actions that the switch must take after a packet is matched with a flow. Examples of actions are 

drop all packets, forward packets to a port or apply a limit to the bandwidth usage of a flow. 

OpenFlow 1.3 was the version chosen for this work because it is by far, after version 1.0, the one that is most 

supported in terms of SDN controllers and other associated tools. A list of the available OpenFlow versions 

is presented in Appendix A and the improvements they bring to each previous version, the information is 

cited from the specification sheet version 1.5.1 [21], published by the OpenNetworking foundation [19]. 

The messages available in OpenFlow 1.3 are shown in the following two tables, the first one contains the 

messages employed in this work. The second one contains other available messages that were not used either 

because they were not necessary for the basic communication of the work or their usage did not bring any 

additional contribution to this dissertation. Figure 8 in the section 4 is a signalling diagram that describes the 

usage of the messages presented in the first table. 

 

Table 1 - OpenFlow 1.3 messages that are employed in this work. 

Message Description Sent by 

EchoReq 

Message sent to check the connectivity between devices. If no 

response is received, the device assumes that it has been 

disconnected from its pair. 

Controller/Switch 

EchoRes Response to the message EchoReq. Controller/Switch 

Error 

This message indicates that a problem has occurred when 

executing a command sent from the controller to the switch or 

that there was a failure in the negotiations between the two. 

Controller/Switch 

FeatureReq Message sent to the switch to request a list of its features. Controller 

FeatureRes 
Response to the message FeatureReq. Sent to the controller 

and consists of the capabilities related to the switch and ports. 
Switch 

FlowMod 
Message used to add, modify or remove a flow in a switch’s 

flows table. It contains the parameters to be used when 

Controller 
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matching packets and flows, as well as proprieties of the flow 

such as timeout period, output port and actions to be applied 

to the packets, for example meters. 

FlowRemoved 

This message is sent to the controller whenever a flow 

previously installed in the switch’s flow table is removed. 

This happens when a timeout period, associated to the flow, 

has reached the end. 

Switch 

Hello 

First message sent to establish a connection between the 

switch and the controller. It is also used for version negation, 

both sides send a list of their supported versions to the other. 

Controller/Switch 

MeterMod 

Message used to add, modify or remove a meter from a 

switch. It indicates what is the limiting factor of the meter, for 

example the maximum number of kbps, as well as what 

happens after the packets exceed that limit, such as dropping 

the packets. 

Controller 

PacketIn 

A captured packet is sent to the controller. This mainly occurs 

when a packet arrives to the switch and does not match any of 

the installed flows but could also occur if packet has been in 

the network for too long, causing a time-to-live error. 

Switch 

PacketOut 

This message is sent to the switch and contains a packet to be 

injected into the network and immediately sent to the 

indicated port without going through the usual procedures. 

This message is used to send the first packet that arrived as 

PacketIn to the controller. 

Controller 

 

Table 2 - OpenFlow 1.3 messages that are not employed in this work. 

Message Description Sent by 

BarrierReq 

Between this message and its response, all state 

modification messages create a synchronization point 

between the controller and the switch. 

Controller 

BarrierRes Response for the message BarrierReq. Switch 

Experimenter 
Proprietary message. Its structure is composed of a vendor 

id and data designated by the user. 
Controller/Switch 

GetAsyncReq Message to query the switch about which asynchronous Controller 
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messages it will send. 

GetAsyncRes Response to the message GetAsyncReq. Switch 

GetConfigReq 
Message sent to the switch to query about how the 

fragmented packets are handled. 
Controller 

GetConfigRes Response to the message GetConfigReq. Switch 

GroupMod 

This message modifies group tables inside the switch. 

Groups have actions that are applied to the packets posterior 

to the actions in the FlowMod. 

Controller 

MultipartReq 

This message is called StatsReq in older versions of 

OpenFlow and request information about each flow in the 

switch. 

Controller 

MultipartRes 
Response to the message MultipartReq. Is called StatsReq 

in older version of OpenFlow. 
Switch 

PortMod 
Message used by the controller to modify the state of a 

switch’s port. 
Controller 

PortStatus 
Asynchronous messages sent to the controller that indicate 

a change of status in a switch’s port. 
Switch 

QueueGetConfigReq 
Message to query about the state of a queue installed in a 

port of a switch. 
Controller 

QueueGetConfigRes Response to the message QueueGetConfigReq. Switch 

RoleReq 
Message to modify the role of the controller among the 

multiple controllers of a switch. 
Controller 

RoleRes Response to the message RoleReq. Switch 

SetAsync 
This message sets which asynchronous messages the 

controller will send to the switch. 
Controller 

SetConfig 
Message sent to the switch to define how it should handle 

packets that are fragmented. 
Controller 

TableMod 

Message that indicates what happens to a packet when it 

does not match any flow in the table. The actions available 

are: send to the controller, send to another table or drop the 

packet. 

Controller 
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In OpenFlow, the switches just enforce the rules, all the decisions are made by the controller. When a new 

packet arrives that it does not recognize, a message, known as PacketIn, is sent to the controller with the 

information about the new packet. The controller then takes a decision and sends a reply, known as 

PacketOut, to the switch which in turn uses this information to take action on the initial packet by routing or 

dropping the packet. 

One of the main messages that the controller can send is the FlowMod message which can insert, alter or 

remove a flow from the switch’s flow table. Having this table results in less packets being redirected to the 

controller, only packets that do not match any of the existing flows are redirected. Each flow table entry 

contains information on where to send the packets, how to match the packet with an entry, timeout to be 

applied, flow priority, flags and actions to apply, for instance, drop all packets related to the flow or limit the 

bandwidth used by applying a meter to the flow. 

The matching of the packets with a flow is typically done by comparing both source and destination Media 

Access Control (MAC) addresses or IP addresses or other fields, such as, switch input and output ports. For 

instance, in this work, the most used matching parameters are the input port and the destination MAC 

address. 

The OpenFlow protocol allows two different timeouts to be applied to each flow. An idle timeout will 

remove a flow from the switch if no packets travel through that flow during the time period defined by the 

timeout. A hard timeout will remove a flow from the switch after the timeout period has ended, even if 

packets are still using that flow to travel.  

A meter is added as an entry to the switch’s table of meters through a MeterMod message (Appendix B) 

containing the meter id, a command to either add, modify or delete the meter. Meters are structures that apply 

bands to the flows in such a way that if the packets processed exceed the rate imposed by the band, they are 

dropped. The rate of the band can be defined by either bursts of packets, the number of kbps, number of 

packets per second or statistics. 

Alongside meters, OpenFlow has queues that limit the packet egress rate when going out of a switch port, 

they are designed to ensure a certain packet flow rate, packets that exceed that rate are queued. This enables 

the deployment of QoS services with several available priorities to be defined for the flows. In versions of 

OpenFlow 1.0 and 1.1 only the guaranteed minimum rates are supported whereas from the version OpenFlow 

1.2 onward the maximum rates are also supported. 

The OpenFlow protocol has three modes of operation, a reactive mode, a proactive mode and an hybrid 

between the two [22]. In reactive mode, the virtual switch reacts to a packet arrival by searching in its own 

flow tables for flows that match the packet header and if no matches occur then it sends the packet 

information towards the controller so it can decide what to do, possibly resulting in an update to the flow 

table, this is the mode used in this work. In proactive mode, the flow tables are populated before the virtual 

switch is even started, the matching of packets occurs the same way as in reactive mode but if no matches 

occur the packet is discarded, so no PacketIn is sent to the controller. The hybrid mode combines the 

granularity of the proactive mode with the flexibility of the reactive mode. 
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Table 3 – OpenFlow 1.3 message header structure. 

Field name Bits Description 

Version 8 OpenFlow version used. 

Type 8 Type of message. 

Length 16 Length of the packet including this header. 

Xid 32 
Id associated with the packet. Used to facilitate 

replies to requests. 

 

Table 3 represents the structure of the message header used by all the messages in OpenFlow. The header is 

always at the beginning of the message and contains four fields, the OpenFlow version used, the type of 

message, the total length of the packet including the header and an identifier associated with the packet. 

The tables in Appendix B present the structures of the messages used in this dissertation, these structures 

correspond to OpenFlow version 1.3 [23] and only to the fields that appear after the header. More 

information on how these messages were used in the section 4. The hello message only contains the header, 

as such it does not have a dedicated table. 

 

2.3 Software Defined Networking 

OpenFlow is an instantiation of the SDN network paradigm. SDN [3] [4][5][6] is a networking technology 

that aims to separate the network’s “brain” from the data forwarding plane, where the packets flow. It can do 

this by having a centralized controller doing the management of the network and packet switching devices 

receiving orders from the controller. This allows each plane to evolve individually which brings a lot of new 

capabilities like flexibility, total control and notion of the network, allowing to solve many problems existing 

in the networks today [24]. These characteristics have increased the popularity and use of SDN in bigger 

infrastructures networks [25][26] and other technologies such as wireless [27][28] and cloud computing [29]. 

This also solves the problems of traditional networks by allowing the innovation in the software side without 

worrying about the hardware side. Through the use of a controller, the switches do not require the 

performance to run complex algorithms and more importantly, the fact that it allows for automation of the 

networking devices. However, SDN does still bring some scalability issues mainly due to the use of a 

centralized controller, these problems will be discussed in this later in this section. 
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Figure 2 - SDN architecture planes. 

The SDN architecture (Figure 2) is composed of two main planes and an additional plane whose existence 

depends on the controller implementation. The lowest plane, called data plane, is represented by the 

forwarding devices that communicate inside the network and within networks, i.e., switches and routers that 

redirect the traffic, hosts that communicate with each other and other devices. The control plane containing 

the controller(s) which communicates with the switches to retrieve information and implement flows and 

rules to be applied to these flows, this plane is connected to the data plane through the southbound interface 

that transmits information between both. The additional plane is the application plane which runs above the 

controller plane and is connected to it through the northbound interface. It contains the main application 

which is the true “brain” of the network keeping information about the state of the network devices, 

implementing flows and running algorithms that control the network and decide which path a flow should 

take, sending the decisions taken as messages to the controller which are then communicated by the 

controller to the switches. The northbound interface is an API with instructions to help in the development of 

applications.  

Some limitations to the scalability of SDN networks [24] are similar to those existing in traditional networks 

such as the switch must be able to receive a large number of packets, especially for networks where packets 
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come in bursts, as well as a failure in a link or switch that is the only communication point between two other 

nodes in the network, this can be solved by adding redundancy to the network. However, it does eliminate 

some limitations such as maintaining the state of the network across its devices and having to do the 

discovery of the network’s topology. 

Limitations specific to SDN networks are: 

• The processing speed of the controller [24], especially when there is only one centralized controller 

in the entire network. A controller receives a large quantity of packets that must be analysed, 

processed and, most of the times, an order must be given to the switches afterwards. One way to 

mitigate these problems is to add some parallelism in the CPU processing by using a controller that 

supports multiple threads [20] [30] [31]. Another way is by having distributed controllers, where 

each one has their own subnetwork or by having multiple controllers in the same network which 

could require some synchronization between them, for example to maintain the network topology 

equal between all the controllers. 

• The switches must have enough space in their tables to keep all the information sent by the 

controller [24]. One way to avoid having to upgrade a switch or its memory capacity is by having 

the controller set up aggregated rules instead of having multiple rules for each flow stored in the 

tables. 

• The failure of the centralized controller [24]. This could be solved by using multiple controllers that 

are synchronized and share the same state. 

A basic SDN network contains multiple switches connected to a controller. When first booting up, the 

switches let the controller know that they are active by sending an Hello message, then the controller sets up 

a communication channel with each switch for future communications. 

 

Figure 3 - OpenFlow switch packet handling, reproduced from [32]. 

 

Figure 3 presents the cycle of steps that an OpenFlow switch follows when handling a packet. When a packet 

arrives at the switch, the switch verifies the packet header against the existing flows previously set up, this is 

usually done by comparing the source and destination fields of the packet, other parameters are available for 

comparison. If the packet matches a flow, then the actions defined for the flow are applied to it, for example, 
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sending it to the assigned output port. In the case where the packet header does not match any flow, the 

switch sends a PacketIn message to the controller with that packet attached. 

When the controller receives the PacketIn message, its information is processed by either the controller itself 

or it is passed on to the application running on the northbound bridge. After processing and saving the 

information to internal variables, the controller should send a FlowMod message to the switch, so that it 

installs a new flow in its table with an associated action. The main actions that can be applied are to route 

packets through a port, drop all packets, modify the header of the packets, add tags to the packets or apply a 

mechanism that limits the amount of bandwidth used by the packets corresponding to that flow. If the packets 

are to be accepted, the controller will also send a PacketOut message that contains the packet obtained from 

the PacketIn message, telling the switch to route that packet to the output port without going through the flow 

matching verification. 

Flows can also be removed from switches, this mainly occurs due to timeouts set when installing a flow, and 

when that happens the switch sends a FlowRemoved message to the controller, letting it know that the flow is 

no longer active. For this to happen, the application had to activate the flag SendFlowRem in all the FlowMod 

messages that insert flows to the flow table. 

 

2.4 Controller 

A controller is a software that manages a SDN Network, it implements rules in the southbound components 

(switches and routers) and communicates with northbound components (applications) to decide what to do 

based on data coming from the switches and routers. 

The SDN controllers’ scene could be compared to the early days of the computer operating system scene 

where each electronics shop, and even individuals, created their own operating system. There are a lot of 

SDN controllers [20] [26] [30], the following list has some of the most popular, all these controllers were 

developed with support for OpenFlow. 

• Beacon – Java-based open source multi-threaded controller [33] developed in the Stanford 

University. Supports OpenFlow version 1.0; 

• Floodlight – Java-based open source multi-threaded controller [34] developed by Big Switch 

Networks, it was part of the OpenDaylight project but due to conflicts with Cisco they were split. 

Supports OpenFlow 1.0 and 1.3 and has partial support for OpenFlow versions 1.1, 1.2 and 1.4 [35]; 

• Maestro – Java-based multi-threaded  controller [36] developed in Rice University. Supports 

OpenFlow version 1.0; 

• NOX – C++-based open source multi-threaded controller [37] developed by Nicira Networks, now 

owned by VMware. It was developed alongside with OpenFlow and was the first OpenFlow 

controller. Supports OpenFlow version 1.0; 

• OpenDaylight – Java-based open source controller [38] developed by the Linux foundation. 

Supports OpenFlow versions 1.0 and 1.3;  
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• OpenMUL – C-based open source multi-threaded controller [39] that focuses mainly in high 

performance flow handling. Supports OpenFlow versions 1.0, 1.3 and 1.4; 

• POX – Python-based open source single-threaded controller [40] that branched from NOX. Supports 

OpenFlow version 1.0; 

• Ryu – Python-based open source single-threaded controller [13]. It is designed to make managing 

and adapting network traffic easier and more agile. Supports OpenFlow versions 1.0, 1.2, 1.3, 1.4 

and 1.5. 

Ryu was the one chosen for this dissertation, although not the greatest for large networks such as those in 

warehouses, it has a pretty good performance when it comes to small networks [20] [30], like the one this 

work was designed to simulate. The reasons for choosing Ryu were its performance, the language in which it 

was developed (Python), the documentation available for it, as well as the fact that it is still being actively 

updated. 

 

2.4.1 Ryu 

The Ryu platform [41] establishes communication between the controller plane and the application plane 

through messages called events. Events are asynchronous and, when sent to an application, are stored in a 

FIFO queue until they are processed by the application thread. 

Events are provided by Ryu for the case of the topology events, but Ryu also provides other events that it 

converts automatically from OpenFlow messages. This is done in the Ryu’s OpenFlow controller in which it 

decodes the message from the switch and send an event corresponding to the message to the application 

running in the northbound bridge of Ryu.  

Ryu applications can register their interest in a certain event by using a decorator together with an handler 

method. Decorators extend the function of the handler method by informing the application that when the 

event specified in the decorator occurs, it should be processed by that method. In the case of the Ryu 

application, the events are the messages. 

The following table contains the events used and handled in the development of this application. 

 

Table 4 - Ryu custom OpenFlow events used in the development of this work. 

Event Description 

EventOFPSwitchFeatures 
Event launched when an OpenFlow FeatureRes message reaches 

the controller. 

EventOFPPacketIn 
Event launched when an OpenFlow PacketIn message reaches the 

controller. 
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EventOFPFlowRemoved 
Event launched when an OpenFlow FlowRemoved message 

reaches the controller. 

EventOFPPortDescStatsReply 

Event launched when Ryu OFPPortDescStatsReply message 

reaches the controller. This is a response to the message 

OFPPortDescStatsRequest sent from the controller to the switch 

and obtains information about each port of a switch. 

EventOFPErrorMessage 
Event launched when an OpenFlow Error message reaches the 

controller. 

EventSwitchEnter 
Ryu topology event. It is triggered when a new switch establishes 

connection with the controller. 

 

2.5 OpenFlow Virtual Switches 

Open vSwitch [42], also known as OVS, now owned by VMWare, was initially created by the team at Nicira 

with the purpose of being an open source virtual switch with many features only found on proprietary 

implementations at the time. It is now very important in the SDN environment being used in a large number 

of SDN deployments. One of the reasons being that it has no native SDN controller, unlike commercial 

solutions, which allows the use of any third-party controllers allowing to use the one fitting them the best or 

even develop their own. 

OVS was the first OpenFlow based switching protocol used in this work. It worked fine for network pathing, 

when the virtual switch communicates with other devices in the network, and for packet redirecting, when the 

switch forwards or stops packets from crossing the network. When it was necessary to limit the bandwidth 

used by the flows it had some problems. The two methods of controlling bandwidth in OpenFlow are queues 

and meters, when using queues, it was not possible to limit the amount of bandwidth that each flow was 

using. With that, some research was done on meters and, it was concluded, that OVS did not support meters 

for the version corresponding to OpenFlow 1.3. With this in mind, it was necessary to try an alternative 

virtual switch. 

OpenFlow 1.3 Software Switch [43], also known as ofsoftswitch13 or ofsoftswitch, is based on the Ericsson 

TrafficLab 1.1 softswitch implementation [44] updated to support OpenFlow 1.3. Uses the NetBee library 

[45] for packet parsing. Like OVS, it is also a popular open source virtual switch which allows the use of any 

third-party controller. A notice in the official github page [43] of this project informs its users that the switch 

will probably not have a lot of updates because its authors don’t have the time to be more dedicated to it. 

The ofsoftswitch was the alternative OpenFlow based switching protocol used in this dissertation, after the 

problems had when trying to limit bandwidth in OVS. With this switch, queues were a problem as well 

because in order to be able to implement queues in ofsoftswitch it required the switch to be executed, in the 

command line, without the option “no-slicing” which resulted in an error as the software did not allow slicing 
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to be enabled in the ethernet ports. The term slicing [21] refers to the capability of splitting the amount of 

network bandwidth available between each queue. This technique was not used in this work. Instead, meters 

were used in ofsoftswitch which gave the best results, some of which are shown in the section 6. 

 

2.6 Technologies relevant to Automotive systems 

CAN [7] networks are based on real-time applications and allow the communication between 

microcontrollers and smaller devices, such as sensors, without the need for a more powerful computer to 

establish the exchange and to collect the information transmitted. As they are based on real-time applications, 

the medium used to transmit information must be fast and reliable, it must send and receive the messages 

even if a link failure occurs. The error control mechanism is an important feature of CAN networks, as it is 

done directly in the device where the error occurs. The CAN protocol defines a recessive bit that is used to 

know if a message is to be prioritized, when the bit is active, or not. When a device fails, error messages are 

broadcast into the network, if two messages are sent into the network, the device sending the one with less 

priority ceases their transmission, so that these messages do not occupy the bandwidth available. These will 

then be retransmitted by the central controller.  

FlexRay [8], developed in 2000 by the FlexRay Consortium, is communication protocol for vehicles based 

on the CAN protocol. It uses multiple Electronic Control Units (ECUs) which communicate through a bus, 

but only one sends information at any given time. The communication channels used defined by FlexRay can 

have single or dual channels. An ECU only has permission to send messages in a slot of time defined by the 

MAC. The MAC is also used as an interface between an ECU and the Coding and Decoding (CODEC) 

block. When an ECU sends a message, the MAC verifies if it was sent inside the correct time slot if so, the 

message is forwarded to the CODEC which then encodes it and sends it to the communication bus. These 

slots are what allow the bandwidth of the network to be available when necessary. 

The CAN bus is limited to a maximum of 500 Kbps [46] which is a bottleneck when considering the vast 

amount of bandwidth required by the very rapid growth in the amount of technology being put into vehicles 

[9]. In the same way,  FlexRay being limited to 10 Mbps [46] can also be a bottleneck. 

To counter these bottlenecks new technologies are being developed such as the Institute of Electrical and 

Electronics Engineers (IEEE) 802.1 Audio/Video Bridging (AVB) standard [47]. AVB is a set of standards 

whose objective is to provide streaming services that are time-synchronized and guarantee low latency.  

The set is composed of the following standards: 

• IEEE 802.1AS-2011 [48] – “Timing and synchronization for time-sensitive applications in bridged 

local area networks”; 

• IEEE 802.1BA-2011 [47] – “Audio video bridging systems”; 

• IEEE 802.1Qat-2010 [49] – “Stream reservation protocol (SRP)”; 

• IEEE 802.1Qav-2009 [50] – “Forwarding and queuing enhancements for time-sensitive streams”. 
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IEEE 802.1AS guarantees a precise synchronization of the time to all clocks, contained in the network's 

nodes. IEEE 802.1BA establishes profiles to build the networks that are used to transport time-sensitive 

audio/video data streams. IEEE 802.1Qat allows the establishment of resource reservations between the 

source and destination of a message, these resources correspond to switch buffers, such as queues. Two 

classes are defined by this standard that guarantee maximum latency up to seven hops from the original node, 

class A with a maximum of 2 ms and class B with a maximum of 50 ms. IEEE 802.1Qav guarantees a higher 

priority for time-sensitive traffic separating it from the non-time-sensitive traffic. 

The Time-Sensitive Networking (TSN) IEEE 802.1 task group continued the work of the AVB task group. 

TSN [51] is a set of standards that extends AVB, in order to address high availability and very low latency 

transmissions. TSN adds time scheduling mechanisms to ensure the delivery of higher priority messages such 

as those with hard and soft real-time characteristics (see section 3.2). Other new feature is frame preemption 

where non-time-critical frames are suspended to allow the transmission of more time-critical frames. These 

new features enhance the protocol in order to guarantee latency low enough to support real-time 

transmissions. 

When comparing SDN to TSN and according to [52], TSN provides standards and services that were tailor-

made to fit the specifications of real-time applications. On the other hand, SDN follows a different path by 

introducing a programmatic centralized controller which brings remarkable flexibility to the networking 

systems. SDN is not custom-made for real-time applications and as such performs worse than TSN, but due 

to its flexibility, the development of SDN applications that are better at providing services for real-time 

systems is highly possible. 

 

2.7 Mininet 

Mininet [14] is a virtual machine system that simulates networks allowing investigators and developers to 

prototype large networks on a single machine instead of using an entire network of switches and routers [53] 

[54]. It enables the users to create custom network topologies, configure switches and hosts which are created 

as processes inside Mininet. Switches and hosts run their own operating system and have their unique ports, 

network interfaces and addresses. Mininet aims to simulate real-world networking by keeping the same 

packet delivery methods as hardware switches. 

Hosts can run application code or specific network commands, like ping or ifconfig, and each host can run its 

unique operation. Alternatively, the user can start the network with the topology he chose and run a script 

afterwards that can interact with the entire network and its devices, enabling topology changes, running 

commands and obtaining information about the network or the devices in it. 

Mininet establishes a connection between its switches and hosts with its own simulated controller or an 

external controller helping investigators and developers working on SDN controllers by making their work 

easier as many hardware networks still don’t support OpenFlow and those that do, cannot be used for 
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investigation because they are being used by other investigators in the same institution and don’t want their 

connection to the Internet to be blocked if some error occurs. 

In this work Mininet is used to simulate networks composed of switches and hosts to develop and test the 

main application and the administrator application. 

 

2.8 Zen Network 

Zen [11], from Network Dynamics, is a Python library that allows the creation and manipulation of complex 

networks and subsequently the study of their topology and the dynamic of the network. 

In this work, Zen is used to recreate the topology of the network inside the main application and, with that, 

calculate the shortest path through Dijkstra’s algorithm either with or without weights in each link. The 

weights of the networks are the amount of bandwidth already in use, in Mbps, in each link. It was an 

alternative to NetworkX [12] because this library was not compatible with the Ryu controller. Similar to Zen, 

NetworkX is a Python library that is used to know the topology of the network.  
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3.  Concepts & Tools 

This section presents some concepts, like Quality of Service and Real-time, and some tools, such as 

Wireshark and Representation State Transfer services, which are considered important for the development 

of this dissertation. 

 

3.1 Quality of Service 

Quality of Service, or QoS for short, are methods that measure and control the performance of services 

mainly used in computer networking, cloud computing and telephony. They make sure that a service has 

more or less quality depending on the priority attached to it. Quality can be measured by multiple aspects 

such as packet loss, throughput, transmission delay, availability, etc. [55] 

• Packet loss is defined as the quantity or percentage of packets transmitted from the source that did 

not arrive its destination. 

• Throughput is the maximum number of packets that can be transported across the network. 

• Transmission delay or latency is the time it takes packets to travel from their source to their 

destination. 

• Availability is the ratio between the time that the system is ready and available to transmit packets 

versus the total amount of time that the system has been running for. 

In this work the main classifiers for the quality of service are the number of lost packets and the delay in the 

transmission of packets across the network. 

 

3.2 Real-time communication 

The concept of real-time was introduced in computing when the transmission of information must occur 

within a specified interval of time that begins when the information leaves the sender and ends when the 

destination device receives that information. These time constraints usually require the lowest latency 

possible, in order of the milliseconds and even microseconds, and have the top priority when QoS methods 

are implemented. 
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Finally, there are two definitions of real-time, the most commonly used when referring to real-time is named 

hard real-time and represents when all information must arrive within the time constraints without losses.       

The other definition is soft real-time which is used when a part of the information can fail some deadlines, 

but if a big part of the information arrives late the performance of the system will degrade. 

In this work when real-time is mentioned, it refers to hard real-time for which the packets must travel within 

the lowest interval of time possible between the source and destination with top priority for QoS methods. 

 

3.3 Wireshark 

Wireshark [56] is a tool for analysing packets passing through specific interfaces which it is set to listen to. 

Wireshark is very useful for troubleshooting network communication problems and is commonly used as a 

packet analysis tool. 

In this work this tool was mainly used for collecting data on the quantity of packets arriving to and leaving 

the controller and for verifying the effectiveness of bandwidth limiting methods, i.e., OpenFlow meters. 

 

3.4 REST 

Representational State Transfer (REST) are web services that follow a REST architecture style [57] and they 

offer interoperability between computer systems connected to the Internet. These systems are divided into 

two groups which are the servers and the hosts. This last group can ask for files/information stored in servers 

through a GET command or post files/information through PUT or POST commands. Another common 

command in this architecture is the DELETE command allowing hosts to remove files/information from the 

server. The server defines which commands are available for their hosts and can even define categories of 

users that have different permissions meaning they have access to different commands. REST architecture is 

defined by properties and restrictions based on the Hypertext Transfer Protocol (HTTP). 

REST services are used to establish a connection between the main application and the administrator 

application where this last one sends a PUT command to the server running in parallel inside the main 

application, which communicates the result of the command to this last one. 
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4.  Architecture 

The architecture of SDN can contain two planes with an additional plane in some implementations, as it was 

already presented in the section 2.3. In this dissertation the controller plane is composed of only one 

controller, the data plane is composed of several switches and computers, which were called hosts. Finally, 

the application plane contains the application which will oversee and control the network infrastructure. 

The switches receive information about the flows of packets from the controller and apply them to the 

packets that travel through the switch either blocking the packets or sending the packets via the output port 

which corresponds to the path towards their destination. The selected virtual switch was ofsoftswitch, the 

reasons for why it was chosen are explained in the section 2.5. 

The controller is the brain of the system and makes the bridge between the application and switch. Ryu was 

the controller chosen because it is a Python-based controller, is still being updated and has support for 

multiple versions of OpenFlow mainly 1.3 which was the version used in this work. 

The application will be fully described in the section 5. 
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Figure 4 - Single switch, single host architecture. 

 

The initial architecture was composed of one computer which contained the four components presented in 

Figure 4. It was used to implement and test the basic functions of the application such as creating flows, 

blocking packets, allowing the traffic to pass through the network and applying methods to limit the 

bandwidth usage. 

Afterwards the testing environment was changed to one simulated inside Mininet as it allows to scale up the 

number of switches and hosts in an easier and quicker way than gathering up more physical devices and 

switches. 

This new architecture (Figure 5) was composed of multiple hosts, four hosts was mostly the number used, 

and only one switch which connected all the hosts with their unique switch port.  
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Figure 5 – Single switch, multiple hosts architecture. 

 

With this architecture a new application was developed, which was named and referred to as the 

administrator application, it has the purpose of sending information about the flows of packets that should be 

authorized by the main application. This application is to be run on a separate computer from the one 

containing the SDN infrastructure and communicates with the controller application through REST 

commands. 

For this to happen, a new thread was implemented in the controller application which runs separately from 

the main thread and contains a REST server that waits for new commands to be sent. 

The final architecture contains four switches, two of those are on the edges and two are in the middle, and a 

variable number of hosts. The two in the middle are redundant and the two on the edges are the ones that 

establish the link with the hosts. The number of hosts is increased for testing purposes 
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Figure 6 - Multiple switches architecture. 

 

 

With this architecture the application was altered to work with multiple switches, as well as implementing 

methods for establishing paths that install flows across multiple switches. 

These three architectures were the ones used in this work, but other architectures could be used and tested, 

for example Figure 7, as long as they contain only one controller because the application is not prepared to 

work with multiple controllers. 
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Figure 7 – Possible architecture of a SDN system. 

 

Figure 8 is a signalling diagram representing the messages exchanged between the application and the 

controller, the controller and a switch and between a switch and an host. The messages here presented 

between the controller and the switch are the only ones used in this dissertation which have been described in 

section 2.2 together with other messages also available in OpenFlow version 1.3. The messages exchanged 

between the switch and a host are fictional messages to represent the interaction between the switch and the 

host and will be described below. The messages exchanged between the application and the controller are 

fictional messages, the controller only exchanges the EchoReq (12) and EchoRes (13) messages, the others 

are always transmitted to the application and their responses are transmitted back to the controller. 

The messages exchanged can be divided into three scenarios where they always occur: 

• When a new switch connects to the network, the messages exchanged are Hello (1), FeatureReq (2) 

and FeatureRes (3) and respective “TransmitToApplication” and “TransmitToController” 

messages; 

• Whenever a switch is connected to the controller, the messages exchanged are EchoReq (12) and 

EchoRes (13); 

• The other messages are exchanged whenever a packet that does not match any flow in a flow table 

arrives at a switch. 
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Figure 8 - Signalling diagram of the messages exchanged between the application, the controller, a switch 

and hosts. 

 

The first three messages represent the initial communication between the application and a switch, the Hello 

(1) message indicating that the switch wants to establish communication with the controller and the 

application, the FeatureReq (2) message where the application asks for the specifications of the switch and 

the FeatureRes (3) message which is the response to the previous message. 

The following messages correspond to the normal communication between a switch and a host which also 

corresponds to the most important part of the application. A host sends a message to another host 

(MessageToOtherHost (4)), the switch receives that message and sends a PacketIn (5) to the application, the 

application processes that message, installs a meter through a MeterMod (6) and a flow through a FlowMod 

(7) with the associated meter. With the flow installed the packets sent by the host are allowed to pass through 

the port of the switch connected to the destination host (AllowPacketsToOtherHosts (8)) and the PacketOut 

(9) message is sent to the switch with the original packet that is then sent through the output port to the 

destination host (SendMessageToOtherHost (10)). 

After the timeout, a flow is removed from the switch and the switch alerts the application with the 

FlowRemoved (11) message. 
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The EchoReq (12) and EchoRes (13) are request and response messages to maintain the connection alive 

between the controller and a switch. 

 

4.1 Operation Mode 

This section is about the mode of operation of the application developed, that runs above the controller, in the 

northbound bridge. As shown in Figure 8, the controller only maintains the connection with the switches, all 

the other features which are presented in this document are implemented by the application. Without the 

application, the controller cannot do simple functions such as requesting the features of the switches or 

installing flows.  

In this implementation, the application only uses the MAC addresses to route the packets and the IP address 

is not taken into account. 

Figure 9 presents the architecture of the application, it is divided into two threads which run in parallel. One 

of those is the REST server which is registered as a Web Server Gateway Interface application 

(WSGIapplication) and receives information from the administrator application. The other thread is the main 

one and can be divided into four parts packet handling, switch handling, error handling and flow removed 

handling. Switch handling represents the initial communication with switches and obtaining their features 

and packet handling represents the extraction of information from the packets, processing that information 

and sending the messages which will install new flows and meters. Error handling represents the part of 

handling errors received from the switch and controller and flow removed handling represents the part of 

updating the application variables information after a flow has been removed. Both packet handling and 

switch handling communications are in the two directions while error handling and flow removed handling 

go from the switches and controller to the application. 

 

 

Figure 9 - Application Architecture. 
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When starting, the application indicates which OpenFlow versions it supports and registers a 

WSGIapplication that works as a server to receive information via REST commands. This input contains 

information relative to the flows that should be authorized to transport packets and it is sent by the 

administrator application that was created for that purpose. This WSGIapplication is an additional thread that 

upon receiving a PUT command calls the main class method jsonLoad which stores the information in an 

internal table for later use, while the application is updating this table, the access to it from other sources is 

completely blocked, this is mainly used by the methods that check if a flow is authorized. 

The first message received is the Hello message sent by the switch. Upon receiving it, the application 

establishes a channel for communication between the two and sends the message FeaturesReq to request the 

characteristics of the switch and another message to request the characteristics of the ports. The switch and 

the links connected to its ports are also added to the topology kept by the application. After receiving the 

response messages from the switch to the two queries, the application is ready to use the switch as a node 

when calculating a path. This path contains all the nodes that a packet must travel through in order to get 

from its source to its destination and is used to find out what port the packet should be sent to in order to 

reach the next node. 
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Figure 10 - PacketIn handling inside the application. 

 

The main segment of the application is the PacketIn handler (Figure 10) and the methods called from inside 

it. When the application receives a PacketIn message from a switch, the information on the source and 

destination is extracted, the port that sent the packet is saved in an internal table as the port that containing 

the source MAC address for that switch (the switch datapath id is used), this is later used to find the port 

corresponding to the destination MAC address of packet without having to flood the network. After that, the 

source and destination are compared with those of the flows in the authorized flows, if it is not authorized a 

flow is added to the switch, with an established timeout for this category of flows, that will drop every packet 

received that match the flow. If it is authorized the network topology is updated with that host node and with 

the link connected to it as well. If the destination MAC address is unknown to the application, the network is 

flooded to discover it. 
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When both the source and destination location are known, the processing continues through one of the two 

algorithms developed. The first one which will be referred to as “algorithm 1”, calculates the shortest path 

between the source and destination hosts in each switch the packets pass through and does not take into 

account the weight of the edges. This is a simple algorithm that is executed in the controller application each 

time a switch sends a PacketIn message. 

The other one which will be referred to as “algorithm 2”, which is the default one, calculates the path the 

packets will follow in the first switch only, the one directly connected to the source of the packet and sets up 

the flows for every switch in the path. To calculate the shortest path, this algorithm uses the weight of the 

edges so that it balances the load of each link in the network, the weight is given by the sum of the bandwidth 

used by each flow traversing through a link in Kbps divided by 100. The application knows which is the 

switch directly connected to the source host because it is the first one in the path calculated by the methods 

from the Zen library [11], this means that PacketIn messages from other switches, that do not correspond to 

the first one in the path, are ignored. 

In both algorithms it is checked if enough bandwidth is available for the new flow in each switch. This 

verification occurs immediately after making sure that the destination for the packet is known, not requiring 

the network to be flooded, and that the flow is authorized, for both algorithms. When not enough bandwidth 

is available and the priority is not correspondent to the lowest tier, the application verifies if removing 

bandwidth from lower tier flows could free enough bandwidth to add the new flow. If, even then, no 

bandwidth is available, the flow is added to the switch but will drop every packet instead of letting them 

through. When enough bandwidth is available the flow is added to the switch, the variables are updated with 

the amount of bandwidth that includes the weight of the link through where the packets will traverse, and a 

new meter is created with the corresponding to the bandwidth value and is applied to the new flow. 

A mechanism was implemented for algorithm 1 where the first calculated path is overwritten by a new path 

when a switch’s port has an amount of bandwidth available lower than 5 Mbps. The new path is between 

source and destination of a flow, but it does not contain that specific switch. If no path is available with those 

characteristics, the initial path is not overwritten.  

When a flow is removed from a switch, usually due to a timeout, the switch sends the message 

FlowRemoved to the controller which then calls the application’s method that had previously registered its 

interest in the event of the same name and, in the application, the flow is removed from the table of active 

flows and the bandwidth that it occupied is released by updating the internal variables that control that. 

Finally, the weight of the edge that corresponds to that specific link from where the flow was removed is also 

subtracted by an amount correlated to the bandwidth of the flow. 
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5.  Implementation 

The implementation of the application in the northbound bridge of the controller began by using the example 

“simple_switch_13.py” provided with Ryu. The architecture used at this time is the one presented in Figure 

4. This basic application establishes a connection between the controller and a switch and can add flows to 

the switch allowing any packet to go through after receiving a PacketIn message. 

What this example application did was after receiving a PacketIn message, it searched for the port 

corresponding to the destination of the packet by flooding the network. After discovering the destination, a 

new flow was added based on the packet source port and destination. The example also had a table called 

mac_to_port which kept all the known mac addresses and their ports for easier correspondence when looking 

for the destination of a packet, instead of having to flood the network. 

 

 

Figure 11 - Signalling diagram of the initial communication between the switch, the controller and the 

application. 

 

5.1 Initial Implementation 

The development starts by getting the controller application to request information about the switch, for 

example, the number of ports that the switch has and the amount of maximum bandwidth each port supports. 

As show in Figure 11, this was implemented to occur immediately after the Hello message is received from a 
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switch, by using the FeatureReq message and then having a handler for the FeatureRes message which saves 

the specifications obtained from the response message. 

 

 

Figure 12 - Workflow of the initial packet processing. 

 

A crucial part of the work was understanding how to reject packets because the initial application accepted 

all the packets without any type of control. After receiving the PacketIn, the rejection of the packets was done 

by adding a new flow to the switch, same as for the flows that are accepted, but in this case the packets 

matching that flow would have no destination which resulted in the packets being dropped. This is shown in 

Figure 12 as the “Flow decision” which results in either “Send message to add flow” or “Send message to 

add flow to drop packets”. 

After that, timeouts were added to the flows, only hard timeouts were used as this application was developed 

with a real-time system in mind. These systems require the flows to run for a short amount of time, as the 

bandwidth and processing resources can be necessary for new real-time flows that may appear and must be 

processed as quick as possible. As shown in Figure 12, this occurs after the decision about accepting or 

rejecting a flow, because the timeout is applied in both cases but the number of seconds after which the 

timeout activates is different depending on the decision, this was defined by variables inside the application. 

At the same time a table was implemented to store information about the amount of bandwidth available per 

port, represented in Figure 12 by the square “Update bandwidth table”, when a new flow is added the amount 

is decreased and when a flow is removed the amount of bandwidth is increased based on the bandwidth 

requested by the flow. 

The switch would not communicate to the controller whenever a flow was removed from itself and this 

caused the application to think that no bandwidth was available and, as such, all the new flows were being 

rejected. It was understood that in the provided example, when the communication is first established 

between the controller and a switch, the application had to set the flag EventOFPFlowRemoved to true in the 

message sent to the switch. 
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5.2 Limiting the Bandwidth 

With the control and management of the bandwidth implemented in the application, it was necessary to 

guarantee that the bandwidth limits were being complied with on the switch side as well. First, Openflow 

queues were used but they kept transmitting the entire flow of packets, not limiting the bandwidth used. Then 

it was time to try meters out, but it was understood that they were not supported in the OVS environment for 

the version used, which corresponded to OpenFlow 1.3, and as such the shift in virtual switch was made to 

the ofsoftswitch. Implementing queues in ofsoftswitch was also unsuccessful, as explained in the section 2.5. 

Finally, meters were used in ofsoftswitch which gave the best results between all of these, some of which are 

shown in the section 6. 

 

 

Figure 13 - Workflow of packet processing including meters. 

 

Meters are created by the application through a MeterMod message and contain the maximum amount 

bandwidth available to a flow. The id of the meter is then added to the FlowMod message that will set up a 

new flow in the switch, as shown in Figure 13. This id is a variable inside the application that is incremented 

whenever a new meter is created. 

In order to have a greater number of network devices, the dissertation testbed was changed to Mininet virtual 

machine. It could simulate a large number of devices and allowed the implementation and testing the 

application to continue, the architecture also changed to the one presented in Figure 5. 
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Figure 14 – Workflow for packet authorization. 

 

After confirming that the meters where indeed limiting the bandwidth used by a flow, three different flow 

priorities were defined, classified as Normal priority, High priority and Real-time priority. The first two 

(lower priorities) can have their bandwidth reduced when a flow with a higher priority doesn’t have enough 

bandwidth to be added to the switch, this is done in the “Check bandwidth according to priority level” 

rectangle of the Figure 14. Having three priorities allows for better management of the flows as flows with 

normal and high priorities can free up bandwidth for real-time priority flows and normal priority can free 

bandwidth for high priority flows as well. 

 

5.3 Flow Authorization & Administrator Application 

With all this implemented, a better way to select which flows can pass through the network was introduced in 

the application. This resulted in requiring the flows to be authorized right at the beginning of the packet 

handling part of the application code, the authorization is done based on the source and destination MAC of 

each flow, represented by “Compare MAC addresses to check if authorized” and “Flow authorized” in Figure 

14. This was done with the method jsonLoad that reads information from a JavaScript Object Notification 

(JSON) file that is called upon initializing the main application, represented by “Get information from JSON 

file” in Figure 14. The JSON file is composed of a set of dictionaries with each of them corresponding to a 

flow, in each dictionary there is information about the source and destination MAC addresses which are 

required and information about the priority, bandwidth limit and timeout to be applied to the flow. These last 

three fields are optional and if they have no value when the matching flow is being processed by the main 
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application, they will be replaced by default values, specified by global variables in the application. The 

JSON file is located in the same folder as the application. 

Now, after receiving a PacketIn message, the application will first verify if the flow is authorized by 

matching the source and destination MAC with the ones in the JSON table that stores the information loaded 

from the JSON file. If it is not authorized, a new flow is added to the switch where all the matching packets 

are rejected. 

For a better and easier way of interacting with the application to authorize flows, without having to access the 

server or computer where the application is stored directly by editing the JSON file, another application was 

created, which has been called the administrator application. It obtains the input from a special user, which 

we refer to as the administrator, that is using this application and sends the input to the main application 

through a REST PUT command to a server running in parallel in the main app. This server starts upon the 

initialization of the main application so, as long as this application is running, the REST server should also be 

running, and the administrator can send information to it. The information sent through the PUT command 

has the same structure as the JSON file although it sends one flow for each iteration of the cycle that runs 

inside the administrator application instead of sending a set of flows at once. This information is also stored 

in the JSON table inside the main application. 

 

5.4 Multiple Switch Topology 

After that, the topology of the network was adjusted to have more switches, so now it had four switches 

where two are on the edges connected to the hosts and the other two are in the middle and are redundant of 

each other. This architecture is represented in Figure 6 in the section 4. 

As a result, the network topology now has multiple switches instead of having only one and many changes 

had to be made, mainly to the internal tables and variables that were designed to support only one switch. 

The new topology of the network is composed of 4 switches all connected to the controller and multiple hosts 

connected to switches at the both ends of the network (see Figure 6). 
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Figure 15 – Diagram about Mininet multiple switches, multiple hosts topology script, presented in Appendix 

C. 

 

The new topology was simulated in Mininet through the script shown in Appendix C, the methods used are 

provided by Mininet. The variable nbrHosts represents half the number of hosts in the total of the network or 

the number of hosts in each side of the network. Figure 15 is a diagram describing what the script does in a 

way that is easier to understand.  

The script starts by initializing the topology, followed by adding the four switches and the links that connect 

those switches. After that, is the cycle that adds half of the hosts and connects them to the leftmost switch in 

the network and another cycle that adds the other half of the hosts and connects them to the rightmost switch. 

Figure 16 shows the architecture of the topology created by this script. 
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Figure 16 - Architecture with hosts split into left side and right side. 

 

As the topology now contains more than one switch, a better and more efficient way of calculating the path 

for the packets was required, this lead up to integrating a network topology library in the main application, 

this library was Zen from Network Dynamics [11]. This topology library allows the application to calculate 

the shortest path in the network either by using link weights or by ignoring them. The switches and links 

connecting in between switches and between switches and hosts were all added to the topology, as well as, 

the bandwidth consumed by all the flows in each link was used to attribute a weight to the respective link.  

The two algorithms developed, use the Dijkstra method from Zen library to calculate the shortest path. 

Dijkstra’s algorithm solves a graph shortest path problem in computational time multiple of O(log n). This 

algorithm starts in one vertex and verifies the weight of each edge, adding that value to the vertex on the 

other end of that edge, then it goes to the vertex with the lowest weight and does the same for the edges 

connected to this new vertex except for the edge connecting it to the starting point. Then it updates the values 

of the vertices around and repeats the methodology until all the paths have been explored and the shortest 

path is found.  

The two algorithms are meant to be used separately and to choose which algorithm the application is 

supposed to run the server manager must insert that information when initializing the application. 

Finally, a script was created (Appendix D) where the first half of the hosts in the network pings the second 

half and the second half pings the first half, it was done in this way because, half of the hosts were set in an 

extremity of the network and the other half in the other extremity in the network topology, as seen in Figure 
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16. So, by using the ping command between the first half and the second half it is guaranteed that all the ping 

commands traverse the entire network. 

 

 

Figure 17 – Diagram about the Host script, presented in Appendix D. 

 

The host script starts with the variable n which represents half the number of hosts that exist in the network 

and will be sending ping commands. This value is only half of the number of hosts because the hosts are split 

into two sets of the same size in the network, as shown in Figure 16,one set connected to the leftmost switch 

and the other set connected to the rightmost switch. It uses methods provided by Mininet to control hosts as it 

is to be run inside a Mininet machine. 

The script, shown in Appendix D, does the setup of the ping commands for the hosts, it is split in two cycles 

that contain equivalent instructions, as represented in the diagram of Figure 17. Each cycle contains hosts 

from only one side of the network. The cycle starts by verifying if the host name exists in the network, after 

that, it captures the host object itself and finally instructs the host to execute the ping command. Verifying if 

the host name exists in the network is not directly represented in Figure 17 but it is contained in the 

rectangles “Get left side host” and “Get right side host”. The hostCommand variable is a dictionary which 

contains the number of the host, as a key, related to the ping command, as the value. The ping command has 

as destination the IP of an host on the other side of the network and the option -w represents the amount of 

time that the ping will wait for the reply in seconds, in this case 15 seconds. 
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6.  Evaluation 

This section presents the results and their evaluation. The main objective of this section is to study the 

algorithms developed in this dissertation by obtaining the values for intervals of time in which a packet 

travels from source to destination and returns. 

 

6.1 Meter Evaluation 

This subsection intends to evaluate the reliability of meters, as the method for limiting the bandwidth. 

In order to test the reliability of the network, a previously configured Field-Programmable Gate Array 

(FPGA) was setup to send packets at defined rates from 3 of its ports, having two with a rate of 30 Mbps and 

one with a rate of 50 Mbps. These ports were configured with different MAC addresses so that the packets 

sent by each one could be easily identified. 

 

 

Figure 18 - Setup for meter testing. 

 



42 

The setup for meter testing (Figure 18) was composed of the FPGA sending packets to a desktop computer, 

this computer is running the virtual switch, the controller, the controller application and Wireshark to the 

obtain the first bandwidth rate of packets. After that the packets go through the SDN network, a flow is added 

to the OpenFlow virtual switch, the meter is applied to the flow and the packets go through the output port to 

a laptop where Wireshark is also running to obtain the bandwidth rate of packets after the meter is applied. 

This setup was an extended version of the single switch, single host architecture presented in Figure 4 in the 

section 4. 

One example of the test to the meters was done by having the FPGA sending packets at 30 Mbps, received by 

the desktop (see Figure 19), which then passed through the SDN network and a meter was applied to that 

same flow limiting the bandwidth to 10 Mbps, which can be seen in Figure 20 as a capture from Wireshark 

running in the laptop. 

 

 

 

Figure 19 - Packets received from FPGA sending at around 30 Mbps. 

 

 

Figure 20 - Packets received from FPGA sending at around 30 Mbps with a meter of 10 Mbps applied. 

 

Figure 19 demonstrates that the desktop computer, containing the SDN system, received the packets at 

around 28 Mbps (close to 30 Mbps) and Figure 20 shows the second computer receiving the packets at a rate 

of 10 Mbps meaning that the meters were successfully applied. 
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6.2 Algorithm Evaluation 

In this subsection, the algorithms developed in this work will be evaluated. 

The results presented from now on, were obtained using the network topology with four switches and a 

variable number of hosts shown in Figure 6 (section 4). 

As already presented in the section 5, two algorithms were created to do the installation of flows across the 

multiple switches of the network. 

In order to test both algorithms Mininet and the Ryu controller were installed in a computer running native 

Ubuntu, all the network communications were turned off and without any cable connection to a network, to 

make sure that network and CPU usage in the machine from external sources was as little as possible. The 

computer has Ubuntu 18.04.1 LTS installed, and the specs are Intel® Core™ i5-3210M CPU @ 2.50 GHz x 

2 (2 cores), 6GB of RAM and 500 GB HDD. Mininet version is 2.3.0d4, Open vSwitch version is 2.9.0 and 

Ryu version is 4.29. 

The procedure for testing both algorithms starts by setting up a defined number of hosts in the Mininet 

network topology (Figure 15). After that, the host script, present in  Figure 17, is executed inside Mininet 

inserting traffic into the network. Finally, the ping command was sent from a host in one end of the network 

to contact another host in the other end. The time it took for the packet to reach its destination and return was 

written down. The process was repeated until 1000 values were obtained to calculate the mean and standard 

deviation for the different numbers of hosts and with that create the graphic presented in Figure 21 and 

Figure 22. With only 100 values per experiment the average values would fluctuate too much, so with 1000 

values the averages are better and more stable.  
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Figure 21 - Time between packet transmission and return for a given number of active hosts using 

algorithm 1. 

 

The vertical axis contains the average time for a packet to be transmitted from the source to the destination 

plus the time it takes for the response to come back to the source. The horizontal axis contains the number of 

active hosts in the network, they were actively sending packets to the network. From that number, only one 

of them is collecting data. In both Figure 21 and Figure 22, the confidence interval is represented, in 

milliseconds, by the vertical line with the maximum value and the minimum value in that interval being 

represented by the horizontal lines.  
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Figure 22 - Time between packet transmission and return for a given number of active hosts using  

algorithm 2. 

 

Each average value is calculated using a total of 1000 values. For each number of hosts there are four 

different moments of data collection which are represented by V1, V2, V3 and V4, which will be referred to 

as experiments. All the experiments are independent from each other and between every experiment there 

was a reboot of the computer to make sure that no residual information about these network programs was 

still occupying the computer resources. Four different experiments were done for each number of hosts 

because it was thought to be a good amount to show the multiple average values that could otherwise vary a 

lot more as sometimes happens in this kind of network system. 

The total number of hosts corresponds to the number of active hosts in the network except for the one host 

experiment where there were 100 hosts connected to the network but only one transmitting information, this 

one was used to collect information. 

Figure 21 and Figure 22 show that for both algorithms the average time values tend to increment when the 

number of hosts also increments, this is to be expected as having more active hosts in the network generates 

more traffic to be processed by the switches and the controller application. Also, the processing delays tend 

to accumulate more when there is more to be processed. 

Figure 22 also shows that, for the same number of hosts, the algorithm 2 has lower transmitting times and 

therefore better processing times than algorithm 1, in Figure 21. This demonstrates that it is better to install 

the flows in all the switches in the path at the same time instead of installing the flows only when the 
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PacketIn from the respective switch is processed by the controller application, which is what happens when 

OpenFlow is run in proactive mode. 

 Table 5 presents the values used to create the graphics in Figure 21 and Figure 22.  

 

Table 5 - Average and standard deviation of the time taken between packet transmission and return for a 

given number of active hosts using both algorithms. 

 Algorithm 1 (ms) Algorithm 2 (ms) 

1 Host V1 0.8486 ± 4.5668 0.7829 ± 3.8005 

1 Host V2 0.9577 ± 4.7938 0.7644 ± 3.7061 

1 Host V3 1.0089 ± 5.0481 0.6945 ± 3.5182 

1 Host V4 0.9685 ± 4.8469 0.7658 ± 3.7389 

100 Hosts V1 1.0529 ± 5.1675 0.8331 ± 4.0190 

100 Hosts V2 1.0323 ± 5.1985 0.8437 ± 4.0405 

100 Hosts V3 1.0882 ± 5.4180 0.8314 ± 3.9686 

100 Hosts V4 1.0319 ± 5.0728 0.8235 ± 3.9540 

200 Hosts V1 1.2639 ± 6.2422 0.9579 ± 5.3315 

200 Hosts V2 1.1686 ± 5.8030 0.9385 ± 4.5683 

200 Hosts V3 1.2080 ± 6.0614 0.8374 ± 4.0381 

200 Hosts V4 1.1701 ± 6.2948 0.8829 ± 4.2953 

400 Hosts V1 1.4053 ± 5.4202 1.0344 ± 6.1604 

400 Hosts V2 1.4034 ± 5.7422 1.0358 ± 5.4730 

400 Hosts V3 1.3545 ± 6.9110 1.0424 ± 5.2058 

400 Hosts V4 1.3293 ± 4.4209 1.0505 ± 6.3039 

 

The standard deviation values are much bigger than the average values, this happens because of a small part 

of the values that correspond to the flow installation which takes a considerable amount of time when 

compared to values for transmitting information without having to go through the application. The values for 

when the packets need to be processed by the application tend to be bigger than 30 milliseconds when 

compared to the other values which are under 0.200 milliseconds, as these last ones are the majority, the 

average values are much lower than the standard deviation values. 
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As expected, the average values tend to increase whenever the number of hosts also increases. The standard 

deviation values do tend to increase when the number of hosts increases but they increase in a more irregular 

way than that of the average values. Some exceptions do occur as can be seen in the Table 5 where for 

algorithm 1 in the experiment V4 with 400 hosts, the standard deviation value is much lower when compared 

to experiments with the same and lower numbers of hosts. 

Based on these results it is only possible to calculate the average and the standard deviation for the sample 

and not for the entire population. Without the standard deviation for the population it was decided that a t-

Student distribution with confidence of 95% should be used instead of the Normal / Gaussian distribution. 

 

Table 6 - Expected average minimum and maximum values, obtained from t-Student distribution with 

confidence of 95%. 

 

Algorithm 1 Algorithm 2 

Minimum value 

(ms) 

Maximum value 

(ms) 

Minimum value 

(ms) 

Maximum value 

(ms) 

1 Host V1 0.56559 1.13170 0.54738 1.01850 

1 Host V2 0.66057 1.25482 0.53471 0.99412 

1 Host V3 0.69605 1.32182 0.47652 0.91264 

1 Host V4 0.66814 1.26897 0.53413 0.99762 

100 Hosts V1 0.73262 1.37320 0.58405 1.08226 

100 Hosts V2 0.71012 1.35454 0.59335 1.09421 

100 Hosts V3 0.75245 1.42407 0.58548 1.07743 

100 Hosts V4 0.71755 1.34638 0.57848 1.06864 

200 Hosts V1 0.87705 1.65084 0.62745 1.28836 

200 Hosts V2 0.80898 1.52833 0.65536 1.22165 

200 Hosts V3 0.83239 1.58378 0.58719 1.08776 

200 Hosts V4 0.77996 1.56028 0.61675 1.14921 

400 Hosts V1 1.06936 1.74126 0.65258 1.41623 

400 Hosts V2 1.04751 1.75932 0.69657 1.37502 

400 Hosts V3 0.92617 1.78287 0.71975 1.36508 

400 Hosts V4 1.0552 1.60331 0.65979 1.44123 



48 

From the confidence interval it can be determined with 95% of confidence that the expected average values 

for each set of number of hosts using each algorithm are indeed between the minimum and maximum values 

specified in Table 6. 

 

6.3 Travel Time when Processed by the Application 

This subsection intends to evaluate the time between packet transmission and return  

 

 

Figure 23 - Number of values corresponding to the time taken between packet transmission and return when 

installing a new flow for algorithm 1. 

 

From those same experiments the values equal or above 10 milliseconds were extracted and considered as the 

values for when the flows were processed by the controller, which required installation of new flows. There 

were just a few values between 6 and 9 milliseconds that were not accounted in the following results because 

they were a small portion of the sample and they only occurred for the algorithm 1 when using 400 hosts. 

The other values which are mainly below 0,2 milliseconds do not correspond to the installation of flows and 

as such are were not taken into account. With the extracted values two histograms were built, one for each 

algorithm, shown in Figure 23 and Figure 24.   
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Figure 24 - Number of values corresponding to the time taken between packet transmission and return when 

installing a new flow for algorithm 2. 

 

As represented in the histograms, most of flow installation time values are between 15 and 35 milliseconds. 

This means that for packets that require a travel time, time between transmission and return, lower than 10 

milliseconds it is better to setup a flow without a timeout instead of setting up a new flow every time a 

timeout occurs, for example for the packets that must be transmitted in real-time. The rest of the flows can be 

set up dynamically with the remaining available bandwidth. The total number of values used in the 

histograms were 567 for algorithm 1 and 520 for algorithm 2. 

 

6.4 Evaluation without Bandwidth Restriction 

In this subsection, the algorithms are evaluated without restricting the amount of bandwidth that could be 

used by a flow. This was done to establish a comparison with the values obtained when the algorithm was 

running as intended (section 6.2).  
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Figure 25 - Time between packet transmission and return for a given number of active hosts using  

algorithm 1 without bandwidth control. 

 

For reference, more experiments were done using the same algorithms but this time the flows were not 

restricted bandwidth wise. Also, the part of the code that did the verification of the availability of bandwidth 

for flows depending on the priority was commented, which meant less verifications and processing for the 

application to do, this part is identical in both algorithms as it is a different method that is called by both. 

This means that the flows are all installed and the only limiting factor for the flows installed is the hard 

timeout which is still being imposed to them. The results of these experiments are shown in Figure 25 and 

Figure 26. 
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Figure 26 - Time between packet transmission and return for a given number of active hosts using 

algorithm 2 without bandwidth control. 

 

When comparing the values presented in Table 5 with the ones used in Figure 25 and Figure 26, presented in 

Table 7, we can see that overall the time spent is lower in the experiments without bandwidth control. The 

change is much more significative for the values of the algorithm 1 where a PacketIn had to be processed by 

the application for each new flow in each switch and, now without the bandwidth control that is much faster. 

The values in the algorithm 2 are very similar regardless of the number of active hosts, this could be 

explained by the fact that the flows are still being installed at once, in all the switches in the path between 

source and destination. As with the time averages, the confidence interval is also smaller in these new 

experiments. 

The experiments with 400 hosts were unsuccessful as they lead to either a great amount of destination 

unreachable messages, where the packets did not receive any response, or the time between packet 

transmission and return was taking more than 10 or 20 seconds. This happened because the switch did not 

have more space for other flows to be installed, due to the lack of bandwidth control. 

From Table 5 and Table 7 we can conclude that the bandwidth control part does still take a relevant amount 

of processing time but it is a crucial part of the application developed in this dissertation. 

The values for the confidence interval were obtained using a t-Student distribution with confidence of 95%. 
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Table 7 - Average and standard deviation of the time taken between packet transmission and return for a 

given number of active hosts using both algorithms, where the bandwidth control was turned off. 

 Algorithm 1 (ms) Algorithm 2 (ms) 

1 Host V1 0.1090 ± 0.5768 0.4641 ± 2.0584 

1 Host V2 0,1097 ± 0.5832 0.4760 ± 2.1165 

1 Host V3 0.1243 ± 0.6412 0.5068 ± 2.1730 

1 Host V4 0.1330 ± 0.7201 0.5343 ± 2.1964 

100 Hosts V1 0.3596 ± 1.7523 0.4662 ± 2.0971 

100 Hosts V2 0.3620 ± 1.2044 0.5082 ± 2.1969 

100 Hosts V3 0.4077 ± 1.7982 0.5647 ± 2.3578 

100 Hosts V4 0.4408 ± 2.0209 0.5822 ± 2.3043 

200 Hosts V1 0.4773 ± 1.4030 0.5146 ± 2.4342 

200 Hosts V2 0.4919 ± 2.1350 0.5321 ± 2.4906 

200 Hosts V3 0.5564 ± 2.2273 0.6033± 1.9493 

200 Hosts V4 0.6647 ± 1.6962 0.6296 ± 2.4779 

 

As referred before, Table 7 contains the average and standard deviation values for the time taken between 

packet transmission and return for a given number of active hosts for algorithms 1 and 2 where part of the 

application was commented to avoid the control of bandwidth. 

 

6.5 Evaluation without Timeout 

In this subsection, the algorithms are evaluated without applying timeouts to the flows. This was done to 

establish a comparison with the values obtained when the algorithm was running as intended (section 6.2).  

For reference as well, other experiments were made where the timeouts where not applied when using either 

algorithms. The application used is identical to the one used in the initial experiments shown in Figure 21 and 

Figure 22. 



53 

The results are shown in Figure 27, Figure 28 and Table 8. 

 

 

Figure 27 - Time between packet transmission and return for a given number of active hosts using 

algorithm 1 without timeouts. 

 

Figure 27 and Figure 28 show the time between packet transmission and return using algorithm 1 without 

applying timeouts to the flows. Not having timeouts means that each flow is only installed once per switch 

during the experiment. The flow matching the packets corresponding to the ping command was always 

installed taking less or more time depending on if it was run immediately after starting the Host script or 

some time after. 
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Figure 28 - Time between packet transmission and return for a given number of active hosts using 

algorithm 2 without timeouts. 

 

In these experiments the time values are even smaller when compared with either batch of experiments, this 

happens because the flows are only installed once in the switches, as they are not removed by timeout. As 

expected, the average values and the confidence intervals both tend to increase when the number of active 

hosts increases.  

The values used to create Figure 27 and Figure 28 are represented in Table 8. The values for the confidence 

interval were obtained using a t-Student distribution with confidence of 95%. 
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Table 8 - Average and standard deviation of the time taken between packet transmission and return for a 

given number of active hosts using both algorithms, where the timeouts were turned off. 

 Algorithm 1 (ms) Algorithm 2 (ms) 

1 Host V1 0.0743 ± 0.0198 0.0766 ± 0.0210 

1 Host V2 0.0749 ± 0.0212 0.0772 ± 0.0192 

1 Host V3 0.0768 ± 0.0206 0.0790 ± 0.0214 

1 Host V4 0.0760 ± 0.0189 0.0795 ± 0.0212 

100 Hosts V1 0.0787 ± 0.0273 0.0870 ± 0.0244 

100 Hosts V2 0.0802 ± 0.0334 0.0881 ± 0.0189 

100 Hosts V3 0.0914± 0.0235 0.0904 ± 0.0191 

100 Hosts V4 0.0934 ± 0.0202 0.0917 ± 0.0285 

200 Hosts V1 0.0941 ± 0.0287 0.0779 ± 0.0201 

200 Hosts V2 0.0957 ±0.0341 0.1004 ± 0.0319 

200 Hosts V3 0.0962 ± 0.0302 0.1027 ± 0.0261 

200 Hosts V4 0.0986 ±0.0288 0.1163 ± 0.0376 

400 Hosts V1 0.0952 ± 0.0370 0.1031 ± 0.0295 

400 Hosts V2 0.1016 ± 0.0363 0.1061 ± 0.0380 

400 Hosts V3 0.1016 ± 0.0442 0.1099 ± 0.0401 

400 Hosts V4 0.1034 ± 0.0350 0.1130 ± 0.0826 

 

As referred before, Table 8 contains the average and standard deviation values for the time taken between 

packet transmission and return for a given number of active hosts for algorithms 1 and 2 where no timeouts 

were applied to the flows. 
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7.  Conclusion 

The technologies presented in this dissertation are still fairly recent but do bring a lot of benefits to today’s 

networks. OpenFlow can be run in switches that are already part of existing networks. And together with 

Software Defined Networking allow the creation of a network with more dynamic high-level policies and 

configuration mechanisms by transferring the majority of the processing to the controller and the application 

running above it. They are recent technologies which means that there is still space for improvement in future 

and, if implemented across a wide span of networks could increase the speed at which these technologies 

evolve. 

This dissertation presents an application for the SDN controller Ryu with a system implemented to control 

the packets by allowing or blocking their passage through the installation of flows in the switches. The flows 

for whose the packets are allowed to travel through the network must be registered in a file that the 

application reads from or registered dynamically through the external administrator application which sends 

information to the server contained inside the application. This last one also limits the bandwidth used by 

applying meters to each flow. To expand these methods, two separate algorithms were implemented, the first 

one being a simple implementation where the application must process PacketIn messages from each switch. 

Whereas in the case of the algorithm 2, only the first switch connected directly to the source node will inform 

the controller and the application, which will then install flows for all the switches in the path between the 

source and the destination. 

The conclusions taken from the results are that the travel time between source and destination ranges from 

0.5 ms to 1.8 ms when a flow is already set up all the switches and values between 15 ms and 35 ms when 

switches must inform the controller and the application and this last one has to install flows in the them. With 

those values and the values from the experiment without timeouts in mind, it was concluded that for real-time 

flows, whose packets must travel with the lowest delay, it is better to keep them installed in the switches 

without any timeout, in order to avoid delays of over 10 ms. 

As referred in section 2.5, TSN is better than SDN when it comes to systems that have real-time 

requirements, on the other hand, SDN has the advantage of great flexibility and programmability that could 

allow for better suited applications to be developed. 

Concluding, this dissertation offers a vision about how the Ryu controller behaves in a relatively small 

network of multiple switches, which tries to simulate a network which could be found in some appliance’s 
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networks and inside modern vehicles. Depending on the requirements of the network Ryu can be the 

controller to go for, or if the network requires a more powerful controller there are controllers that support 

multiple threads [20] [30] [31] which could improve the delay time between packet travel, especially when 

installing new flows.  
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Appendix A 

OpenFlow versions 

OpenFlow 

version 
Improvements 

1.0 

Slicing; Flow cookies; User-specifiable datapath description; Match on IP fields in ARP 

packets; Match on IP ToS/DSCP bits; Querying port stats for individual ports; Improved 

flow duration resolution in stats/expiry messages; Other changes to the Specification 

1.1 
Multiple Tables; Groups; Tags: MPLS & VLAN; Virtual ports; Controller connection 

failure; Other changes 

1.2 

Extensible match support; Extensible ’set field’ packet rewriting support; Extensible 

context expression in ’packet-in’; Extensible Error messages via experimenter error type; 

IPv6 support added; Simplified behaviour of flow-mod request; Removed packet parsing 

specification; Controller role change mechanism; Other changes 

1.3 

Refactor capabilities negotiation; More flexible table miss support; IPv6 Extension 

Header handling support; Per flow meters; Per connection event filtering; Auxiliary 

connections; MPLS BoS matching; Provider Backbone Bridging tagging; Rework tag 

order; Tunnel-ID metadata; Cookies in packet-in; Duration for stats; On demand flow 

counters; Other changes 

1.3.1 Improved version negotiation; Other changes 

1.3.2 Changes and clarifications 

1.3.3 Changes and clarifications 

1.3.4 Changes and clarifications 

1.3.5 Changes and clarifications 

1.4.0 

More extensible wire protocol; More descriptive reasons for packet-in; Optical port 

properties; Flow-removed reason for meter delete; Flow monitoring; Role status events; 

Eviction; Vacancy events; Bundles; Synchronised tables; Group and Meter change 
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notifications; Error code for bad priority; Error code for Set-async-config; PBB UCA 

header field; Error code for duplicate instruction; Error code for multipart timeout; 

Change default TCP port to 6653 

1.4.1 Changes and clarifications 

1.5.0 

Egress Tables; Packet Type aware pipeline; Extensible Flow Entry Statistics; Flow Entry 

Statistics Trigger; Copy-Field action to copy between two OXM fields; Packet Register 

pipeline fields; TCP flags matching; Group command for selective bucket operation; 

Allow set-field action to set metadata field; Allow wildcard to be used in set-field action; 

Scheduled Bundles; Controller connection status; Meter action; Enable setting all 

pipeline fields in packet-out; Port properties for pipeline fields; Port property for 

recirculation; Clarify and improve barrier; Always generate port status on port config 

change; Make all Experimenter OXM-IDs 64 bits; Unified requests for group, port and 

queue multiparts; Rename some type for consistency; Specification reorganisation 

1.5.1 Changes and clarifications 
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Appendix B 

Structure of the messages EchoReq and EchoRes 

Field name Bits Description 

Data Variable length 
Contains information such as latency, bandwidth, 

etc. 

 

Structure of the message Error 

Field name Bits Description 

Type 16 Type of error. 

Code 16 
Together with type allow for more detailed 

information about the error. 

Data Variable length Message data. 

 

Structure of the messages FeatureReq and FeatureRes 

Field name Bits Description 

Datapath id 64 Unique identifier of a packet pipeline. 

N buffers 32 
Limit number of PacketIn packets that the switch 

can put in a queue. 

N tables 8 Switch’s number of tables. 

Auxiliary id 8 
Indicates who the switch is communicating with, if 

it is a master or an auxiliary controller. 

Pad 16 
Padding data which can be used to align the 

message. 
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Capabilities 32 Switch capabilities. 

Reserved 32 Reserved bytes. 

 

 

 

Structure of the message FlowMod 

Field name Bits Description 

Cookie 64 Field set by the controller. 

Cookie mask 64 Mask of the cookie. 

Table id 8 Identification of the table to be modified. 

Command 8 

Indicates the type of modification to be made to the 

flow table. For example, add a new flow, modify or 

delete an existing flow. 

Idle timeout 16 

Number of seconds of inactivity after receiving a 

packet which will result in a timeout and removal 

of the flow. 

Hard timeout 16 

Number of seconds after the flow has been installed 

which will result in a timeout and removal of the 

flow. 

Priority 16 
Priority of the flow. The higher the number, the 

higher the priority.  

Buffer id 32 
Identification of the packet that resulted in the 

PacketIn which lead to this FlowMod. 

Out port 32 
Identification of the port to where the packets will 

be redirected to. 

Out group 32 
Identification of the group to where the packets will 

be redirected to. 

Flags 16 

Flags that activate certain actions related to the 

flow. For example, the SendFlowRem flag which 

when activated makes sure that the switch alerts the 

controller after removing a flow. 
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Padding 16 
Padding data which can be used to align the 

message. 

Match 32 

Set of match conditions to associate packets with 

the flow. For example, the ipv4, ipv6 or MAC 

address of source and destination. 

Instruction [] 32 

Set of instructions to be applied to the flow. More 

information in the  

FlowMod instructions in OpenFlow version 1.3. 

 

FlowMod instructions in OpenFlow version 1.3 

Instruction Type Description 

GoToTable The packet processing is to be continued at the indicated table. 

WriteMetadata The metadata is to be updated. 

WriteActions The flow actions are to be updated. 

ApplyActions The actions are to be applied to the flow. 

ClearActions All actions previously associated with the flow are to be removed. 

Meter A meter is to be applied to the flow. 

Experimenter Allows new instructions to be defined. 

 

Structure of the message FlowRemoved 

Field name Bits Description 

Cookie 64 
Same as the one used in the FlowMod which 

resulted in this FlowRemoved. 

Priority 16 
Same as the one used in the FlowMod which 

resulted in this FlowRemoved. 

Reason 8 Reason for the flow to be removed. 

Table id 8 
Identification of the table from where the flow was 

removed. 

Duration sec 32 Number of seconds since the flow was installed. 

Duration nsec 32 Number of nanoseconds since the flow was 
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installed. 

Idle timeout 16 
Same as the one used in the FlowMod which 

resulted in this FlowRemoved. 

Hard timeout 16 
Same as the one used in the FlowMod which 

resulted in this FlowRemoved. 

Packet count 64 Number of packets. 

Byte count 64 Number of bytes. 

Match 32 
Same as the one used in the FlowMod which 

resulted in this FlowRemoved. 

 

Structure of the message MeterMod 

Field name Bits Description 

Command 16 
Command to be applied. Add a new meter, modify 

or delete an existing one. 

Flags 16 

Flag that identify the type of the meter. For 

example, if measured in kbps or in packets per 

second. 

Meter id  32 Identification of the meter. 

MeterBand [] Variable length 
Band to be applied to the flow which will drop the 

packets if they exceed the rate imposed by it. 

 

Structure of the message PacketIn 

Field name Bits Description 

Buffer id 32 
Identification of the captured packet which resulted 

in the PacketIn. 

Total len 16 Length of the captured packet. 

Reason 8 
The reason why the packet was forwarded to the 

controller. 

Tbl id 8 Identification of the table. 

Cookie 64 
Identification of the flow that originated this 

PacketIn. 
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Match 32 Identification of the matching conditions. 

Pad 16 
Padding data which can be used to align the 

message. 

Data 48 Data of the captured packet. 

 

 

 

Structure of the message PacketOut 

Field name Bits Description 

Buffer id 32 
Identification of the buffered packet to be sent from 

the controller. 

In port 32 

Identification of the port the packet is to be sent to 

if the buffered packet must be processed first, just 

like a packet arriving to the switch. 

Actions len 16 Number of bytes that the set of actions occupies. 

Padding 48 
Padding data which can be used to align the 

message. 

Action [] 32 Set of actions to be applied to the buffered packet. 

Data [] Variable length Data of the buffered packet. 
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Appendix C 

Mininet multiple switches, multiple hosts topology script 
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from mininet.topo import Topo 
from mininet.net import Mininet 
from mininet.node import Controller, OVSSwitch 
from mininet.log import setLogLevel 
 

 

# The number of hosts in each side of the network 
nbrHosts = 2 
 

class RyuMinTopo( Topo ): 
    print "Minimum ryu topology example." 
 

    def __init__( self ): 
        print "Create ryu topo." 
 

        # Initialize topology 
        Topo.__init__( self ) 
 

        # Switches 
        leftSwitch = self.addSwitch( 's1' ) 
        midtopSwitch = self.addSwitch( 's2' ) 
        midbotSwitch = self.addSwitch( 's3' ) 
        rightSwitch = self.addSwitch( 's4' ) 
 

        # Switch links 
        self.addLink(leftSwitch, midtopSwitch) 
        self.addLink(leftSwitch, midbotSwitch) 
        self.addLink(midtopSwitch, rightSwitch) 
        self.addLink(midbotSwitch, rightSwitch) 
 

        # Hosts and host links 
        n = nbrHosts 
        for i in range(n): 
            nbr = 'h%s' % (i + 1) 
            host = self.addHost(nbr) 
            self.addLink(host, leftSwitch) 
             

 

        for i in range(n): 
            nbr = 'h%s' % (i + n + 1) 
            host = self.addHost(nbr) 
            self.addLink(host, rightSwitch) 
 

 

topos = { 'ryumintopo': ( lambda: RyuMinTopo() ) } 
 

if __name__ == '__main__': 
    setLogLevel( 'info' ) 
    run() 
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Appendix D 

Host script 
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import random 
from time import sleep 
 

 

# The number of hosts in each side of the network 
n = 2 # This number must be equal to half of the number of hosts in 

the topology (same number as in min-ryu.py) 
hostCommand = {} 
 

print "Starting dynamic hosts script\n" 
 

print "Setting initial hosts commands part 1 - 1/2" 
 

for i in range(n): 
 try: 
  nbr = 'h%s' % (i + 1) 
  if nbr not in net: 
   break 
 

  hostCommand.setdefault(nbr,'ping -w 15 10.0.0.%s' % (n + 

i)) 
 

  host = net.get(nbr) 
  host.sendCmd('ping -w 15 10.0.0.%s' % (n + i)) 
 

 except: 
  continue 
 

print "Setting initial hosts commands part 2 - 2/2" 
for i in range(n): 
 try: 
     nbr = 'h%s' % (i + n + 1) 
 

     if nbr not in net: 
   break 
 

     hostCommand.setdefault(nbr,'ping -w 15 10.0.0.%s' % (i + 1)) 
 

     host = net.get(nbr) 
     host.sendCmd('ping -w 15 10.0.0.%s' % (i + 1)) 
 

 except: 
  continue 
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Glossary 

Controller SDN controller  

Datapath OpenFlow way of identifying a switch  

Dictionary Programming data structure used to store information associated to a key. Retrieving 

information with the key will return the associated stored value 

Flow OpenFlow rule installed on the switches that allows matching packets through  

Header  Portion of the packet that serves as identification and contains multiple fields 

Host Computer connected to the network, can receive and inject data into the network  

ID Number or text that serves the purpose of identifying a piece of hardware or software 

IP address Address that identifies a device in a network, it is used in the two upper layers of the 

TCP/IP protocol  

MAC address Address that identifies a device in a network, it is used in the two lower layers of the 

TCP/IP protocol  

Meter  Monitor and limit the rate at which traffic passes through 

Packet Small set of data sent across the network  

Port Hole in physical devices that enables the connection with other devices  

Python  High-level programming language 

Switch Network device that forwards packets, filtering them according to multiple fields in the 

header of the packets 

Time-to-live Field of a packet that represents how many hops a packet can still jump to before being 

discarded  
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